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Abstract

Performance-oriented Congestion Control (PCC) [3]
is a recent congestion-control architecture in which
each sender uses their local observation of network
performance to update their actions. It has been
experimentally shown to yield fast and fair perfor-
mance in a variety of network scenarios [2]. In
this paper, we are concerned with the mathematical
and model-based underpinnings of PCC, specifically
with the theoretical justifications that is provided by
its authors that the distributed actions converge to a
unique pure Nash Equilibrium (NE) [9] of a certain
user utility model in finite time. We show that this
result does not justify the PCC protocol as it does
not use all available information to ensure fast con-
vergence to equilibrium, and so the empirical success
of PCC does not validate the utility model that it is
based on. We argue theoretically and demonstrate
empirically that simple, gradient-based distributed
network protocols provide much faster equilibrium
convergence. By directly optimizing the sender util-
ity function, we significantly improve performance
under the simple PCC utility model and provide ro-
bustness to modifications such as noisy loss-rate ob-
servations and asynchronous sending rate updating.
Our work points to new directions for principled de-
sign of congestion control protocols.

1 Introduction

As it forms the core of our analysis, we first discuss
the PCC protocol and underlying utility model, fo-
cusing on the specific theoretically relevant compo-
nent that we will examine. We then describe the gen-
eral limitations of this model and detail our contribu-
tions to understanding them.

1.1 The PCC Protocol

Algorithmically, PCC is an incredibly simple and in-
tuitive protocol for using the local performance ex-
perienced by the user to inform their packet trans-
mission rate. The protocol has three states, of which
we will focus on the second, so-called “Decision
Making State,” since it is the main novelty of the
approach and the most relevant to theoretical study.
We begin with a sender with sending rate (SR) of x.
This sender picks two consecutive monitor intervals
(MIs), divides each into two equal-sized blocks, and
for each MI randomly sends one of the parts at SR
(1+ε)x and the other at SR (1−ε)x, for some small
ε . They then use the corresponding round-trip time
(RTT) and packet loss rate of these trials to compute
a utility value (using Equation 1) and update their
SR to whichever sending rate yields the highest util-
ity both times (while waiting for acknowledgement
of the MI packets the sender reverts back to x). If the
trial is inconclusive, the sender does not update x but
increases ε and tries again. This protocol forms the
core of PCC, which is straightforward to deploy and
has been demonstrated successful in a wide variety
of communication conditions; it furthermore outper-
forms more sophisticated variants of TCP on a vari-
ety of fairness and congestion measures [3].

1.2 The PCC Model

Mathematically, the PCC model considers an n-
player game of users sending traffic (expressed as an
SR-valued vector x ∈ Rn

+) across a bottleneck link
with capacity C > 0 [4]. In order to express a desire
for “high throughput and low loss,” the authors pose
the following utility function for user i as a function
of i’s SR xi and observed data loss rate Li:

ui(xi,Li) = xi(1−Li)σα (Li−β )− xiLi (1)
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for the sigmoid function σα(y) = 1
1+exp(αy) , some

α > 0 to be chosen later, and β = 0.05. Note here
that xi(1−Li) is the throughput of user i. A simplifi-
cation is introduced that the loss rate is universal for
each user, i.e. Li = L(x) = max{0,1− C

‖x‖1
} ∀ i. One

can further assume w.l.o.g. that C = 1. We will abuse
notations and sometimes refer to the utility functions
as ui(x) = ui(xi,x−i) = ui(xi,L(x)) where x ∈Rn and
x−i denotes the entries of x other than xi.

As in any game-theoretic setup, the natural first
step is to reason about the existence of Nash Equi-
libria (NE), states where no player can increase their
utility by unilaterally changing their action (SR):

Definition 1.1 [9] A vector x∗ ∈ Rn is an NE of the
utility functions {ui}n

i=1 if x∗i = argmax
x∈R

ui(x,x∗−i) ∀ i

In fact under this specific set of utility functions there
exists a unique equilibrium:

Theorem 1.1 ([4]) If α ≥ max{2.2(n−1),100} for
n ≥ 3, there exists a unique NE x∗ ∈ Rn such that
x∗i = x∗j ∀ i, j ∈ [n].

The PCC protocol discussed in Section 1.1 seeks to
reach this equilibrium, with each user substituting
the experimental SRs (1± ε)xi and the correspond-
ing observed losses into ui and if increasing or de-
creasing the SR yields a consistently higher utility
then the sending rate is multiplicatively updated in
the corresponding direction. Theoretically, this is an-
alyzed as a multi-round competitive game, where in
each round t if user i is sending at rate x(t)i then their
SR in the next round will be

x(t+1)
i = argmax

x∈{(1−ε)x(t)i ,(1+ε)x(t)i }
ui(x,L(x,x

(t)
−i)) (2)

This update scheme converges to the NE x∗:

Theorem 1.2 ([4]) ∃ T < ∞ such that user i’s SR
x(t)i ∈

(
(1± ε)2x∗i

)
∀ i ∈ [n] ∀ t > T .

1.3 Our Contribution

We first discuss several valid criticisms of the PCC
protocol and corresponding model whose implica-
tions we will not explore deeply. From the prac-
tical standpoint, the model considers only a single
link and uniform packet loss rates, neither of which
are always reasonable assumptions. However, player

dynamics and equilibria are hard to analyze even in
the simple case, so if we are aiming to obtain any
rigorous understanding the simplifications made are
reasonable. Given that PCC can be described as “a
machine learning approach to congestion control,” a
more salient criticism might come from the statistical
learning community; whereas the PCC protocol may
be framed as a method for online optimization in a
stochastic setting, the PCC model and player dynam-
ics comprise a distributed algorithm for computing
an NE. Thus, without an analysis of convergence and
equilibrium stability when Li is a noisy observation
of L(x), it is unclear whether a result such as Theo-
rem 1.2 will hold in the stochastic case. We leave a
thorough theoretical account of these issues to future
work, although we do consider this issue empirically.

In this paper we look at the following issues with
the PCC model and its supporting theoretical results:

1. In Section 3 we provide a simpler proof of the
uniqueness and existence of an NE in the PCC
game (Theorem 1.1). Our proof exploits the
simple additive from of the player interactions
and may thus be easily extended to a wider va-
riety of utility models.

2. We note that, if the goal is to find the NE of
the specified utility model, the PCC protocol in-
efficiently uses the information available to do
so. In Section 4 we introduce simple gradient-
based alternative protocols that can also be im-
plemented in a distributed manner. We sketch
why these algorithms reach an NE efficiently,
not just in finite time, unlike the guarantees pro-
vided by Theorem 1.2. Although Theorem 1.2
shows that the protocol converges to an equilib-
rium in a finite number of steps, the rate of this
convergence is not discussed.

3. Section 5 provides an empirical evaluation of
our proposed methods, Additive Gradient As-
cent (AGA) and Multiplicative Gradient Ascent
(MGA). We verify our theoretical observation
that gradient methods are better suited to op-
timizing the PCC utility model than the PCC
protocol. In addition, we complicate the model
by introducing noisy loss-rate observations and
asynchronous user updating, demonstrating in
both cases that the performance of AGA and
MGA is more robust than PCC’s under more re-
alistic network settings.
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Our critique of the model-based theoretical justifica-
tions behind PCC and of the protocol itself are moti-
vated by the desire for better, more rigorous models
that enhance our understanding of network behavior
and faster, more efficient algorithms that are suited
to the problem at hand. While the empirical perfor-
mance of PCC clearly demonstrate the effectiveness
of the adaptive protocol, our paper shows how the
given model cannot be so simply used to justify this
result. We hope that the mathematical and experi-
mental findings will motivate further study of con-
gestion control and how it may be aided by ideas
from game theory and machine learning.

2 Related Work

In the field of computer networks, our work comple-
ments a different mathematical approach to conges-
tion control due to [11], where the authors take an ax-
iomatic view of analyzing trade-offs between various
congestion control protocols. Whereas their work fo-
cuses on finding network-specific criteria that may
or may not be satisfied by different proposed al-
gorithms (including PCC), we consider simply the
goal of quickly reaching an NE of a specified util-
ity model, as this ensures full capacity, low loss rates
and fair allocation. While this criterion is not usu-
ally a target of practical study, since it is used to jus-
tify the PCC protocol we aim to analyze whether the
same protocol in fact achieves good performance un-
der it. Among empirical papers, we are aware of only
one that proposes the use of gradient methods in con-
gestion control [5]; however, they estimate changes
in actual target values such as RTT, whereas we fo-
cus on achieving equilibrium in a utility model. We
briefly discuss whether such an objective is reason-
able in the transport setting.

From the theoretical standpoint, efficiently find-
ing NE is a long standing problem that has been
of primary importance in algorithmic game theory
[10]. However, the networks setting introduces the
further complication that algorithms must be dis-
tributed, ideally involving no communication; this
precludes the use of common methods such as iter-
ated best response, which converges in polynomial
time for some types of games [8]. However, since
our games have an explicit functional form we are
able to exploit its properties to discuss convergence

guarantees under a gradient-based, distributed algo-
rithm.

3 Nash Equilibrium

A Nash Equilibrium in an n-player game is a state
x∗ such that no user can increase their utility by uni-
laterally changing their strategy, as described math-
ematically in Definition 1.1. For differential util-
ity functions this is equivalent to ∂ui(x∗)

∂xi
= 0 ∀ i un-

der some mild conditions on the ui’s. Theorem 1.2
shows that for the utility function described in equa-
tion 1, there is a unique Nash Equilibrium x∗ such
that x∗i = x∗j ,∀ i, j ∈ [n]. The proof for this theorem
presented in [4] invokes a theorem about existence of
a unique NE for quasi-concave n-player games. We
present a simpler proof for this theorem using ele-
mentary arguments.

Let y = ∑i xi and L(y) = max{0,1− 1
y}. We first

observe that the utility functions can be written as
ui(x) = xi f (y), where

f (y) = (1−L(y))σα(L(y)−β )−L(y)

Though the utility functions are not differentiable
when y < 1, it is easy to see that at NE, y∗ ≥ 1. If
y∗ < 1, then unilaterally increasing any xi will re-
sult in an increase in ui(x∗) = xi f (y∗), since we have
f (z) = 1 ∀ z < 1. Since the utility functions are dif-
ferentiable when y≥ 1, the gradient conditions at NE
give us

∂ui(x∗)
∂xi

= f (y∗)+ x∗i f ′(y∗) = 0,∀i

It is not hard to see that f ′(y)< 0 ∀ y ≥ 1. So we get
x∗i = x∗j ∀ i, j ∈ [n]. Adding all the gradients, we get

0 = ∑
i

∂ui(x∗)
∂xi

= n f (y∗)+ y∗ f ′(y∗)

Thus existence of a unique equilibrium is equiva-
lent to existence of a unique solution to the equation
g(y) = n f (y)+ z f ′(y) = 0. Any solution y∗ to this
equation gives a NE where x∗i =

y∗
n

To see the g(y) has a unique zero when y > 1,
we first invoke Lemma 1 from [4] to conclude that
there must be a y∗ in the interval (1, 20

19) such that
g(y∗) = 0 when α ≥ max{100,2.2(n− 1)}. Using
concavity of f in the interval (1, 20

19), we see that
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g′(y)= (n+1) f ′(y)+ f ′′(y)< 0. Since g(y) is mono-
tonically decreasing in the interval (1, 20

19), there must
be a unique y∗ such that g(y∗) = 0 and so the game
has a unique NE.

4 Gradient Ascent

As described in Section 1, under the PCC protocol
each user updates xi by observing ui(xi(1+ ε),x−i)
and ui(xi(1− ε),x−i) and moves in the direction of
higher utility. If ε is small enough, this is equivalent
to moving in the direction of the gradient of ui at xi.

∂ui

∂xi
= lim

ε→0

ui(xi(1+ ε),x−i)−ui(xi(1− ε),x−i)

2εxi

So PCC uses the sign of the gradient to update xi

multiplicatively. It is shown in [4] that PCC con-
verges to the NE in finite time. A natural question
that arises is whether full gradient information can
be used to update SRs to obtain more efficient algo-
rithms and better convergence rate guarantees.

Gradient ascent (GA) is a popular first order itera-
tive optimization method used to find the maximizer
of a function. The maximizer is found by taking
steps proportional to the gradient of the function in
the direction of the gradient. In order to the solve the
problem max

x∈K
F(x), GA initializes the solution with

an arbitrary point x(0) and updates as follows

x(t+1) = x(t)+η∇F(x(t))

The size of the step is controlled by the parameter η

called the learning rate of the algorithm. It is known
that if F satisfies certain smoothness conditions, GA
efficiently converges to a stationary point.

4.1 Gradient Ascent for Nash Equilibrium

The problem at hand can be viewed as n maximiza-
tion problems where each user independently tries to
maximize their utility. So each user can use GA to
update their SRs as follows

x(t+1)
i = x(t)i +η

∂ui(x(t))

∂x(t)i

(3)

x(t+1) = x(t)i +η

(
f (y(t))+ x(t)i f ′(y(t))

)
(4)

Note, however, that the utility for a user also depends
on the SR of other users, so the convergence guaran-
tees of GA do not directly apply to this setting. Con-
vergence to NE can be qualitatively analyzed in two
steps

1. Convergence of y(t) to y∗(1±δ )

2. Once y(t) is close to y∗, convergence of x(t) to a
fair allocation i.e. |x(t)i − x(t)j |<

δ ′y∗
n ∀ i, j ∈ [n]

We analyze step 1 by looking at the change in y due
to gradient updates in 4

y(t+1) = y(t)+η(n f (y(t))+ y(t) f ′(y(t)))

If y(t) < 1, then in at most 1/η steps y(t) will be
greater than 1, where the conditions for GA efficient
convergence are satisfied and we can get a conver-
gence rate which is polynomial in 1

δ
. Step 2 can be

analyzed by observing that SR for users get closer
after the gradient updates in equation (4).

x(t+1)
i − x(t+1)

j = (x(t)i − x(t)j )(1+η f ′(y(t)))

|x(t+1)
i − x(t+1)

j | ≤ |x(t)i − x(t)j |e
η f ′(y(t)))

≤ |x(1)i − x(1)j |e
tη f ′(y(t)))

When y(t) is close to y∗ and hence between 1 and
20
19 , f ′(y(t)) is negative and at least 1 in magnitude. So
in at most O( 1

η
log n

δ ′ ) steps, step 2 will be satisfied.
From the two steps, we get

y∗(1−δ )≤ y(t) = ∑
i

x(t)i ≤ n
(

x(t)min +
δ ′y∗

n

)
= nx(t)min +δy∗

x(t)min ≥
y∗

n
(1−δ −δ

′)

Similarly x(t)max ≤ y∗
n (1 + δ + δ ′). Then by picking

δ = δ ′ = ε

2(1+ε) , after poly(n, 1
ε
) steps we are close

to the NE in the following sense

y(t) ∈ y∗(1± ε),
x(t)max

x(t)min

≤ (1+ ε)2

4.2 Other related methods

Our discussions have so far involved additive updates
to the SR using full gradient information. We call
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Figure 1: Number of steps to convergence of AGA, MGA, and PCC in the three different settings. Bands
are computed using a 95% confidence interval based on 40 independent samples.

the updates in equation (3) Additive Gradient Ascent
(AGA). One can also update SR multiplicatively us-
ing full gradient information. We call the following
update Multiplicative Gradient Ascent (MGA)

x(t+1)
i = x(t)i

(
1+η

∂ui(x(t))

∂x(t)i

)
(5)

MGA works well in practice as evident in section 5

5 Evaluation

5.1 Setting

The distributed gradient methods AGA and MGA, as
well as PCC, are first evaluated in the simple setting
described by the PCC utility model. We use a single
link with bounded capacity C = 1, sigmoid coeffi-
cient α = max{2.2n,100}, target loss rate β = 0.05,
and the equilibrium convergence criterion requiring
x to satisfy

1≤∑
i

xi ≤
1

1−β
,

xmax

xmin
≤ (1+ ε)2 (6)

as specified in [4]. We evaluate networks with n
players, where n ranges from 10 to 500 with inter-
vals of 10, using 40 randomly initialized samples at
each. The player SR rates xi are initialized by draw-
ing from the uniform distribution over [0, 2

n ].
The above setup we call the Regular setting. We

further consider two modifications of this setting to
simulate more realistic network conditions:

• In the Noisy setting, each player i observes a
different loss Li(x) = L(x)+ξi, where we draw

ξi ∼ N
(

0, s2

n2

)
. We use a small variance pa-

rameter s = 10−3 as PCC converges very slowly
for higher noise rates.

• In the Async setting, at each time step each user
i updates their SR with probability p = 0.1; oth-
erwise they continue sending at the current rate.
Note that for p = 1 this is equivalent to the Reg-
ular setting.

What remains to be specified is the learning rate,
η . As is common in machine learning, this is de-
termined by cross-validation: seeing what parame-
ter choice works well on some of the data and using
that parameter on the rest. Although PCC specifies
η = ε = 10−2, for fairness we also cross-validate this
as well (although usually the original setting turns
out to be the best).

5.2 Discussion

The main results are depicted in Figure 1. We find
that convergence is much faster under both the AGA
and MGA protocols than using PCC, except in some
cases for very low n. It is difficult to ascertain the de-
pendence of convergence time on n in the regular set-
ting, apart from for MGA, which is sublinear. AGA
exhibits some deterministic variation that is difficult
to explain; both, however, converge faster in expec-
tation than PCC, and the time to convergence has a
lower variance.

Unlike PCC, AGA and MGA are both robust to the
small amount of noise introduced in the noisy setting,
with their behavior in Figure 1(b) almost identical to
that in Figure 1(a). Checking how much noise can
be added before they too perform poorly is of addi-
tional interest. In the asynchronous update setting,
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Figure 2: Sending rate convergence in a network of n = 5 users under the three different protocols.

AGA performs especially well, while PCC diverges.
The decreasing convergence rate may be explained
by the low η used by AGA for this setting, which
hurts performance at low n as they may not update
at all in some timesteps. The robustness of AGA
and MGA in the async setting may perhaps be ex-
plained by them effectively doing an approximate,
noisy form of iterated best response when only some
users update at each step.

Overall, AGA and MGA yield much better results
than PCC, with the convergence-time of MGA espe-
cially having a low, almost-constant dependence on
n. It is not entirely surprising that gradient methods
would beat PCC, which uses only the sign of the esti-
mated gradient to compute an update direction. More
surprising is the vast difference in the robustness of
AGA and MGA under noise and asynchronism com-
pared to PCC, as we have no guarantees for these
settings and one might expect a simpler method such
as PCC to work well.

To get a more fine-grained understanding of con-
vergence behavior for each protocol, in Figure 2 we
examine the change in the SR over time under each
of the protocols in a small network of five users.
All protocols are given the same initialization, and
from the average SR it is clear that the average state
converges in very few steps to the average state at
equilibrium. However, whereas for AGA and MGA
the individual user SRs then converge smoothly, the
movement of User 2 towards the average is so slow
under PCC that Users 1 and 5 continue to decrease
their SR for over 500 steps, even when they are far
below the average SR. The PCC states are also highly
oscillatory, which is a phenomenon (ZigZag) also
noted by the PCC authors in their proof of Theo-
rem 1.2. In contrast, both gradient methods have a
highly smooth convergence to the equilibrium.

6 Conclusion

In this paper we have demonstrated that the PCC pro-
tocol is a suboptimal distributed algorithm if the ob-
jective is fast convergence to the equilibrium of the
PCC utility model. We have further provided and
analyzed principled, gradient-based alternatives that
are simple to implement in a distributed way and can
provably converge in number of steps polynomial in
the network size. However, further analysis and im-
provement of these methods is possible, with some
of the following being possible future directions:

1. What other gradient-based methods may work
well in this setting? While AGA is the sim-
plest thing one might try, the success of MGA
indicates that better-understood methods such
as mirror-ascent [1] and exponentiated-gradient
ascent [6] are worth exploring. Furthermore,
since in a more realistic setting the gradient
users see will likely be noisy, it is important to
understand the stochastic gradient case.

2. We only discussed gradient ascent for a con-
stant learning rate η . However, it may be bet-
ter to vary η inversely with the number of users
or follow a convergence schedule. MGA tries
to solve this problem in a distributed way and
the convergence for MGA is observed to be
smoother than AGA. However a better theoret-
ical analysis could shed more light on the opti-
mal schedule for learning rates.

3. Different utility models and more realistic
graph structures can be explored and guarantees
using gradient-based methods can be analyzed.

The above questions are interesting theoretical
challenges. However, there remains an important
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practical question: should we care about NE conver-
gence when designing congestion control protocols?
We predict that an evaluation of such gradient-based
methods under the PCC utility model in a more real-
istic network simulation setting may point to an an-
swer, with the following being possible outcomes:

1. Gradient-ascent based methods outperform the
original PCC protocol on target metrics. This
would suggest that seeking equilibrium is a rea-
sonable objective in real-world networks and
that the PCC utility model provides a good
mechanism for doing so.

2. The current PCC formulation is better in real-
istic environments than gradient methods along
the lines presented in this paper. This could be
indicative of one or both of the following two
issues, among others:

(a) Simple, noiseless utility models, such as
the one used to justify the PCC protocol,
are too simple to accurately approximate
real-world networks, so efficient NE algo-
rithms are not useful. In this case PCC
is successful despite its own utility model,
which, unlike gradient-based schemes, it
does not use very heavily.

(b) Although the utility model may or may
not be a good approximation, seeking an
equilibrium may not be the right objective.
The concept of NE is one based around
competitive, i.e. selfish, user interactions,
whereas standard congestion control pro-
tocols often assume some level of cooper-
ation (e.g. everyone else is also using TCP
despite possible gain from deviating). It
is possible that there is a gap, known as
the Price of Anarchy, between the opti-
mal social welfare (sum of user utilities)
achievable under cooperative play and the
NE that results from competitive play [7].
Of course, optimizing the social welfare
may not lead to fair outcomes, but this
would simply be an additional issue with
the PCC utility design. To study this point,
a fruitful direction would be to devise util-
ity models with provably fair social wel-
fare optima and principled methods for
achieving them in the cooperative setting.

In conclusion, while we have demonstrated an
alternative method to PCC that efficiently con-
verges to equilibrium under the PCC utility
model, it remains to be seen whether conver-
gence to equilibrium is in fact a useful way of
justifying the design and explaining the perfor-
mance of congestion control protocols.
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