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Abstract 

 

In this work we use integrated piezoelectric actuators and sensors to demonstrate the 

propulsive force produced by controllable transverse traveling mechanical waves in a thin 

plastic sheet suspended in air above a flat surface, thus confirming the physical basis for a 

“flying” carpet near a horizontal surface. We discuss the fundamental and experimental 

conditions for realizing such a demonstration. The theory motivating our work is 

presented, and used to determine the range of experimental conditions most likely to 

produce a forward propulsive force. We then present a detailed description of the 

experimental approach to produce the traveling waves and demonstrate propulsion, 

including integrated piezoelectric actuators and sensors to provide feedback control, 

artifact elimination, and power considerations. Experiments are conducted to determine 

the dependence of the propulsive force on the height above the ground and the amplitude 

of the traveling wave, which qualitatively confirm previous theoretical predictions.  

Theory also predicts that such forces should be able to accelerate a freely moving sheet 

up to a velocity of ~20 cm/s, sufficient for it to produce its own lift, resulting in the so-

called “flying carpet” effect [3]. Currently, the sheet is not free, so the observed velocity 

is ~1 cm/s. To achieve this, work is ongoing to free the sheet from its tethers by 

providing on-board power using a boost-converter circuit, or by having a cart that carries 

the tethering wires and follows the sheet. In addition, to enable the sheet to begin moving 

without external lift, methods to reduce friction and static electricity are presented. 

Experiments with passive test samples show indications of lift beginning at ~20-30 cm/s. 

Two aspects related to the integration of improved functionality on the sheet are also 

presented. The first is preliminary work on printing silicon nanoparticles, as a means for 
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room-temperature circuit fabrication. This might be useful for integrating circuits on the 

piezoelectric film (PVDF) that we use for the “flying carpet”, since this material can’t be 

heated above 60º C. Second, we present the transfer of PZT nanoribbons to rubber as a 

route to more efficient piezoelectric materials. 
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Chapter 1  

 

Introduction 

 

1.1 Background/Prior Work 

In recent years, the development of thin-film electronics on substrates other than silicon 

has driven a progression from rigid substrates to flexible, and even stretchable substrates. 

Such substrates find applications in areas such as rollable displays, electronic skin [37], 

and brain sensors [19]. To date, the shapes of these substrates have been primarily 

passive, with any deformation produced by external means. However, it is desirable to 

move to substrates with truly active shape control, as the next step beyond 

bendable/stretchable substrates. Such substrate deformation is typically achieved by 

applying voltages across a piezoelectric element, dielectric elastomer [27], or muscular 

thin film [12]. For accurate control of the shape, the ability to monitor the shape in real 

time with integrated deformation sensors is desirable. This is especially true for rapidly 

changing shapes, due to the effects of mechanical resonances and non-linearities. There 

are many potential applications for such local deformation control, such as solar cells that 

bend to follow the sun, speaker arrays, adaptive optics, mechanical grippers [40], and 

self-propelled devices (see further discussion below). The last item will be the subject of 

this thesis, and the techniques used to produce traveling waves, as discussed in this work, 

provide high-speed local control of the shape of a thin substrate, which could also be 
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particularly useful for adaptive optics for telescope mirrors. Such systems currently use 

arrays of separate actuators, with a flexible, but passive, reflective sheet over the actuator 

array [45].  In addition, these systems typically do not have built-in sensors for shape 

detection and feedback, but rather rely on external means, such as shining light on the 

mirror surface, to determine the actual time-varying shape for a given set of voltage 

signals applied to the actuators. Hence, the ability to use a single sheet for the actuator 

array, reflective surface, and sensor array, would be of great interest. 

In this work [16], we present a device that experimentally confirms the theoretical 

prediction that a thin sheet vibrated in a traveling wave shape will produce a force in the 

direction opposite that of the wave propagation [38], [30]. The resulting forward motion 

of the sheet near the ground has also been predicted to produce a lift force [39], leading to 

a so-called “flying” carpet [3]. This device demonstrated a form of propulsion that 

operates without separate moving parts, since all actuation elements are formed from the 

same thin sheet of material. Potential advantages of this include low manufacturing costs 

and long lifetime. In addition, sensor arrays, for example chemical or biological, could be 

integrated onto the sheet. Some biological organisms, such as skates (Figure 1.1), use 

traveling wave-like deformations for propulsion in water [38], [30]; hence this device 

could be used to model biological organisms, for example, for fluid dynamics studies. 

The device is easily scalable to different sizes, provided that the operation remains in a 

regime of low Reynolds number.  

Much research has been undertaken on mechanisms for small-scale (micro to mm) 

propulsion, which typically takes place at relatively low Reynolds number (less than a 

few thousand), in three general regimes – “swimming”, “crawling”, and “flying”. For 
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Figure 1.1 Photo of a skate – motivates development of a “flying carpet”. Manta rays and 

skates propel themselves under water by undulating motions similar to traveling waves. 

 

“swimming”, examples include using magnetic fields to oscillate microscopic filaments 

of magnetic particles in a water-based salt solution [10] (resulting in swimming velocities 

of ~10 !m/s), affixing bacteria flagella to 10 !m polystyrene beads [4] (swims at ~15 

!m/s), and even approaches aimed at propulsion inside blood vessels, for example using 

a clinical MRI to guide a 1.5 mm magnetic bead (up to ~10 cm/s) in a living swine artery 

[21] (see [22] for an overview). In another work [31], tiny rods 5-10 mm long by 250 !m 

– 1.5 mm wide were propelled underwater by an oscillating air bubble (propulsive forces 

~2-20 !N). On the cm-scale, propulsion has been induced by periodic contraction of a 

“muscular thin-film” in water [12], although the exact shape was not clear (velocities 

were still only ~200 !m/sec). 

Another mechanism for small-scale propulsion is “crawling”, which is typically 

motivated by the motion of earthworms, such as using external magnetic fields to 

periodically contract and expand a string of magnetic-fluid-containing capsules in a 12 

mm tube (speed ~5 mm/s) [32], using shape-memory alloys to periodically contract and 

extend (longitudinally) a ~1 cm x 5 cm bellows with angled ‘legs’ to provide anisotropic 

? 
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friction (speed ~170 !m/s) [18], and a folded origami robot with a similar method of 

propulsion (~300 !m/s) [25].  

Finally, small-scale propulsion in air has been an active area of research lately, from 

early work using an external magnetic field to rotate a ~5 mm magnetized propeller [23], 

to the development of ~50-150 mg flapping-wing microrobotic flies [42], [43], which use 

a single piezoelectric actuator to drive the wings (~3 cm span) at around 100 Hz, 

resulting in lifts forces of ~1-3 mN, and a power consumption of ~50 mW. The Reynolds 

numbers for these devices are ~1000-3000. For a more complete overview of miniature 

(<1 cm to ~15 cm) flying devices, see Section 2.3 in [8]. These flying devices are split 

into three categories based on lift mechanism – fixed-wing, rotating-wing, and flapping-

wing. Our work is related to the fixed-wing category because the lift is predicted to result 

from the forward motion of the device. However, the mechanism of propulsion is more 

closely related to that of flapping devices. 

Works in small-scale propulsion can be further categorized into self-propelled (i.e. 

propulsion mechanism is part of the device) [4], [31], [12], [18], [25], [42], [43] and 

externally propelled (e.g. through use of external magnetic field) [10], [21], [32], [23] 

devices. Self-propelled devices can be more challenging due to their small size 

constraints, but are advantageous for reasons of autonomy and overall system-size 

reduction. 

Our work, which is self-propelled, takes an approach that employs an internally 

generated transverse traveling wave deformation, which is more akin to methods for 

under-water propulsion than to typical approaches to flight, but designed to operate in air 

near a boundary. This enables it to operate at Reynolds numbers less than around 10, 
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despite its size of ~4 cm x 10 cm and moving in air at speeds up to 10 cm/s (in the current 

work, ~1 cm/s speeds have been achieved). Due to the much lower viscosity of air 

compared to water (~50 times), the propulsive force would be much smaller in air for the 

same wave parameters, as we will see in Chapter 2. However, by operating the device 

sufficiently close to a boundary, this can be overcome. In addition, the air boundary layer 

greatly reduces friction compared to “crawling”, allowing higher speeds for the same 

propulsive force (assuming that the propulsion mechanism is still a traveling wave). 

 

1.2 Thesis Outline 

Chapter 2 discusses the physical interpretation of traveling wave propulsion, including 

steady-state airflow balance and force balance. The fundamental and experimental 

conditions under which we expect to see traveling-wave induced propulsion in air are 

investigated to determine attractive regions in parameter space to begin experiments. 

Chapter 3 discusses the details of the experimental arrangement, including choice of 

material and structure, actuator and sensor operation, removal of artifacts from the sensor 

signals, and means of suspension. A photo of the actual sheet is shown in Figure 1.2. 

Chapter 4 describes the methods used to a produce traveling-wave vibration in the 

sheet, from linear control to feedback. 

Chapter 5 describes the experimental demonstration that a thin sheet, deformed in a 

traveling wave shape by integrated piezoelectric actuators, generates a propulsive force 

that propels the sheet forward in air. The propulsive forces expected to be necessary for 

lift are also discussed. 
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Figure 1.2 Photo of experimental realization of a “flying carpet”. The details are 

described in Chapter 3. 

 

Chapter 6 discusses power considerations, from theoretical losses to the measured 

power consumption. Preliminary work on an on-board power supply is described. 

Chapter 7 discusses lift, from the theoretical prediction to practical considerations such 

as friction and static electricity, as well as a demonstration of uphill propulsion. Using a 

cart to follow the sheet is presented as a method that allows the sheet to move faster  (for 

the purposes of lift demonstration) without requiring on-board power.   

Chapter 8 is preliminary work on room-temperature “printed” silicon, which would be 

useful for thin-film electronics on PVDF, due to the low temperature (~60º C) at which 

PVDF begins to lose its piezoelectric properties. 

Chapter 9 is preliminary work in another future direction – lowering the power 

requirements, particularly the voltage, by developing PZT nanoribbons that can be 

transferred onto flexible substrates. 
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Chapter 10 summarizes our results and presents possible future directions – what 

needs to be done to demonstrate lift, 2-D propulsion, and overcoming near-ground 

limitations. 
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Chapter 2  

 

Fundamental Mechanisms and Modeling 

 

In this chapter we discuss underlying mechanisms for traveling-wave propulsion. 

Section 2.1 explains the physical interpretation, and in Section 2.2, we explore limitations 

that guide our choice of parameters.  

 

2.1 Physical Interpretation 

The basic mechanism of traveling wave-induced propulsion can be understood as 

follows [16]: Imagine that the sheet begins at a height h0 above the ground, is stationary, 

and has no tilt. Then, when the sheet begins to bend in the shape of a traveling wave, a 

pocket of the encompassing fluid (air in our case) is pulled in from the front end, and 

carried along with the wave until it reaches the back end of the sheet, where it is released 

(Figure 2.1). Thus the traveling wave acts as a pump (such pumping has been 

demonstrated in glycerol and water [33]). Note that we consider only pumping between 

the sheet and the ground because there is no boundary above the top surface, which 

means that the air above the sheet is free to move perpendicularly away from the sheet as 

well. Since the wave acts to push fluid in the direction of the wave, there must be a 

corresponding force that the fluid exerts on the sheet in the direction opposite to the  
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Figure 2.1 Schematic diagram of a traveling-wave pump, showing the shape of the sheet 

at a sequence of times (t0 to t5) over one and a half periods of oscillation. This time-

varying shape pulls air in from the left, and pushes it out to the right, resulting in a 

propulsive force, Fp, to the left.  

 

wave. This propulsive force is expected to increase as the gap between the sheet and the 

ground is decreased, due to reduced leakage on the side of the sheet that faces the ground.  

Reference [3] was a numerical simulation that predicted the velocity of such a sheet, 

under certain external conditions (i.e. an ideal unconstrained sheet), and did not explicitly 

calculate the propulsive force. They also presented several equations that approximate the 

simulation results, relating the steady-state velocity and height above the ground to the 

sheet parameters – we use these expressions throughout the text. We desire to separate 

out the theoretical propulsive force because it is the intrinsic physical property of the 
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propulsion mechanism, and can therefore tell us how the system will behave if the 

external forces are changed (i.e. not just drag). Although the propulsion and the drag are 

both generated from the same piece of material (as opposed to a plane, for example, in 

which the propulsion is generated by an engine, and the drag by the wings and body), we 

can separate them by assuming that the drag on the sheet when bent in a fixed sine wave 

shape of small amplitude (both the amplitude, which is up to a few hundred microns, and 

the sheet’s thickness of ~100 µm, are 100-1000 times smaller than the length of the sheet, 

so skin friction will dominate) is approximately equal to that of a flat sheet. Then, when 

the sheet’s shape is changing in time, we still consider this to be the drag force, and the 

remaining force (in the horizontal direction) is defined to be the propulsive force. Note 

that we have extracted this propulsive force under the assumption that it will be 

unchanged by a change in the external environment (e.g. an additional restraining force). 

However, this would break down if the speed of the sheet were to approach the speed of 

the traveling wave. Since our experiments are all conducted far below this limit, we have 

ignored this effect in our analysis. In addition, time variations of velocity, lift height, and 

angle of attack are seen in the numerical simulations of [3], on the time-scale of the 

vibration period. However, for this work we consider much longer time-scales over 

which we can deal with time-averaged trends, since that is what we can most easily 

measure in our experiments. 

To determine the theoretical propulsive force, we first note that for an ideal flat sheet 

(i.e. no thickness) moving freely close to a boundary, under low Reynolds number (Re) 

conditions, the drag force is given by: Fdrag = ! µair W L / h , where v is the velocity of the 

sheet, W and L are its width and length, h is the height above the ground, and µair is the 
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air viscosity. The Reynolds number is given by "air v £/µair , where "air is the density of 

the surrounding fluid (air in this case), v is the velocity of the sheet, µair is the viscosity of 

air, and £ is a characteristic length. The characteristic length is given by h (the height 

above the ground) in this scenario, provided that h is small when compared with W and L. 

For a sheet moving at 1 cm/s at 1 mm above the ground, this gives a Reynolds number of 

~0.7. For a sheet moving freely and in steady-state, the air flow per width W pushed 

backwards by the traveling wave (~A f #) must equal the air flow per width W pushed 

forward by the sheet’s forward motion (~! h): A f # ! !  h [3], where A, f, and # are, 

respectively, the amplitude, frequency, and wavelength of the traveling wave (valid for A 

< h). This result follows since, when a sheet moves laterally close to a boundary, it pulls 

along approximately half the volume of air under it (Figure 2.2). The factor of 2 is 

ignored, as this analysis gives only an approximate expression. By comparing with the 

drag force Fdrag, one finds that the theoretical propulsive force produced by the wave is:  

    

! 

Fp "
Af#µairWL

h2
,                                (1) 

where A is the amplitude of the traveling wave, f is the frequency, # is the wavelength, 

µair is the air viscosity, W is the width of the sheet, L is the length of the sheet, and h is 

the sheet’s height above the ground.  

From equation (1) above, our experimental challenge is to create a thin film traveling 

wave such that an observable force Fp results. However, in choosing the frequency f and 

amplitude A, there are several considerations and tradeoffs to be evaluated. First, we 

consider the physical interpretation of the sheet’s ‘free’ operation  by breaking it down 

into several steps A-D. In our experiments, the sheet is tethered (see Chapter 3 for more 

details) but the end goal motivating our choices is a freely moving sheet. The equations  
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Figure 2.2 Airflow balance schematic. In steady-state, air pushed backwards by the wave 

(~A f #) must balance air pushed forward by the sheet (~! h0). 

 

presented are derived from those in reference [3]; note that we want to maximize # to 

increase the propulsive force, so we choose # = L).  

 (A) A traveling wave in the sheet pushes air backwards, resulting in a propulsive force, 

Fp. Equation 1 is a reasonable approximation for this force provided that h is not too 

small (clearly, Fp can not actually diverge as h goes to zero, as suggested by (1)) or too 

big (h is replaced by W or L once it become comparable to them) and that the vertical 

inertia of the sheet (due to its vibration) can be ignored. In addition, the amplitude is 

always limited to be less than h.  

(B) The sheet then accelerates laterally, and, as it does so, it encounters two velocity-

dependent forces: drag (Fdrag = ! µair W L / h) and lift (Flift = ! µair W L
2
 / h2

). The 

expression for lift is derived from Reference [3]. These expressions assume low Reynolds 

number flow near a boundary, and are thus valid for small " and h. In addition, the angle 

of attack of the sheet is assumed to be ~h/L, an approximation which arises from the 

numerical simulations of [3]. Unlike a standard airplane, in which the wings are attached 

to the body at a fixed angle, in our device, the angle of attack results from a balance 

between the tendency for a flat sheet to rotate perpendicular to its direction of motion, 

and increasing viscous forces at the back end of the sheet (due to its proximity to the 

ground) which prevent it from rotating further. To understand why the tilt arises, in more 
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detail, consider the situation from the reference frame of the sheet, and suppose that the 

sheet begins with a slight tilt (higher on the end facing the air flow). As the air begins to 

enter the region under the sheet, it is deflected downward by the angle of the sheet. This 

means that the sheet has exerted a downward force on the air, and hence, the air exerts an 

upward force on the leading end of the sheet. Similarly, as the air exits the back end of 

the sheet, it is deflected upward (i.e. back to horizontal); hence there is a downward force 

on the back end of the sheet. In addition, due to the viscous forces under the sheet, the 

velocity of the air versus distance from the sheet varies from zero at the sheet to v at the 

ground (recall that we are speaking in the reference frame of the sheet). Viscous forces 

above the sheet are much smaller, because the sheet is not near a boundary on that side. 

While the sheet is still close to level, this variation of air speed with height is 

approximately linear and the same over the length of the sheet. However, as the back end 

is pulled closer to the ground, the viscous forces, which are proportional to dvair/dy 

(where y is measured vertically away from the sheet), become considerably greater at the 

back end then at the front, due to both the decrease in the gap size, and the increase in the 

average air velocity resulting from the initial pressure gradient. Thus, the pressure begins 

to increase at the back end, counteracting the initially tendency pulling the back end 

down, resulting in a steady-state tilt, and the corresponding lift, as given above.  

(C) As the sheet’s lateral speed increases, the lift force increases until, in theory, it is 

sufficient to overcome gravity, and the sheet begins to lift. The drag force increases as 

well, slowing the sheet’s acceleration.  

(D) Since h is now increasing, the lift force decreases, as does Fp (faster than Fdrag). 

Eventually, steady-state is reached in which the lift force balances gravity (given by   
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Figure 2.3 Steady-state balance plot. The plot for propulsion-drag balance is determined 

by setting Fp=Fdrag, and the plot for lift-gravity balance is determine by setting Flift=mg. 

 

! µair W L
2
 / h2

 = m g, where m is the mass of the sheet and g is the acceleration due to 

gravity), and the propulsive force balances the drag (A f # µair W L / h2
 = ! µair W L / h) 

(Figure 2.3). Note that the steady-state velocity and height in Figure 2.3 (~2 m/s and 1.5 

mm, respectively) would result in a Reynolds number of ~200, and thus are not quite 

accurate. For example, we would expect the drag to be larger (at a given velocity) in this 

regime than for Re less than 1; hence if the propulsive force is unchanged we expect a 

lower steady-state velocity than that shown in Figure 2.3. At high Reynolds number, the 

drag will scale with the velocity squared, but the transition is typically gradual, and may 

not occur exactly at Re = 1. For example, for a flat sheet in mid-air the drag coefficient for 

the inertial forces term (i.e. ! v2) is quite small (typically less than 1/100) because the 

reference area is parallel to the flow. For the case of a flat sheet near a boundary, this 
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inertial term essentially results from the average slowing of the air under the sheet, and is 

thus proportional to h, resulting in a drag coefficient of ~h/L, which is ~0.01-0.02 for our 

experiments.  Hence, we might expect to see a total drag force of Fdrag = 0.5 Cdrag #air W L 

v2, where Cdrag ~ (2/Re + b/Re0.5 + h/L) and b is a fitting parameter. Hence, for Re 

between about 1 and 100, the drag may not yet scale with velocity squared, but will likely 

begin to increase more gradually, depending on the value of b. 

 

2.2 Regimes of Applicability 

To identify promising experimental regimes in which to experimentally probe the 

phenomena (in air), we now look in detail at several physical regimes of operation 

(Figure 2.4), as a function of the amplitude A and frequency f of the traveling wave. 

Some of these are relevant only for a freely moving sheet, while others are applicable in 

general. The physical parameters of the sheet used in this plot were length L = 10 cm, 

thickness D = 86 !m, and density " = 1.77 g/cm
3
. Five conditions were used to restrict 

the regimes as shown in Figure 2.4:  

{1} Wave amplitude versus lift height: In steady-state, the lift height is predicted [3] to 

be  

! 

hsteady"state ~ (A f )
1/ 3 # (µair L

2
/$% gD)1/ 3                        (2) 

(where $" is the difference in density between the sheet and the air, g is the acceleration 

due to gravity, and D is the thickness of the sheet) When the traveling wave amplitude is 

greater than the predicted steady-state lift height, the sheet would intersect the ground on 

part of its oscillation, which is not a physical situation (Figure 2.5a). This occurs when    

A > hsteady-state , which from (2) (just above) implies 
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Figure 2.4 Diagram depicting different physical situations as a function of amplitude and 

frequency of the traveling wave. Colored regions indicate undesirable conditions. 

Condition 5 only weakly excludes the region to the right of the line shown. 

 

! 

A > ( f µair L
2
/"# gD)1/ 2              (3) 

(This condition is only relevant for a freely moving sheet, where the lift is due to 

aerodynamics; in our experiments, the lift is provided by external means). Equation 3 is 

shown as a line in Figure 2.4, and the “undesirable” side of the line in amplitude-

frequency space is indicated by shading. 

 

{2} Average non-planarity of sheet: In practice, sheets made in experiments are not 

perfectly flat. Thus, the amplitude of vibration must be large enough to overcome any 

initial deviations from a perfectly flat sheet in order for the vibration shape to actually be 

close to that of a traveling wave (Figure 2.5b). Hence, we have a lower bound on the  
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Figure 2.5 (a) When the traveling wave amplitude, A, is greater than the predicted 

steady-state lift height, hs-s, the sheet would intersect the ground on part of its oscillation, 

which is nonphysical. (b) The amplitude of vibration, A, must be large enough to 

overcome any initial deviations, dave, from a perfectly flat sheet. 

 

amplitude we can use: A < dave , where dave is the average non-planarity of the sheet. In 

our experiments, dave ! 100 µm, hence in Figure 2.4 we plot:      

         

! 

A <100 µm               (4) 

{3} Maximum non-planarity of sheet or ground: When the sheet’s forward velocity is 

too low, the predicted steady-state height will be less than some practical limit, 

determined by the maximum non-planarity of the sheet or the ground: hsteady-state < dmax , 

where dmax is the maximum non-planarity of the sheet or ground. This would result in 

some parts of the sheet dragging against the ground, and friction would dominate. Using 

(2) to substitute for hsteady-state, we obtain (A f)
1/3

·($air L
2
 / $" g D)

1/3
 < dmax. 

Experimentally, dmax ! 200 µm, hence in Figure 2.4 we plot: 

         

! 

A " f < (200 µm)3 " (#$ gD /µair L
2
)              (5) 

Sheet 

Ground 

hs-s A 

 

Initially planar 

A 
dave 

Initial non-planarity 

(a) 

(b) 
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{4} Measurement limit: For our initial experiments with tethered sheets, we seek only 

to detect a propulsive force, so we need to ensure that this force is greater than our lower 

measurement limit. For our experiments, this is ~10 µN (see Section 5.1 and 3.4). Hence, 

by comparing this to the expression for propulsive force, Fp ~ A f
 µair W L

2
 / h2

, we can 

plot: 

     

! 

A " f < (10 µN) " (h2 /µairW L
2
)             (6) 

Note that, in this case, we have used a lift height of h = 1 mm (corresponding to our 

experiments), rather than the steady-state lift height, hsteady-state. 

{5} Vertical inertia: For sufficiently high frequency and amplitude of the sheet’s 

vibration, vertical inertia of sheet becomes relevant, and the actual propulsive force 

would be expected to be less than that predicted by (1). The onset of this effect begins 

essentially when the sheet’s vertical acceleration is greater than gravity, or 

! 

A " f
2

> g /4# 2             (7) 

Note that this does not strongly mean that successful propulsion will not be observed, 

only that it might be weaker than predicted. 

This analysis guides our choices for the parameters (such as A and f) used in our 

experiments by telling us where in parameter space we should expect the results to match 

the theory, and what we need to do to produce propulsive forces sufficiently large to 

enable accurate measurement. The region outside of all of the above regions (Figure 2.4; 

described by (3) to (7)) is the ‘window of operation’, in which we expect to see 

measurable forces similar to theoretical predictions, with forces maximized at the high 

frequency side. This region has a range of amplitudes from ~ 100 – 1000 µm, and a range 

of frequencies from ~ 10 – 100 Hz. In summary, if the height h above the ground is fixed, 
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we want to make A as large as possible, but it can’t exceed h. Reducing h is beneficial, 

but we can only go so far before running into practical issues (non-planarity) as described 

above. Finally, we need sufficiently high f and A to ensure a measurable force is 

produced, but going too high may not bring much benefit, due to vertical inertia. 

The theoretical model presented in [3] and discussed above assumes that we can specify 

the exact time-varying shape of the sheet, and predicts what will occur if that shape is a 

traveling wave. If actuators alone are used to drive this deformation, we would actually 

be providing an internal bending force, not a direct deformation, and the actual 

deformation would depend on the interactions with the surrounding fluid and any other 

external constraints. It turns out that these interactions are minor at low vibration 

frequencies (<10 Hz) (see Chapter 4), but at the higher frequencies we need to operate at 

(~100-600 Hz), interactions between the sheet and its surroundings, and between 

different regions of the sheet, become significant. To alleviate this issue, we use 

integrated sensors to measure the deformation, and feedback to adjust the applied 

voltages as needed (Chapter 4). There are only four of these sensors, so we still do not 

know the exact shape, but rather an approximation. In future versions of this work, more 

sensors and actuators could be added to decrease the controllable vibration wavelength. 
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Chapter 3 

 

Experimental Arrangement 

 

In this chapter we describe the experimental arrangements used to create a thin sheet 

that can be deformed in time. Section 3.1 explains our choice of materials and device 

structure. In Section 3.2 we describe the operation of the piezoelectric actuators, and 

Section 3.3 describes the sensors. Section 3.4 discusses two methods for providing 

external lift. Finally, in Section 3.5, we bring together all of these pieces with a system 

overview.  

 

3.1 Choosing Materials and Device Structure 

Now that we have an understanding of the physics involved, and the relevant regimes 

of operation, we proceed to the experimental implementation. Our goal is a thin sheet that 

can be induced to vibrate in a traveling-wave shape. We need a material that is capable of 

vibrating at frequencies of 10s to 100s of Hz, at amplitudes of hundreds of microns; 

hence piezoelectrics are an attractive option. We chose Polyvinylidene Flouride (PVDF) 

because, although its piezoelectric coefficient, d31, is not that big (23 pC/N), it is readily 

available in thin, flexible sheets. Piezoelectrics with higher piezoelectric coefficient, such 

as PZT, typically need to be grown on rigid substrates, such as MgO. This limits their 

usefulness for ‘large’ (~40 cm
2
 for our samples), free-standing actuator sheets, unless 
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they can be transferred onto a flexible substrate [28]. A standard bimorph structure (two 

active layers glued together with an inactive adhesive; see Figure 3.1a, Figure 3.4a, and 

Section 3.2) is chosen to maximize bending for a given applied voltage, without making 

the film too flexible. Figure 3.1c shows a comparison of the curvature, 1/R, of a bimorph 

and a unimorph (a single active layer on an inactive substrate; Figure 3.1b), versus 

thickness of the inactive layer (adhesive for the bimorph and substrate for the unimorph). 

We assume that the Young’s Modulus, Y, of the inactive layer is the same as the active 

layers, the active layers are 28 µm thick (tPVDF), and the applied voltage, V, is 100 V. For 

the unimorph, we see that the maximum curvature occurs for a substrate of half the 

thickness of the active layer. The expression for the curvature of the unimorph is 1/R = 6 

d31 ts V/(tPVDF + ts)
3
, where ts is the substrate thickness [11]. For the bimorph, the curvature 

is maximized when the adhesive’s thickness goes to zero (see Section 3.2). Besides a 

practical limitation on how thin the adhesive can be made, we also see that the stiffness 

of the sheet drops as the inactive layer is thinned. This can be seen in the plot of blocking 

force (the external force that would be required to prevent the bimorph from bending), 

Fblock, in Figure 3.1d. The expressions for the blocking force of the bimorph and 

unimorph are, respectively, Fblock = 1.5 (W/L)(tPVDF + ta) d31 Y V and 0.75 (W/L) ts d31 Y V, 

where W and L are the width and length of the actuator (for the plots shown in Figure 3.1, 

W = 4 cm and L = 2.5 cm), and ta is the thickness of the adhesive layer [11]. A more 

flexible sheet results in greater deviations from flatness when no voltage is applied to the 

sheet, and less force available for pumping the air when the voltages are applied. Hence, 

we need to balance these two metrics to find an optimal structure. The adhesive we used 

came in 15 µm layers (see discussion below and Figure 3.2), and one such layer resulted 
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Figure 3.1 (a) Bimorph structure. E is the electric field and P is the polarization (see 

Section 3.2). (b) Unimorph structure. (c) Bending radius of bimorph and unimorph. (d) 

Blocking force of bimorph and unimorph. (e) Maximum work output of bimorph and 

unimorph. The “inactive” layer is adhesive for the bimorph and adhesive plus inactive 

substrate for the unimorph. The thickness of the electrodes (~80 nm) is ignored. 

 

in a sheet that was a bit too flexible, so two layers were used. As it turns out, this is close 

to the thickness for maximum output energy of the actuator (maximized over an external 

load perpendicular to the deflection), shown in Figure 3.1e. The maximum energy output  

(c) (d) 

(e) 
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Figure 3.2 This laminator schematic shows how the piezoelectric bimorph structure is 

formed. 

 

occurs at a load equal to half of the blocking force, and a deflection equal to half of the 

free deflection (i.e. the deflection when no external force is applied), thus in Figure 3.1e, 

we plot 0.25 Fblock %free, where %free = L
2
/2R. 

To form the bimorph structure, two sheets of metal-coated Polyvinylidene Flouride, or 

PVDF (Measurement-Specialties, Inc.; 1-1003702-7), are glued together with a thin layer 

of adhesive. The adhesive is first applied to each sheet using a small laminator (Figure 

3.2), and then the two adhesive-coated sheets are pressed carefully together, resulting in 

the final structure consisting of two PVDF sheets with ~30 µm of adhesive (tadhesive) 

between them. Each PVDF sheet is 28 µm thick (tPVDF) and coated with 70 nm of copper 

and 10 nm of nickel. The metal coating on both sides of each PVDF sheet is patterned 

into eight regions – four of which are used as actuators (25 mm by 35 mm), and four of 

which are used as sensors (25 mm by 3 mm) (Figure 3.3). We achieve this patterning by 

using Scotch tape to cover the regions where we want the metal to remain, and using  
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Figure 3.3 Model of the experimental arrangement, showing PVDF bilayer with 

electrodes, suspension from elastic threads, and microscope for imaging. The metal layers 

are patterned to form actuators (A1-A4) and sensors (S1-S4), and electrical connections 

are made using conductive threads. 

 

Ferric Chloride (a typical copper etchant) to etch the exposed metal. Loose conducting 

threads (diameter ~50 µm) are attached, using conductive silver-based epoxy, to each 

electrode and to the common plane between the sheets to apply and sense voltages. The 

threads come coated with silver to make them conductive. 

 

3.2 Actuator Operation 

The actuators operate when electric fields of opposite polarity, relative to the 

polarization direction, are applied across the two PVDF layers, which causes one layer to 

expand and the other to contract, resulting in bending (Figure 3.4a). The PVDF was 
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oriented so that the coefficient of expansion was much larger in the x-direction (Figure 

3.4c, d31 = 23 pC/N) than in the y-direction (d32 = 2.3 pC/N), allowing the bending to be 

considered unilateral. The manufacturer achieved this by stretching the film in the x-

direction during poling (applying a high voltage across the film). Note that this still 

restricts our choice of the width of each actuator to be, at most, similar to its length. The 

normal stress in the x-direction, &, induced in each PVDF layer (with Young’s Modulus, 

Y " 2 GN/m
2
) by an applied voltage VA is then: & = d31 Y VA / tPVDF. For the structure 

depicted in Figure 3.4a (and assuming that the adhesive’s Young’s Modulus is equal to 

that of the PVDF), it has been shown [11] that for constant applied voltage, the resulting 

curvature, 1/ R, produced by this stress is: 

    

! 

1

R
"

12d31(tEpoxy + tPVDF )

(tEpoxy + 2tPVDF )3
#VA

                (8) 

To test this equation, a single such actuator was constructed (i.e. a cantilever), and the tip 

deflection (equal to 0.5 L
2
 * 1/R, where L is the length of the cantilever) was measured 

with a camera. The values obtained were ~3 times smaller than Equation (8) would 

indicate. One possible explanation is that the adhesive layer has a higher Young’s 

Modulus, however this was not fully explored. We then construct a sheet with four of 

these actuators along its length, and control the dynamic shape of the sheet by applying 

different time-varying voltages to each of the four actuators (Figure 3.4b). In order to 

produce the time-varying voltages, which potentially need to have several-hundred-volt 

amplitudes at several-hundred-hertz frequencies, four basic op-amp (APEX Precision 

Power PA94) gain circuits are used (Figure 3.5) to amplify signals generated from a data 

acquisition board (DAQ) controlled by LabView (see Section 3.5). Several additional  
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Figure 3.4 Details of actuator and sensor operation. (a) Actuator cross-section: the 

applied electric field (E) has opposite polarity with respect to the polarization (P) in the 

top and bottom PVDF layers, leading to opposing expansion/contraction forces, and thus 

bending. (b) Four actuators patterned along the length of the sheet allow control of its 

dynamic shape. (c) Cross-section showing a sensor integrated next to its corresponding 

actuator. Note: the sensors and actuators have separate ground terminals to minimize 

capacitive pickup. Since the sensor regions are relatively small, they bend along with the 

actuators. 

 

components are also used, as suggested by the op-amp manufacturer: Zener diodes are 

connected between ground and the DC power supplies for the op-amps (±400 V) to 

prevent overloading of the op-amp - if the power supplies reach 40 V beyond their rated  

(a) 

(b) 

(c) 
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Figure 3.5 A high-voltage amplifier for PVDF actuation. The zener diodes and capacitors 

Cr protect against power supply transients, Cp is for phase compensation (different values 

used depending on gain range), Rlim is for current limiting, and the gain (vout / vin) is given 

by Rfb / Rin . The values used were: Cr = 10 nF, Cp ~ 3 pF, Rlim = 7.2 #, Rfb = 300 k#, Rin 

= 2.2 k#, and the zener diodes breakdown at 440V. 

 

value (note that the power supplies are unregulated), the zener diodes would reach 

breakdown. Cp is a compensation capacitor used to ensure that the feedback is stable (i.e. 

the phase shift is not too big). The manufacturer recommends a value of at least 2.2 pF 

when the gain is around 100 or more (gain is ~136 in our circuit). The capacitors Cr 

protect against power supply transients, and Rlim is an external resistor used to limit the 

current to 0.7 V / Rlim (the maximum current that the op-amp can handle is 200 mA). 

 

3.3 Sensor Operation 

Piezoelectric sensors are used to measure the actual time-varying shape of the sheet, 

which allows the actuator control signals to be adjusted to produce a traveling wave. This 

step is necessary because at higher frequencies (>10 Hz), dynamic effects and 

nonlinearities cause the deformations to differ from that expected from the applied 
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actuator voltages. The sensors are created with the same structure as the actuators, but 

only in one of the PVDF layers to minimize the number of connections required. Because 

the sensors are small in width compared to the actuators, we assume that the curvature of 

each sensor is the same as the curvature of its corresponding actuator (Figure 3.4c). Each  

sensor measures the average curvature over its area by producing an internal charge in the 

PVDF, Qint , when subjected to a strain ', given by: Qint / Area = - d31 Y ' . Since the 

PVDF is essentially a capacitor, this expression can be rewritten as Vint = - d31 Y 

(tPVDF /'0'r) ' , where 'r ! 13 is the dielectric constant of PVDF. From a simple geometric 

analysis we see that, for a given curvature 1/R, the average strain, ', in the PVDF is given 

by: ' = (tPVDF + tEpoxy) / 2 R . Thus, we have: 

! 

Vint " #
d31Y (tPVDF + tEpoxy )tPVDF

2$0$r
%
1

R
            (9) 

We use a charge integrator and amplifier circuit (Figure 3.6) to measure this internal 

voltage, resulting in a signal Vs = Vint (CPVDF/C1) (R2/R1). A high-pass filter after the 

charge integrator ensures that drifting of the op amp output is not seen in the final 

measurement. This is valid until the op amp saturates, but could be avoided by adding a 

several-M" resistor in parallel with C1. When Vs is multiplied by an appropriately chosen 

software gain 

! 

G = "
2

d
31
Y (tPVDF + tEpoxy )Asensor

#
R
1
C
1

R
2

$ 8 V
"1
m

"1 (for our measurement circuit, C1 

= 50 nF, R1 = 10 k%, and R2 = 660 k%, and the typical sensor area is ~0.7 cm
2
), the 

result, ( = Vs)G, is numerically equal to the local curvature 1/R. This measured curvature 

was found to be ~4.5 times smaller than expected from Equations (8) and (9) for a given 

applied voltage (see Figure 4.1). Most of this difference can be explained the factor of 3 

discrepancy in the actual curvature (Section 3.2), leaving a factor of 1.5 error in the  
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Figure 3.6 Circuit diagram for measurement of sensor voltages (Vs) using charge 

integrator, high-pass filter, and amplifier. Curvature (() is calculated using software gain, 

G. 

 

sensor measurement. This was not investigated further. We can then construct the cross 

sectional shape of the sheet as a function of time by assuming that each region has a 

constant curvature over its area, corresponding to the sensor measurement, and fitting 

together the four regions (assuming that the average height and tilt of the sheet are fixed). 

Before proceeding further, we must ensure that the sensor signals result solely from the 

deformation-induced charge, as described above. This is particularly crucial, given the 

close proximity of the actuators (applied voltages up to a few hundred volts) to the 

sensors (measured sensor voltages are <1 V). To minimize capacitive pickup between the 

actuators and sensors, separate ground terminals are used (Figure 3.4c). That is, the metal 

electrodes between the sheets that act as ground are patterned to isolate the region under 

the sensors from that under the actuators. However, this is not sufficient, as can be seen 

in Figure 3.7a: a 200 V sine wave is applied to actuator 2, the resulting signals from all 

four sensors are measured. Note that, from equations (8) and (9), if a voltage is applied to 

one actuator, the signal on the corresponding sensor should have the opposite sign. Since 

this is not the case in Figure 3.7a, capacitive pickup from the actuator is likely still  
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Figure 3.7 Elimination of capacitive coupling – measured sensor signals are shown for a 

200 V amplitude, 16 Hz sine wave applied to actuator 2. (a) Uncorrected sensor 

measurements. (b) Sensor measurements with a weight on the sheet to physically prevent 

it from vibrating, showing significant signals due to capacitive coupling. (c) Sensor 

signals after software has subtracted off this artifact. (d) With the weight removed, the 

full true sensor signals are now observed. 

 

resulting in a significant artifact. To test this, the sheet is physically prevented from 

vibrating (Figure 3.7b) by placing weights on the sheet, resulting in signals that are 

purely artifacts due to capacitive pickup from the applied actuator voltage. Now that we 

know the magnitude of the artifacts (proportional to the applied voltage), we proceed to 

Figure 3.7c, in which these artifacts have been subtracted from the measured signals, 

resulting in sensors signal close to zero. The small residual signal could be the result of a 

(a) (b) 

(c) (d) 
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slight phase mismatch (i.e. if the coupling between the applied voltage contacts and the 

sensor contacts is not purely capacitive). However, it could just as well be due to some 

small real vibration that was not completely suppressed by the weights, so we treat this 

residual signal as background noise. When the weight is removed, allowing the sheet to 

vibrate again, the true sensor signals due to deformations can be seen (Figure 3.7d). 

 

3.4 Means of Suspension 

Due to external connections for power and control circuitry, the sheet was not entirely 

free, so it would not be able to reach the speeds necessary to generate its own lift (as 

predicted by theory [3]). Hence, two experimental arrangements were used to provide 

external lift. This is necessary since the propulsive force that we wish to study depends 

on the elevation h of the sheet above the ground (Section 2.1).  

 

3.4.1 Elastic Threads  

In one arrangement, the sheet is suspended from three 1 m-long threads (distinct from 

the conductive threads mentioned above), which are elastic to allow the sheet the freedom 

to bend as desired (Figure 3.8a and Figure 3.3). That is, the force required to stretch the 

elastic threads by the desired displacement (several hundred microns) must be small 

compared to the force that the PVDF can exert. For constant applied voltage, this force is 

given by Fmax = 1.5 (W/L) (tPVDF + tadhesive) d31 Y VA ! 0.64 mN for 100 volts. Thus, we 

desire elastic threads with spring constant, kt , less than ~0.06 mN / 300 µm ! 0.2 N/m. 

Figure 3.9 shows displacement versus force for several elastic threads. These threads all 

show non-linear behavior, so the relevant effective spring constant is the slope of the  
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Figure 3.8 (a) Suspension using elastic threads. (b) Suspension using miniature “air 

table”. 

 

force-displacement curve at the force resulting from " of the weight of the sheet (which 

is the fraction carried by each thread – see below), or ~1.6 mN for a sheet weighing ~0.64 

mg. Thread #1, which is new (from a sock), does not have a low enough spring constant 

at this load (kt ! 0.45 N/m). However, thread #2 has kt ! 0.15 N/m, which is sufficiently 

small to have minimal effect on the sheet’s vibration. This thread was ‘old’, i.e. the 

elastic was worn out, resulting in a lower spring constant at low loads. However, as the 

elastic was degrading, it did not last, and had to be replaced. Luckily a new thread was 

obtained which had a lower spring constant when new (kt ! 0.19 N/m; thread #3 plot in 

Figure 3.9) – not quite as good as the aged thread, but still within our requirements. No 

significant difference in experimental results was observed between thread #2 and #3. 

To ensure that the sheet is balanced at all times, three elastic threads are needed, one at 

each end and one in the center with twice the spring constant (this is achieved by using 

two threads in the center). To see why, first note that to prevent the sheet from tipping, 

any forces from suspension threads must be symmetrical about the center at all times. For 

a traveling wave shape, this means that any supports not at the center must be one 

wavelength apart, i.e. at the two ends of the sheet in our case. In addition, the average  
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Figure 3.9 Characterization of elastic threads. 

 

height of the sheet must be fixed in time, so a thread of twice the spring constant is 

needed in the center of the sheet to compensate for the ones at the ends (the center thread 

supports twice the mass as the end threads).  

 

3.4.2 Air Table  

In the second arrangement, the sheet is elevated above a miniature “air table” (Figure 

3.8b) using pressurized N2, so no threads are needed for suspension. This “air table” is 

~15 cm long and ~10 cm wide, and has an array of holes 1 cm apart over its surface. As 
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purchased, the airflow was a bit higher in the center of the table, so an additional plastic 

plate with fewer holes in the center was placed between the N2 source and the top 

surface. This experimental arrangement is “cleaner”, due to the absence of vibrating 

suspension threads. However, the height between the sheet and the table can only be 

adjusted by varying the air pressure, so there is not the fine-tuned control that the 

suspension-thread arrangement provides. We will see in Section 5.1 that the airtable’s 

airflow does not have a significant effect on sheet’s propulsion.  

 

3.5 Overall Setup 

A block diagram of the system is shown in Figure 3.10. A LabView program sends 

signals to a data acquisition board (DAQ; USB-1208HS-4AO from Measurement 

Computing), which outputs four analog time-varying voltages. Since the DAQ can only 

output voltages up to ±10 V, high-voltage amplifiers used to amplify the signals up to the 

necessary ±400 V range. These signals are then sent to the actuators (connection made 

via conductive threads) to vibrate the sheet. The connection to the sensor is also made via 

conductive threads, but to minimize capacitive coupling, these are then connected to 

coaxial cables for most of the distance to the measurement circuits (Figure 3.11). These 

charge integrators produce voltages signals that can be read by the DAQ, and sent back to 

the LabView program. To allow for easy synchronization of the applied actuator voltages 

and the measured sensor voltages, the actual applied voltages (i.e. after the amplifier) are 

measured with a voltage divider, and connected to the same DAQ as the measured sensor 

signals (Figure 3.10). This way, the relative phase of the applied voltages and the  
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Figure 3.10 Block diagram of system. A1 to A4 are the actuators and S1 to S4 are the 

sensors. 

 

measured voltages is known, even if delays occur in the transmission of information from 

the computer, through the DAQ, and through the amplifier.  

Since the sheet is quite light (~0.63 g), and the expected propulsive forces quite small 

(~10-100 µN), it is important that the sheet is protected from air currents in the lab (due 

to air conditioning, etc.), especially for the elastic threads arrangement. Thus the sheet is 

operated inside a Plexiglas box (Figure 3.11), which is mounted on an optics breadboard. 

The box also provides safety from the exposed high voltages (up to 400 V) on the 

actuator electrodes and the conductive threads connecting to the actuators. Holes were 

drilled in the top to accommodate the 1 m long suspension threads (in the artificial 

rendering shown in Figure 3.11a, which illustrates the suspension thread arrangement, the 

threads are shorter, and so are shown affixed to the top cover of the box). Micrometer 

screws on top are used to adjust the elastic suspension threads to obtain a level sheet. A 

micrometer stage under the surface on which the sheet moves allows fine-tuned control 

of the gap between the sheet and the ground. The use of the high-speed camera is  



 

  Page 36 

 

 

Figure 3.11 Enclosed box to protect sheet and camera – concept (a) and realization (b). 

 

described in Section 4.5. In Figure 3.11b, we show a photo of a later version of the 

arrangement, in which the sheet is resting on a small platform with adjustable angle (see 

Chapter 7). 

Micrometer screws 

High-speed camera 

Elastic 
threads 

Micrometer 
stage 

Conductive threads 

Coaxial 
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Sheet 

SheetSheet   

Coaxial cablesCoaxial cables   
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Chapter 4 

 

Control of Traveling Wave Shape 

 

In this chapter we describe why active control of the sheet’s deformations is needed, 

and discuss several approaches towards implementing such control. Section 4.1 describes 

the need for active control, and thus real-time sensing, of the shape of the sheet. In 

Section 4.2 we describe general considerations about the control algorithm we choose. 

Section 4.3 describes a linear control approach, and Section 4.4 describes feedback for 

correction of non-linearities. Finally, in Section 4.5, we verify the actual shape of the 

sheet versus time using a high-speed camera, after all of the control algorithms are 

implemented.  

  

4.1 Need for Sensors 

We began our experiments by initially applying low frequency (<10 Hz) traveling 

waves of voltages to the actuators, and observed through the sensors that deformations 

were close to the desired traveling waves (Figure 4.1). An example of such a low 

frequency (2 Hz) traveling wave can be seen in Video 4.1 of the online supplemental 

material. However, as seen in Figure 2.4, these frequencies are expected to be too low to 

give an observable propulsive force. At higher frequencies, nonlinearities and interactions 

between different regions of the sheet caused the deformations to be far from a traveling 

wave for traveling waves of voltages applied to the actuators. Figure 4.2 shows an  
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Figure 4.1 At low frequencies (4 Hz in this example), applying a traveling wave of 

voltages is sufficient to bend the sheet in a shape close to a traveling wave. (a) The 

voltages applied to each region of the sheet. (b) The average curvatures as determined 

from the sensor readouts. (c) The reconstructed shape of the sheet at various times. 

 

example of these measurements, and demonstrates the need for integrated sensors and 

feedback. Parts (a), (b), and (c), show, respectively, the applied voltages, curvatures 

determined from the sensor voltages, and cross-section of the sheet constructed from the 

sensor readouts. This reconstruction is formed by assuming a constant curvature in each 

of the four sections of the sheet, as measured by the four sensors, and piecing together 

these sections. It is assumed that there are no kinks in the sheet (i.e. dy/dx is continuous, 

where y is the vertical deflection of the sheet, and x is the position along its length), and  

(a) (b) 

(c) 
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Figure 4.2 Applying a traveling wave of voltages at high frequencies (600 Hz in this 

example) results in a shape that is nearly a standing wave, rather than the desired 

traveling wave. (a) The voltages applied to each region of the sheet. (b) The average 

curvatures as determined from the sensor readouts. (c) The reconstructed shape of the 

sheet at various times. 

 

that the average height and tilt of the sheet are constant in time. We show the result of 

applying high frequency (f0 = 600 Hz) traveling waves of voltages (Figure 4.2a) to the 

actuators – the sensor signals (Figure 4.2b) indicate that the sheet’s vibration (Figure 

4.2c) is closer to a standing wave than a traveling wave. In general, standing waves are 

easier to produce than traveling waves, as shown in Video 4.2 of the online supplemental 

material for a resonance at 16 Hz (the applied voltages are the same for each actuator in 

(a) (b) 

(c) 
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this example) – a large amplitude of ~1 cm results. However, standing waves are not 

useful for our application. 

 

4.2 Choice of Control Algorithm 

Some prior works have investigated mechanisms for damping vibration using arrays of 

piezoelectric elements, which has even been accomplished using passive electrical 

networks [9], [7], but for our objectives, we need more – we need to actually produce a 

particular desired vibration. As we will see later, we will need to dampen unwanted 

vibrations at other frequencies, which could be approached with a passive network, 

however since we need the ability to change the desired vibration frequency, and the 

control system for producing these vibrations is already setup, it is convenient to use the 

same system for canceling unwanted vibrations. The first step in attempting to control the 

vibration of the sheet is to determine the vibration that results from a known applied 

voltage waveform to each of the four actuators. Since our objective is a traveling wave 

deformation, it makes sense to analyze the system in Fourier space. We proceed by first 

measuring a linear approximation of the system at the desired driving frequency, as 

described in Section 4.3 below. We will see that this is often not sufficient, so in Section 

4.4, we move on to a solution using feedback to adjust the applied voltages, which allows 

us to proceed without needing to fully characterize the non-linear behavior of the system. 

Research has been conducted on analytical and numerical simulations of wave 

propagation generated by a piezoelectric actuator bonded to an elastic substrate [15], 

however the conditions are somewhat different. For example, [15] considers a single 

actuator on an infinite (in length and thickness) substrate, in contrast to our device, in 
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which the actuators comprise most of the substrate, and there are four different 

interacting actuators to deal with. In addition, the external environment surrounding the 

sheet can involve more complicated boundary conditions (e.g. elastic thread suspension), 

and is often different from experiment to experiment. Together, these features make the 

use of integrated sensors and feedback an attractive solution. 

 

4.3 Linear Control 

A linear approximation to the relation between applied voltages and measured 

curvatures at a given frequency, f0, is determined by applying a sine wave of frequency f0 

to one actuator at a time, and measuring the response at each of the four sensors. 

Converting to Fourier space, this results in a 4x4 complex matrix 
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where each coefficient 
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mk cos(2"f0t +#k ) on sensor k when a voltage 

! 

a j cos(2"f0t + # j ) is applied to actuator j. If the 

system were linear and time invariant, it would be sufficient to adjust the amplitudes and 

phases of the applied voltage signals, which were still sine waves of 600 Hz, according to  

        
    

! 

v 
V Applied = S f0

"1
v 
V Desired

,            (11) 

where 
  

! 

v 
V Applied " a

1
e
#i$

1 a
2
e
#i$

2 a
3
e
#i$

3 a
4
e
#i$

4[ ]  & 
  

! 

v 
V 

Desired
" d

1
e
#i$

1 d
2
e
# i$

2 d
3
e
# i$

3 d
4
e
#i$

4[ ] 

are vectors consisting of the f0 component of the Fourier Transforms of each of the four 

applied voltage signals and desired sensor signals, respectively (Figure 4.3a). Note that,  
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Figure 4.3 The applied voltage signals are adjusted (in amplitude and phase) using a 

linear control matrix (data shown is at 600 Hz). The reconstructed shape of the sheet is 

closer to a traveling wave, but still not ideal, and higher order harmonics are seen in the 

curvature signals. (a) The voltages applied to each region of the sheet. (b) The average 

curvatures as determined from the sensor readouts. (c) The reconstructed shape of the 

sheet at various times. 

 

for a traveling wave, 
  

! 

v 
V 

Desired
= V

0
1 ±i "1 mi[ ] , where V0 is the amplitude of the sensor 

signal corresponding to the desired traveling wave amplitude. With this adjustment, some 

improvement is seen, but the resultant vibration (Figure 4.3c) is still not close enough to a 

traveling wave – in particular, higher order vibrations can now be seen in the sensor 

signals (Figure 4.3b).  

(a) (b) 

(c) 
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Figure 4.4 Feedback block diagram. The four measured curvatures are each Fourier 

Transformed, resulting in a curvature ‘vector’ for each frequency component. In each 

feedback cycle, the applied voltage vector is updated by adding the error from the 

previous cycle, while using the linear control matrix to ensure negative feedback. The 

feedback process is applied to several frequency components. 

 

4.4 Feedback Control 

Our next step is to remove these higher order frequency modes, as well as to correct for 

other nonlinearities, by using feedback. We apply feedback separately for each harmonic 

with a “significant” undesired component present (Figure 4.4). This involves first 

measuring the matrix Sf for each frequency of interest (i.e. f = f0, 2f0, 3f0, ...), by the 

procedure described above. These matrices then remain fixed for the rest of the 

experiment, unless we change the external environment (e.g. switching from the elastic-

thread suspension to the air-table) or use a new sheet, in which the matrices are measured 

again. One reason that we use this computer-controlled approach, rather than an analog 

circuit, is that each of these matrices requires 32 parameters that would need to be set. 

The matrix itself is needed to ensure that negative feedback is occurring. 
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To begin the actual feedback process, we apply voltages to the four actuators 

(beginning with zero) for ~1 second, while measuring the response at each sensor. We 

then update the applied voltages (every second) according to:  

   
    

! 

v 
V Applied , f , n =

v 
V Applied , f , n"1 + S f

"1
v 
V Desired , f "

v 
V Measured , f , n"1( ).          (12) 

Note that, for f = f0, 
  

! 

v 
V Desired , f0

= V
0
1 ±i "1 mi[ ] , while for all other harmonics, 

  

! 

v 
V Desired , f = 0 for f " f

0
. This feedback thus results in applied voltage waveforms (Figure 

4.5a), which now include higher frequency components, of the form: 

       

! 

VApplied ,i(t) = af ,i cos 2" ( f )t + # f ,i( ) + a
2 f ,i cos 2" (2 f )t + #

2 f ,i( ) +…              (13) 

With this method, we are able to cancel out all but the desired fundamental frequency of 

the traveling wave, as can be seen in both the sensor signals (Figure 4.5b) and calculated 

cross-section (Figure 4.5c), resulting in near-ideal traveling wave.  

 

4.5 Camera Verification 

We have also verified the traveling wave shapes independently using a high-speed 

microscope camera (FC13 FastVision, LLC, with microscope zoom lens: final resolution 

of 2 µm/pixel, operated at 2,000 fps) to take synchronized sequences of images (Figure 

4.6). This comparison is for a 100 Hz traveling wave, due to limitations on the camera’s 

frame rate. To achieve 2 µm resolution, the field of view was limited to ~1 mm, hence, it 

was necessary to take separate videos at various points along the length of the sheet (8 in 

this case), and synchronize the videos to the applied voltage signals, in order to recreate 

the entire time-varying cross-section of the sheet. Simple edge-detection software was 

created to determine the deflection of the sheet at a given time at each location, with a 

precision of ~2 pixels, or 4 µm. Reasonably good agreement is seen between the shape  
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Figure 4.5 Demonstration of a traveling wave, showing the significance of sensors and 

feedback for achieving an ideal traveling wave shape. The applied voltage signals are 

adjusted using feedback on higher order harmonics up to 5 times the fundamental (600 

Hz in this example), resulting in a near ideal traveling wave shape. (a) The voltages 

applied to each region of the sheet. (b) The average curvatures as determined from the 

sensor readouts. (c) The reconstructed shape of the sheet at various times.  

 

seen by the camera and the shape reconstructed from the sensor signal, considering that 

only four sensors are used. The discrepancy can likely be attributed to the fact that the 

sensors are averaging the curvature over both the width of the sheet, and the length of 

each sensor (1/4 the length of the sheet). The camera, on the other hand, sees the 

deflection of only the edge of the sheet facing the camera. 

(a) (b) 

(c) 
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Figure 4.6 Verification of the sensor readout by using synchronized sequences of images 

from a high-speed camera. (a) Deflection as calculated from the sensor measurements. 

(b) The deflection as seen in the camera images (each image taken showed a small 

section of the sheet at a particular time and position along its length). Image timing is 

synchronized to the sheet’s vibration. For these measurements, the frequency of the 

traveling wave is 100Hz. 

 

 

 

(a) 

(b) 
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Chapter 5 

 

Propulsion  

 

In this chapter we discuss propulsion of the sheet, using the traveling wave 

deformations demonstrated in the previous chapter. Section 5.1 describes how we 

measure the propulsive force, and Section 5.2 presents our results. In Section 5.3, we 

discuss what propulsive forces are theoretically expected to produce lift. 

 

5.1 Measuring the Propulsive Force 

Returning to the two arrangements used to support the sheet (Section 3.4), we see that 

both of them enable us to measure the intrinsic propulsive force produced by the traveling 

wave. This is because they provide a known external restoring force that acts against 

displacement of the sheet rather than velocity, so the measurement of propulsive force 

can be performed at zero velocity, and hence, zero drag, by measuring the steady-state 

displacement. In addition, we estimate the velocity by measuring the amount of time it 

takes for the sheet to reach the steady-state displacement.  

For the first arrangement (in which the sheet hangs from three elastic threads) the setup 

fortuitously acts as a simple pendulum, in which the restoring force Fr due to gravity 

when the sheet is displaced horizontally by a distance !x is given by Fr ! m g " ! m g !x / l, 

where l is the length of the pendulum (Figure 5.1a). Thus, measurement of the  
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FIGURE 5.1 Restoring forces for the two experimental arrangements. (a) Pendulum 

restoring force diagram. Dashed lines indicate position of the sheet when off; solid lines 

when on, with wave traveling left to right. The angle, !, is greatly exaggerated for 

illustrative purposes. (b) Air-table restoring force as a function of sheet displacement. 

 

displacement allows calculation of the propulsive force. Given the ~0.63 g mass of the 

sheet, 1 m suspension threads result in a restoring force constant, k, of ~6 µN/mm.  

For the second arrangement (in which the sheet is suspended on an “air-table”) the 

force required to move the sheet laterally a given distance is measured directly using a 

force sensor (an approximately linear restoring force – k is ~11 µN/mm – exists due to a 

combination of the electrical connections and the airflow of the air table; see Figure 

5.1b). The force sensor, a thin plastic “whisker”, was calibrated by using weights to 

measure the force required to deflect the “whisker” by a given amount. This lateral 

deflection was observed visually. For both arrangements, we can measure the 

displacement of the sheet to within ~1 mm. 

Experiments indicated that the first arrangement (suspension by elastic threads) resulted 

in the expected propulsive forces [16]. However, to alleviate any concerns that vibrations 

of the elastic threads could have an undesired impact on the results, the second 

arrangement (suspension by “air-table”) was implemented. In this arrangement, the  

(a) (b) 
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Figure 5.2 Experimental data is shown on the plot depicting different physical situations 

as a function of amplitude and frequency of the traveling wave, indicating the presence or 

absence of observed propulsive force in several amplitude & frequency regions. The 

shaded regions indicate the undesirable conditions. Condition 5 only weakly excludes the 

region to the right of the line shown. 

 

airflow of the “air table” could have had an effect on the propulsion, however, as similar 

results were observed in the two arrangements, we conclude that neither the suspension 

threads nor the airflow produced a significant effect. 

 

5.2 Results 

 With the deformations of the sheet now approximating the desired traveling waves to 

act as an air pump, we were able to experimentally demonstrate propulsive forces and 

show that they are indeed in reasonably good agreement with Equation (1) in Section 2.1  
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Figure 5.3 Propulsive force measurements from the pendulum arrangement, plotted 

versus height above the ground. The measured displacements, and calculated and 

predicted (Fp = Af#µairWL/h
2
) propulsive forces, drop rapidly as the sheet is raised. Data 

shown is for waves at ~400 µm amplitude and 100 Hz. Positive displacements correspond 

to motion of the sheet to the right. Note: error bars represent measurement precision. 

 

(see Figures 5.3 – 5.5). The propulsive force reverses direction when the traveling wave 

direction is reversed, drops rapidly as the sheet is raised, and increases with increasing 

wave amplitude. The measured propulsive forces exceed 100 µN when the sheet is 

suspended ~1 mm above the ground and the deflection amplitude is above ~500 µm 

(Figure 5.5). The sheet reached velocities of only ~1 cm/s due to the external restoring 

forces described in section 5.1. The propulsive forces were observed for traveling waves 

with a frequency of f0 = 100 Hz and amplitudes of A ! 150 - 800 µm, which falls into the 

expected parameter-space window (Figure 5.2). Also, as expected from Figure 5.2, for 

experiments conducted at f0 ! 1 – 6 Hz and A ! 100 – 400 µm, f0 =100 Hz and A ! 10 - 

100 µm, and f0 = 600 Hz and A ! 10 - 40 µm, no propulsive force was observed. 
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Figure 5.4 Propulsive force measurements from the pendulum arrangement, plotted 

versus deflection amplitude. Above some threshold, the observed displacement, and 

hence the propulsive force, increases linearly with deflection amplitude. Data and theory 

(Fp = Af#µairWL/h
2
) are for the sheet ~3 mm above the ground, and vibrating at 100 Hz.  

 

The second (right) y-axis of Figure 5.3 shows the propulsive force calculated from the 

displacement data, and the theory (Equation (1): Fp $ Af#µairWL/h
2
)) is then also plotted 

versus the suspension height. For simplicity, we assume equality in Equation (1), which 

is reasonable based on the detailed simulation from Reference [3]. The sheet used is W = 

4 cm wide and L = 10 cm long. The wavelength, #, is equal to L. We observe 

qualitatively good agreement with this theory. The expected surface effect is quite strong, 

with the force dropping rapidly as the sheet is raised. Figures 5.4 and 5.5 show the 

displacement and propulsive force (experimental and theoretical) versus wave amplitude 

for both the suspension and air table experiments (for the air table, height is adjusted by 

varying the air pressure). Propulsive forces in excess of 100 µN are created. Both 

arrangements give similar results, and qualitative agreement of magnitudes and trends are 

again observed. Theoretically, we expect a linear dependence of force on wave amplitude 
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Figure 5.5 Propulsive force measurements from the “air-table” arrangement, plotted 

versus deflection amplitude for several heights above the ground. The displacement and 

propulsive force increase with amplitude and decrease with height above the ground. 

Data shown is for waves at 100 Hz. For this sample, the width was W = 3 cm. The theory 

plot is Fp = Af#µairWL/h
2
. 

 

(Fp = Af#µairWL/h
2
), but instead we observe a linear increase only after some threshold, 

which may be due to the fact that the sheet is not perfectly flat. Figure 5.6 is a sequence 

of images showing the sheet’s propulsion when on, and return to equilibrium when off, 

for the air-table arrangement. The entire video can be seen in Video 5.1 of the online 

supplemental material. 

As a further proof of the aerodynamic nature of the propulsive force, we measured the 

velocity of the air beneath the sheet by injecting smoke at one end of the sheet, and 

measuring the time until it exits the other end (without a traveling wave, the smoke 

simply rises). With the sheet bending in a traveling wave, the smoke flows under the 

sheet at a speed of at least 5 cm/sec (at conditions corresponding to the maximum 

displacement shown in Figure 5.3), in the same direction as the wave, as expected. A 

video of this experiment can be seen in Video 5.2 of the online supplemental material. 
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Figure 5.6 Time sequence of actual sheet propulsion. (a) The sheet is off and in 

equilibrium. (b) After the sheet has been on, with the wave traveling to the left, for 0.6 

sec. Note that while the sheet is on, reflections off of its surface are blurred due to the 

100Hz vibration. (c) After the sheet has been on for 1.2 sec. Total distance traveled is 

about 1.2 cm. (d) After the sheet has been off again for 0.6sec. The sheet begins to return 

to its equilibrium position due to the restoring forces provided by the electrical 

connections and the air table’s airflow. (e) After 1.2 sec, the sheet has returned to near its 

equilibrium position. 

 

5.3 Force Required for Lift 

To determine whether the forces we have measured are in the range needed, 

theoretically, to produce lift if the sheet were free to accelerate, recall that the theoretical 

lift force (assuming low Reynolds number) is given by Flift = ! µair W L
2
 / h2 (derived 

(c) 

(d) 

(e) 

(a) 

(b)  

10 cm 

~1 cm 
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from reference [3]). Therefore, in order for lift to occur (i.e. h > wave amplitude, A, when 

Flift = mg), we need:  

!  > mgA
2
/µair W L

2
.            (14) 

This is ~23 cm/s for a 500 µm wave amplitude (and W = 4 cm, L = 10 cm, and m = 0.63 

g). To achieve this velocity, we need a propulsive force large enough to equal the drag 

force (! µair W L / h) at that speed (and we assume h is still equal to A). Plugging in the 

expression from Equation (14) gives: 

    Fp > mgA/ L,           (15) 

or ~30 µN for a 500 µm wave amplitude. Our measurements are considerably above this 

value (~150 µN for a 500 µm wave amplitude, even when 1 mm above the ground), 

hence the theory indicates that lift would result, provided that the sheet can be freed from 

its tethers so it can reach the necessary speeds. 
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Chapter 6 

 

Power Considerations 

 

In this chapter we discuss power usage, which is important for considering on-board 

power. Section 6.1 explains expected power losses, and Section 6.2 presents the sheet’s 

measured power consumption. In Section 6.3, we describe preliminary work on providing 

on-board power using a boost-converter circuit. 

 

6.1 Theoretical Power Losses 

The aerodynamic propulsive force that we have demonstrated is theoretically sufficient 

to achieve “flying” of the sheet, provided that it can be freed from its tethers, allowing it 

reach high enough speeds to produce lift (see Section 5.3). To achieve a truly free sheet, 

it will be necessary to supply on-board power (discussed further in Section 6.3; an 

alternative method for demonstrating lift is discussed in Section 7.3). Therefore in this 

section we discuss the electrical power fundamentally required for this system.  

We break down the power consumption of the device as follows:  

(1) Given the propulsive forces we have measured, the intrinsic power needed to propel 

the sheet at the steady-state velocity of ~20 cm/s predicted for such a propulsive force is 

PI ~ Fp*v ~ 100 !N * 20 cm/s  = 2*10-5 W (note, however, that our current experiments 
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only reach ~1 cm/s due to the external connections, so only ~1 !W is needed in that 

case).  

(2) The electrical power consumed by the actuators has been directly measured to be 

less than 10 mW (see Section 6.2), when vibrated using the same voltage amplitude and 

frequency as under an actuation condition predicted to produce such a velocity, but with 

the same voltages applied to all four actuators for ease of measurement (see Section 6.2). 

(3) The efficiency of PVDF at converting electrical to mechanical energy can be 

calculated from its material properties (piezoelectric coefficient, dielectric constant, and 

Young’s modulus) using the following equation for the maximum energy transmission 

coefficient, "max, for a bilayer structure [41]: 
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where k31 is the electro-mechanical coupling coefficient. This is given by k31
2
 = d31

2
 Y / 

#33
X, where #33

X is dielectric permittivity. For PVDF (k31 " 0.1), this gives "max " 0.3% 

(note that other piezoelectrics can be considerably more efficient, for example k31 " 0.4 

for PZT, which results in "max " 5%). For an input electrical power of 10 mW, this 

implies that at most ~3*10-5 W are available for mechanical motion, which, to first order, 

agrees with the intrinsic power needed to propel the sheet at full speed.  

(4) The discrepancy is likely due to the energy that is lost in the interaction between the 

vibrating sheet and the surrounding air. The efficiency of this process has not been 

determined for our experiment. Note that the discrepancy could be larger – i.e. a smaller 

percent of power transmitted, and thus a lower efficiency for the mechanical energy to 

fluid energy process – if the power consumed during propulsion is greater than in the test 

setup.  
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6.2 Measured Power Consumption 

Although the required voltages and currents for our system are rather high (up to 400 V 

and 4 mA), the average power consumption is quite low (less than 10 mW; Figure 6.1) 

due to the capacitive nature of the piezoelectric. The power used is determined by 

averaging the product of the applied voltage and current, measured as a function of time. 

For this measurement, the amplitude of the applied voltage was 200 V, and the same 

signal (at 100 Hz) was applied to each of the four actuators to allow easier measurement 

of the current: The current is determined by measuring the voltage across a small resistor 

(~100 #) placed between the electrical ground and the sheet’s ground plane. Since all 

four actuators share this ground plane, only the total current is measured. Future work is 

needed to measure the power when the applied voltage signals are those needed for actual 

propulsion – this will require either making separate ground connections for each actuator 

or measuring the instantaneous current between each applied voltage signal and actuator 

(using inductive current probes, for example, provided that they can detect the current at 

frequencies down to 100 Hz and below 1 mA).  

The majority of the consumed power (“Total Power” in Figure 6.1) is actually 

consumed in the resistive contacts to the sheet (note that the power consumed in the 

external resistor used for current measurement has already been accounted for), i.e. the 

conductive threads and glue (“Resistor Power” in Figure 6.1) – once this effect is 

removed, it can be seen that the power consumption of the sheet alone (“Sheet Power” in 

Figure 6.1) is less than 10 mW for frequencies less than a few hundred Hz. Note that we 

are neglecting here the power lost in the driving circuit, as it is yet to be optimized. For 

the op-amp circuit used in these experiments (described in Section 3.2), the sheet, which  
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Figure 6.1 Average power consumption of the sheet. Two sets of measurements are 

shown – one with the applied voltage updated at 10240 times/sec, and one with 102400 

times/sec. After the power lost in the resistive contacts (~250 $ in this case) is removed, 

both measurements give similar average power consumption by the sheet itself. 

 

acts as a capacitor, must be charged twice every cycle (i.e. from zero to V, and then from 

zero to –V, where V  is the applied voltage amplitude), leading to a power loss of ~0.5 C 

V
2
 * 2f " 80 mW for a 200 V amplitude, 100 Hz signal (C " 20 nF for all four actuators 

together). Using resonant driving circuits that store the energy (from discharging the 

capacitor) in an inductor could reduce this power loss, provided that we are only 

interested in a fixed frequency. Two sets of measurements are shown – one with the 

applied voltage updated at 10240 updates/s, and one with 102400 updates/s. Since a 

higher number of updates/s implies that each step in applied voltage must be smaller (for 

a given attempted voltage waveform), and the current is actually a series of spikes at each 

voltage step (since the RC time constant, which is a few µs, is small compared to the 

update period of 10 or 100 µs), the power consumed in each step in the resistive 

connections (which are in series with the capacitive PVDF sheet) would be expected to 
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be ~100 times smaller when the update rate is 10 times greater, so the average power 

consumed in the resistor would be ~10 times smaller. Of course, this assumes that the 

current decays completely before the next voltage step, which is not exactly valid for the 

102400 updates/s case. Hence, while we do in fact see a smaller “resistor power” for the 

102400 updates/s case, it is ~5 to 8 times smaller than the 10240 updates/s case, rather 

than 10 times. This does tell us, though, that we can reduce the actual power consumption 

by decreasing the update period towards the RC time constant. 

In summary, the minimum fundamental electrical power that has to be supplied to the 

current system is on the order of 10-20 mW for vibrations up to 600 Hz. This would 

determine the absolute minimum requirement for an on-board power supply (e.g. battery 

or supercapacitor). Resistor losses and driving circuit inefficiencies in powering a largely 

capacitive load increase this requirement. 

 

6.3 On-board Power 

To provide onboard power, a circuit must be designed that can produce an output of at 

least 400 V p-p and 100 Hz, with a capacitive load of up to ~35 nF. In addition, we need 

to be able to vary the amplitude, phase, and frequency of the signal. This needs to be 

done using components as light as possible, considering that the weight of the sheet is 

only ~1.1 g (for this section, the size of the sheet has been increased to 4 cm x 16 cm to 

accommodate ~50% greater weight for the power supply).  
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6.3.1 DC Amplification Simulations 

For simplicity, and as a proof-of-principle demonstration, a basic boost-converter 

circuit was used. To understand how such a circuit operates, consider the simulation 

shown in Figure 6.2. Part (a) shows the basic circuit: A pulse-width- modulated (PWM) 

signal, Vs1, is used to switch an inductor from being shorted to ground to being connected 

to a capacitive load. A diode is placed between the inductor and the capacitor to prevent 

discharging when the inductor is shorted to ground. The component values used are 

typical of those used in the actual circuit, as described below. Note that an “ideal” switch, 

with fixed on and off resistances, is used in the simulation, whereas a MOSFET is used in 

the actual circuit (Section 6.3.3). However, the switching time of the actual MOSFET is 

rated at ~5 ns, which is small enough for this to be a reasonable approximation given the 

response times of this circuit (~2 µs to ~40 µs in Figure 6.2b). In Figure 6.2b, we show 

an example of a few charging cycles – most of the time, the switch is closed, shorting the 

inductor to ground and allowing the current through to build up. Once the current has 

reached a maximum (equal to the DC input voltage divided by the series resistances in 

the circuit – 15 V / 95 ! in this case), the switch is closed briefly, which increases the 

charge stored on the load capacitor as the current quickly drops to zero. The diode 

prevents the current from swinging negative. As this cycle is repeated, the voltage on the 

capacitor steadily increases, reaching hundreds of volts after a few ms (Figure 6.2c). 

Somewhat higher voltages (~500 V instead of ~400 V in 4 ms) can be achieved if the 

switch is kept closed for a slightly shorter time, as the current is already close to 

maximum before the switch is opened in the simulation shown in Figure 6.2.   
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Figure 6.2 (a) A basic boost-converter circuit. Realistic series resistances for available 

components are included. (b) Simulation result for a few charging cycles. (c) Charging 

the capacitor to a high DC voltage in a few ms. 

 

6.3.2 AC Amplification Simulations 

For our application, we need an AC signal, rather than DC, and we would like to be 

able to freely choose the frequency. A simple, though inefficient, way to achieve this is 

shown in Figure 6.3. The main part of the circuit (Figure 6.3a) is the same as in Figure 

6.2a, except that a capacitor is used as the DC input power supply, as the real circuit uses 

(Section 6.3.3). This input capacitor is initially charged to 15 V, and a switch is used to  

Current through inductor (A) 

Voltage across load capacitor (V) 

Voltage across load capacitor (V) 

Current through inductor (A) (a) (b) 

(c) 
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Figure 6.3 (a) A boost-converter circuit with feedback. This model includes a capacitor 

as the DC input, as would be used in the actual circuit. (b) Simulation result when 100 

Hz, 0-500 V output signal is attempted. 

 

disconnect this external power supply at the start of the simulation. To achieve an AC 

output signal, the load capacitor is simply shorted out whenever the voltage across it 

becomes larger than the desired signal. The simulation result shown in Figure 6.3b 

indicates that a 0-500 V output should be possible, even up to 100 Hz. The charging 

Current through inductor (A) 

Voltage across load capacitor (V) 

Desired output voltage (V) 

(a) 

(b) 
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current is less than ~100 mA, which is the limit for some of the components used in the 

actual circuit (Section 6.3.3). 

 

6.3.3 Experimental Circuit Implementation 

The actual circuit implementation used is shown in Figure 6.4a. There are two 

differences from the circuit used in the simulations of Figure 6.3, besides the use of high- 

voltage MOSFETs as switches: (1) A voltage divider is used to measure the output 

voltage, vout, so that it can be compared with the low-voltage “desired” signal, vdesired 

(which is 100 times smaller). (2) To avoid requiring a second signal, v1, the PWM signal, 

is simply modulated by the desired waveform, and then passed through an RC filter to 

produce vdesired. This is possible because small variations in the duty cycle of v1 do not 

have much effect on the boost converter’s amplification. Running at DC (i.e. without the 

feedback part), this circuit was able to charge a 40 nF capacitor (similar to the 

capacitance of all four PVDF actuators together) up to ~30 times the input voltage (~8 

V). When feedback is used to short out the PVDF when the voltage is higher than 

desired, this circuit was able to run up to 100 Hz without losing significant amplitude. An 

example with a 7 V DC input, attempting to produce a 100 Hz, 0 to 200 V output, is 

shown in Figure 6.4b. For actual operation on the sheet, the DC input must be provided 

by an on-board power source. Since the current it needs to supply is rather high at ~100 

mA, thin-film super capacitors were used rather than batteries. Some flexible 

supercapacitors (from OptiXtal, for ex.) have an energy density of ~4 mJ/mg, which 

means that 1 gram’s worth of such supercapacitors could in principle power the system 

for several minutes (i.e. if only ~10 mW needs to be supplied, as discussed in Section  
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Figure 6.4 (a) Circuit diagram for a boost-converter circuit with feedback. (b) 

Oscilloscope measurement of the boost-converter in action, with a fixed DC input of 7 V. 

(c) The input voltage now comes from 4 supercapacitors in series (each initially charged 

to ~2 V). 

(b) 

(a) 

(c) 
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6.2). These supercapacitors from OptiXtal weigh ~80 mg, have a capacitance of ~0.2 F, 

and a series resistance of ~10 !. Each supercapacitor can be charged to a maximum of 

~2.7 V – for this measurement, 4 are connected in series and charged to ~8 V total. The 

result is shown in Figure 6.4c – a 100 Hz signal close to 200 V p-p is still achieved, but it 

is not able to follow the desired sine wave as closely. The input voltage is measured 

directly across the four supercapacitors, but due to their internal resistance (~40 ! for 

four) this voltage drops significantly when the current (up to ~100 mA) flows. As 

mentioned above, this circuit wastes power because the PVDF needs to be recharged 

every cycle (i.e. from zero to its peak-to-peak value). This means that power required 

would actually be ~0.5 C V
2
 f " 280 mW for a 400 V p-p, 100 Hz signal (C is the total 

capacitance of all four actuators; ~35 nF for the 4 cm x 16 cm sheet). Thus, the 

supercapacitors last for seconds, rather than minutes. Nevertheless, with six 

supercapacitors for a 15 V DC input, a 100 Hz, 400 V p-p output is expected. The weight 

of this circuit is broken down as follows: 1 inductor (660 µH, 26 !) = 100 mg, 1 diode = 

65 mg, 2 MOSFETs (400 V, ~10 ! at Vg=5 V) = 80 mg each, 1 comparator = 6 mg, 3 

resistors = ~14 mg total, 1 capacitor (22 nF) = 50 mg, and 6 supercapacitors (0.2 F, 2.7 V, 

~10 !) = 80 mg each. The components are connected together by 100 um wires only (no 

substrate is used), so this adds only a few mg. The total weight is thus ~395 mg per 

actuator, plus ~480 mg for the supercapacitors (to be shared by all four actuators). 

Further work is needed to extend the time that this power supply can last, as a few 

seconds is a bit short, even for demonstration purposes. One way to do this is to simply 

add a few more supercapacitors – this should increase the maximum output voltage, or 

alternatively, increase the time until the output drops below an acceptable value. 
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6.3.4 IR-LED Control Signals 

To provide control, the PWM signals are sent using infrared light emitting diode (IR-

LED) communication. A comparator circuit produces a digital signal by comparing the 

signal received by a photodiode to a background level (Figure 6.5a). This level is set by 

charging a supercapacitor to the necessary voltage, which is ~0.2 V in the example shown 

in Figure 6.5b. The resulting digital signal is thus independent of the distance between the 

signal source (IR-LED) and the photodiode (at least for distances for which the initial 

signal can still be detected), and reproduces the original PWM signal sent by the IR-LED 

(Figure 6.5b). Currently, the signal can be detected from a couple of inches away, but the 

angle of the LED’s beam spread is ±60°, so collimating optics should enable signal 

detection from much greater distances. Supercapacitors are used to reverse bias the 

photodiode and power the comparator – two will be needed to allow outputs of 0-5 V 

(which is necessary for driving the MOSFET gate in the boost-converter circuit), 

although currently only 0-2 V has been demonstrated (Figure 6.5b). Four different 

wavelength emitters and filtered detectors would be used to allow each actuator signal to 

be distinguished from the others. The weights of the components used for this signal 

detection circuit are: 1 comparator = 6 mg, 1 photodiode = 43 mg, 1 resistor = 5 mg, and 

3 supercapacitors = 80 mg each. The weight of the filters could be minimal, especially if 

they are coated directly on the photodiodes. This gives a total of ~54 mg per actuator, and 

~240 mg for the supercapacitors (to be shared by all four actuators). 

Putting together the boost-converter circuit and the photo detector circuit will require 

increasing the output voltage of the comparator to 5 V, as mentioned above, and result in 

a total weight of ~450 mg per actuator for the circuitry and ~720 mg for the  
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FIGURE 6.5 (a) Circuit diagram for IR-LED signal detection. (b) Oscilloscope 

measurement of detector in action. 

 

supercapacitor power supplies. Since we have four actuators, this results in ~2.5 grams, 

which is a bit more than the weight of the sheet (~1.1 g), but might be just tolerable, 

depending on what speed can be achieved. Further weight reduction should be feasible by 

using unpackaged components, as that can be a significant fraction of the weight. 

(b) 

(a) 



 
  Page 68 

Chapter 7 

 

Practical Considerations and Experiments for Realizing 

Lift 

 

As discussed in Chapter 2, the predicted lift force for a freely moving sheet at low 

Reynolds number near a boundary is given by Flift = ! µair W L
2
 / h2 (derived from 

Reference [3]). In the experiments described so far, the sheet was tethered, and thus 

moved only up to ~1 cm/s, which was not sufficient to produce a lift force greater than 

gravity. As discussed in Section 5.3, a speed of ~20 cm/s is expected to be necessary 

(assuming 500 µm wave amplitude, W = 4 cm, and L = 10 cm); for ! = 1 cm/s, Flift is at 

most ~0.3 mN (i.e. when h=A), which is considerably less than the force of gravity (mg " 

6 mN for a 0.63 g sheet). Hence, we need a way to allow the sheet to reach higher 

velocities in order to demonstrate lift.  

In this chapter, we first discuss how to overcome friction to allow the sheet to start 

moving, in Section 7.1. Section 7.2 discusses lift with passive test samples as a means to 

estimate where we need to be with the actual sheet. Section 7.3 discusses the use of a 

small “cart” to follow the sheet as a potential method to demonstrate lift by allowing the 

sheet to move freely without requiring on-board power.  
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7.1 Friction & Static Electricity  

7.1.1 Reducing Friction 

Without external lift, the sheet is initially at rest on the ground. Hence, in order to start 

moving, the sheet needs to overcome friction. With a mass of 1.1 g (for all experiments 

discussed in this chapter, the size of the sheet has been increased to 4 cm x 16 cm), 

typical coefficients of friction (~0.2-0.8) for the sheet result in forces of ~2-8 mN, 

considerably greater than our propulsive forces (~150 µN for the tethered, 0.63 g, sheet). 

Additionally, if it is lying directly on the ground, there is not already a gap beneath the 

sheet for the air to be pumped through, and it might have difficulty starting even with 

reduced friction. For this reason, tiny supports were affixed to the under side of the sheet 

(Figure 7.1). Several kinds of supports have been tested, from Teflon “skis” to glass 

beads, and are described below. The supports all have heights in the ~300-800 µm range, 

smaller than the expected lift height. To minimize sagging of the sheet between supports, 

the spacing between supports was made to be 2 cm, resulting in a total of 27 supports for 

the 4 cm x 16 cm sheet. Affixing the supports to the ground was attempted as well, 

however, this resulted in a time-varying external force distribution that the present 

control system was unable to handle. However, even with these supports, we still need to 

reduce the friction, and one way to do this is by constructing a “launch pad” from low-

friction materials, such as Teflon (PTFE).  

 

7.1.2 Effects of Static Electricity and Pressure-Dependence 

Care must still be taken to eliminate other effects, such as static electricity and load-

dependent friction. For example, Teflon tape can have a very high static charge when  
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Figure 7.1 Illustration of tiny supports under the sheet. 

 

initially unrolled – so high, in fact, that the sheet was pulled down to the ground between 

the supports, and stuck to the surface. Measurements of the force required to bend the 

sheet that much showed that the static attraction force was ~100 times the force of gravity 

on the sheet. However, by spraying the surface with an anti-static spray (ACL Staticide) 

this attractive force was greatly reduced (i.e. no visible deflection of the sheet). An 

attractive force more than 10 times that of gravity would be needed before visible 

deflection of the sheet would occur (determined empirically by placing weights on the 

sheet until “visible”, or ~50-100 µm, deflection occurred), hence, there may still be a 

considerable effect (see discussion below). Also, Teflon, in particular, achieves its quoted 

~0.05 frictional coefficient only at loads above ~106 N/m2, and has higher coefficients at 

lower loads.  

To determine the effect of static electricity and load-dependence, the frictional 

coefficient was measured with different weights placed on the sheet (Figure 7.2). For the 

measurements shown in Figure 7.2, the sheet was supported on 27 tiny “skis”, or wedge-

shaped pieces (~800 um high and ~1 mm long), made out of Teflon. To measure the 

coefficient of friction, the piece of plastic on which the sheet rests is tilted until the sheet 

begins to slide. If no static electricity is present, the coefficient of friction, Cf, can be  
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Figure 7.2 (a) The effective coefficient of friction drops with increasing mass, and is 

smaller on Teflon than on Plexiglas (both treated with anti-static spray), as expected. 

Note that the 1.1 g data points correspond to the sheet itself, with no additional weight. 

(b) Two sets of data are compared (both on Teflon) – one for which the area of the 

weights is equal to that of sheet (same as the data shown in part (a)), and the other for 

which the area of the weights is considerably smaller. All of the fits assume that static 

electricity is the only cause of the mass-dependence, and are thus not fully accurate, as 

explained in the text. 

(a) 

(b) 

Fits: Cf, eff = Cf (1 + (Fs / m g) (1 + Cf, eff
2
)

0.5
) 

Cf = 0.16, Fs = 20 mN 

Cf = 0.36, Fs = 8.5 mN 

Fits: Cf, eff = Cf (1 + (Fs / m g) (1 + Cf, eff
2
)

0.5
) 

, m 

, m 

Cf = 0.16, Fs = 20 mN 

Cf = 0.062, Fs = 69 mN 
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found from the relation: Cf m g cos $s = m g sin $s, or Cf = tan $s, where $s is the angle at 

which the sheet begins to slide. We shall consider this to be the “effective” coefficient of 

friction, even in the presence of other normal forces, like static electricity. Ideally, we 

would expect this tilt angle, and thus coefficient of friction, to be independent of the mass 

of the sheet, however this is not the case, as seen in Figure 7.2. Consider first the effect of 

static electricity – this will add an additional force that is always normal to the surface, 

regardless of the tilt angle. Hence, the force balance equation becomes Cf (m g cos $s + 

Fs) = m g sin $s, where Fs is the static electricity attractive force (which is proportional to 

area, but we keep the area fixed as the mass is changed). Plugging in Cf, eff % tan $s gives 

Cf, eff = Cf (1 + (Fs / m g) (1 + Cf, eff
2
)

0.5
). We can plot this expression as a fit to the data 

(Figure 7.2a), with Cf and Fs as fitting parameters. Reasonably good agreement is seen, 

with values of Cf " 0.16 and Fs " 20 mN (or about twice the force of gravity on the bare 

sheet) when the sheet is sliding on Teflon tape, and Cf " 0.36 and Fs " 8.5 mN when the 

sheet is sliding on Plexiglas. On the other hand, to see if pressure-dependence is 

contributing to the change of Cf, eff with mass, we place weights of a smaller area (7.5 cm 

by 2.5 cm) on the sheet – this produces a greater pressure on the supports under the 

weights, for the same mass (and the sheet’s area is unchanged, so the static electric force 

should be unchanged as well). Figure 7.2b shows a comparison between using these 

smaller-area weights, and weights of the same area as the sheet. These measurements are 

for the sheet sliding on Teflon tape, with Teflon “skis”. The sample with the smaller-area 

weights shows a greater reduction of friction as the mass increases, which indicates that 

pressure-dependence of the frictional coefficient is also present. The area of the smaller 

weights is ~30% of the sheet’s area, but it sits over only ~5 of the 27 supports, so the 
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pressure on these supports may be up to ~5 times greater than if the same mass weight 

was spread over the entire sheet. If pressure-dependent friction is the only effect present, 

and all of the extra weight is carried on the 5 supports, with the remaining 22 supports 

carrying only the weight of the sheet (which is plausible, considering the flexibility of the 

sheet), we would expect that the frictional coefficient could be reduced by at most ~20% 

compared with the bare sheet (i.e. if the friction went to zero for the 5 supports with extra 

loading). The data in Figure 7.2b, however, show a drop by about a factor of 5. This is a 

strong indication that both static electricity and pressure-dependent friction are present in 

these experiments. Further work is needed to verify this – for example, it is possible that 

when the small-area weights are placed on the sheet, the supports not under the weights 

somehow lose contact with the ground, which could be another explanation for the large 

reduction in friction.  

 

7.1.3 Vibration-Induced Friction Reduction and Uphill Propulsion 

Although the frictional forces we have shown in Figure 7.2 are still too high, recall that, 

when the sheet is on, it is vibrating at up to several hundred hertz, and this vibration can 

actually reduce the friction considerably by reducing the apparent load. This vibration-

induced friction reduction increases with the ratio of the speed of vibration (amplitude 

times frequency) to the speed of the sheet’s forward motion. Thus, when the sheet is at 

rest, the friction is reduced sufficiently for it to begin moving, but as it speeds up, the 

reduction in friction decreases, and it reaches a steady-state speed. Since the sheet is now 

moving on the ground, we can determine the propulsive force by having the sheet move 

uphill: as the incline is increased, gravity provides an increasing backward force.  
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Figure 7.3 Illustration of sliding angle. (a) Lateral forces on the sheet when the incline is 

$f, the largest angle at which the sheet moves forward (uphill). That is, for $ < $f, the 

sheet moves forward. Fgravity is the component of the gravitation force in the lateral 

direction. (b) Lateral forces on the sheet when the incline is $b, the largest angle at which 

the sheet is stationary (i.e., for $f < $ < $b, the sheet is stationary, and for $ > $b, the 

sheet moves backwards). 

 

Eventually, this gravitational force (m g sin $), added to the frictional force (Cf, eff, min m g 

cos $), will balance the propulsive force, Fp, and the sheet will stop moving forward, at 

an angle we will call $f (i.e. Fp = m g sin $f + Cf, eff, min m g cos $f ; Figure 7.3a). If the 

incline is increased further, the sheet will remain stationary, because although the sum of 

the gravitational force and the propulsive force is now directed backward (i.e. downhill), 

it is not yet sufficient to overcome friction (which has switched to being directed 

forward). At some greater angle, $b, it will overcome friction, and the sheet will slide 

backward down the incline (m g sin $b – Fp = Cf, eff, min m g cos $b; Figure 7.3b). For small 

angles, the increase in the backward gravitational force is linear; hence, the angle half-

way between $f and $b gives us the propulsive force – more precisely, Fp – m g sin $f = 

(a) 

(b) 
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Cf, eff, min m g cos $f and m g sin $b – Fp = Cf, eff, min m g cos $b => Fp = m g (sin $f cos $b + 

sin $b cos $f) / (cos $f + cos $b), where Cf, eff, min is the minimum effective coefficient of 

friction (i.e. at zero sheet velocity, and hence with maximal vibration reduction of the 

friction). Measurements indicated that $f " 3.7 degrees and $b " 8.3 degrees (Figure 7.4a; 

Teflon “ski” data). This gives Fp " (1.1 g)*(9.8 m/s2)*(0.1) " 1 mN. This is considerably 

larger than previously measured propulsive forces, due to the higher frequency (500 Hz) 

of vibration and slightly longer sheet. This higher propulsive force means that we can 

tolerate greater friction – the coefficient of friction needs to be less than ~0.1 while 

moving at speeds up to that required for lift (expected to be around 20 cm/s). Also, the 

minimum effective coefficient of friction is calculated to be Cf, eff, min = (sin $b – sin $f)/ 

(cos $b + cos $f) " 0.04. The vibration has thus reduced friction by a factor of ~12 when 

the sheet’s velocity is zero. The sheet’s steady-state velocity at 0 degrees was ~1.4 cm/s, 

which indicates that the effective coefficient of friction has been reduced from ~0.47 (see 

Figure 7.2) to ~(1 mN) / (1.1 g)*(9.8 m/s2) " 0.09, or about a factor of 5. Measuring the 

steady-state velocity versus tilt angle can give us the full relation between vibration-

induced friction reduction and sheet velocity, as follows: At a given upward tilt angle, $, 

the total force on the sheet (in the direction parallel to its motion) is Fp –m g sin $ – Cf, eff 

(v) m g cos $. If the velocity reaches a steady state, this total force must be zero; hence, 

Cf, eff (v) = (Fp –m g sin $) / (m g cos $), where the relation between $ and the steady-state 

velocity is measured experimentally. Note that, if the coefficient of friction did not 

increase with velocity, the sheet would continue accelerating, rather than reaching steady 

state (at least until aerodynamic drag dominates or the coefficient of friction of the 

ground increases – see Section 7.4). Finally, dividing Cf, eff (v) by Cf, the coefficient of  
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Figure 7.4 (a) The steady-state velocity of the sheet is shown as a function of uphill tilt 

angle for two samples. One of these had 1 mm glass bead supports (red diamond), and the 

other had Teflon “ski” supports (blue circles). The data point at 2.5 cm/s (Teflon “skis” 

sample) was measured under high humidity conditions. (b) The effective coefficient of 

friction under vibration is extracted from the velocity versus tilt angle measurements, as 

described in the text. It is smallest when the sheet’s velocity is zero, and increases 

towards its initial value (i.e. when the sheet is not vibrating) as the sheet’s velocity 

increases. 

(a) 

(b) 

$f $b 
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friction when the sheet is not vibrating, results in a normalized plot of vibration-induced 

friction reduction as a function of sheet velocity. Figure 7.4b shows the results for the 

sheet with Teflon “skis” (blue circles; note that the data point at 2.5 cm/s was measured 

under high humidity conditions, as described in Section 7.1.4), as well as a series of 

measurements for another sheet (red diamonds). This sheet had a somewhat lower 

propulsive force (~0.63 mN compared to ~1 mN), due to some damage to the sheet, and 

different supports under the sheet (1-mm glass beads instead of Teflon wedges), and Cf 

was ~0.19. The results are similar between the two sheets, except for a greater friction 

reduction at very low speeds for the glass beads sample. As expected, the coefficient of 

friction increases towards its initial (i.e. when the sheet is not vibrating) value as the 

sheet’s velocity increases towards the speed of vibration (~500 Hz * 400 um = 20 cm/s), 

although the data indicate that Cf, eff (v) will reach Cf at velocities significantly less than 

this. Further measurements are needed to fully map out the dependence at higher speeds. 

 

7.1.4 Methods to Reduce Static Electricity 

Returning now to static electricity and pressure-dependence, we have established that 

these effects are creating a larger apparent coefficient of friction than would otherwise be 

observed, and we therefore need to find ways to eliminate or reduce these effects. This is 

necessary to allow the sheet to accelerate to the greater speeds required for lift (and the 

vibration effect may not help us sufficiently at these higher speeds). One method to 

reduce static electricity was found when it was noticed that Cf, eff appeared to be lower on 

humid days – sometimes down to ~0.3-0.32 (compare with the ~0.47 reported in Figure 

7.2). On one particularly humid occasion (it seemed close to condensing in the lab, due to 
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a problem with the air-conditioning, although no humidity sensor was available at the 

time), a value of Cf, eff " 0.13 was measured. Under these conditions, the steady-state 

speed of the sheet at zero tilt angle was observed to increase to ~2.5 cm/s (Figure 7.4a). 

Hence, at this speed, the vibration reduced the friction by a factor of only about 1.4 

(Figure 7.4b). Video 7.1 of the online supplemental material shows the sheet moving at 

~2 cm/s under similar conditions. The reasoning behind this humidity effect is that, in 

conditions of high relative humidity, there will be a slight surface conductivity on 

nominally insulating materials, allowing dissipation of accumulated static charge. Note 

that we can’t just use a highly conducting surface as the ground, because when the sheet 

is operating, the high voltages applied to the actuators would create an attractive force 

between the sheet and the ground (this effect was observed when the sheet was suspended 

from elastic threads, and led to the use of insulating surfaces).  Assuming that the surface 

is at ~0 V (since the voltages applied to the actuators are bipolar), this force would be 

~0.5 #0 A (V/h)
2 " 2.5 mN, where A is the area of the sheet, V " 300 V is amplitude of 

applied voltages, and h " 1 mm is the gap between the sheet and the ground. Since this is 

~25% of the weight of the sheet, it would be a significant effect, especially as it would 

increase if the sheet moved closer to the ground, so it is preferable to avoid conductive 

materials for the ground surfaces. To test more precisely the theory that high humidity 

reduces the frictional coefficient, a small humidifier was connected into the box in which 

the sheet was being tested. A test sample was used for this measurement – a sheet of 

transparency about the same area and weight as the actual sheet. Tiny glass beads were 

used as the supports (see discussion below). At ambient conditions (~60% humidity), 

Cf,eff was ~0.17. Increasing the humidity up to ~85% did not result in much change, 
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however by ~95% humidity, Cf, eff had decreased to as low as ~0.09, which should be low 

enough to allow the sheet to accelerate even without vibration reduction. Care must be 

taken with the actual sheet, however, as this level of humidity can cause shorts, 

particularly around the edges of the sheet where there is only the 28 um thickness of the 

PVDF separating several hundred volts. Further work is needed to determine the 

maximum practical humidity due to this issue. 

 

7.1.5 Methods to Address Pressure-Dependence 

Considering now the pressure-dependence of the friction, note that, given the low mass 

of our sheet, proper design of the tiny supports is necessary to increase the pressure 

sufficiently. For example, with no supports, the pressure would be only ~1.7 N/m2. 

Several designs for the supports have been tested: For the friction measurements 

described so far, Teflon wedges were used. These wedges were ~1 mm long, and we 

estimate the width of the pointed end (which touches the ground) to be ~100 µm. The 

pressure should then be ~4100 N/m2 (recall that around 27 supports are needed to avoid 

sagging of the sheet between the supports). Three other kinds of support have been tested, 

and led to similar results: slices cut from a Teflon-coated wire (~500 µm in diameter and 

~500 µm thick), bent stainless steel wires (100 µm in diameter), and glass beads (~500 

µm diameter). The contact area of these supports is tricky to measure, due to the curved 

surface which contacts the ground, but something in the range of ~0.01 to 0.05 mm2 is 

plausible. This would result in pressures of ~8,000 to 40,000 N/m2. Further 

measurements are needed to determine this more precisely. All of these supports resulted 

in Cf, eff " 0.17 to 0.19 on normal days (humidity ~50-60%). The lower friction of these 
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supports compared with the wedges may be due partly to their smoother surface (the 

wedges were hand-cut), in addition to the somewhat higher pressure. The pressure does 

have some effect, as can best be seen by changing the number of supports (this way, no 

other factors change). For example, with 10 bent stainless steel wires, the coefficient of 

friction was Cf, eff " 0.18, but with 6, Cf, eff " 0.12. Ideally, we would like to increase the 

pressure further, to avoid limiting operation to high-humidity environments, but more 

work is needed to achieve this.  

Once the friction is reduced by these means (reduced support contact area to increase 

the pressure, and high humidity to reduce the static charge), we expect the sheet to be 

able to accelerate beyond its current ~1-2 cm/s up to ~20 cm/s. This should, theoretically, 

be sufficient to produce lift (see Section 5.3). In addition, however, the sheet needs to be 

free to move more than a few centimeters, as it is restricted to by the electrical 

connections. One way to achieve this, providing on-board power, was discussed in 

Section 6.3, and another approach, having a cart that follows the sheet, is discussed in 

Section 7.3. 

 

7.2 Lift Testing 

Before attempting to measure lift for the actual “flying carpet”, an important test is to 

determine whether lift can be observed in passive test samples (i.e. no internal 

propulsion) moving sufficiently fast. Theory predicts that this should occur, regardless of 

how the sample achieves its speed. To this end, a ramp was constructed so that passive 

samples could be accelerated by gravity. The ramp was covered with Teflon tape, 30 cm 

wide and 240 cm long, and treated with an anti-static spray (ACL Staticide). These 
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experiments were performed at ambient conditions (~60% humidity). A video camera 

was used to observe several test samples (16 cm x 4 cm transparencies) sliding down this 

ramp. Figure 7.5 shows two examples when the ramp is tilted at 11°.   

For one sample, glass beads of varying diameter were used as supports – from 2 mm at 

the front end to zero at the back end. This created a forced angle of attack that might 

enhance lift. From the measurements shown in Figure 7.5 (and in Video 7.2a of the 

online supplemental material), we see a rapid initial acceleration in the first few hundred 

milliseconds, after which the acceleration decreases until the velocity reaches ~30 cm/s, 

when the acceleration increases again. At around 60 cm/s, the sample begins to rotate – 

i.e. the back starts moving faster than the front. The speed of the front end levels off at 

~70 cm/s, while the back end reaches at maximum of ~100 cm/s. This occurs when the 

sample has rotated nearly 90°. The speed of the back end then drops rapidly, and the 

sample begins rotating back towards its original orientation. These observations are 

consistent with the idea that the sample is initially approaching a steady-state velocity of 

perhaps 30-40 cm/s, due to the fact that Teflon’s coefficient of friction increases with 

speed (note that this effect is very small at speeds below a few cm/s, so it was ignored in 

the discussions in Section 7.1). Then, at ~30 cm/s, the back end of the sample begins to 

lift, which reduces the overall friction and allows the sheet to accelerate to a higher 

speed. We expect the back end to lift first for this sample, because the back end is 

initially resting on the ground, and the air needs a way to escape (of course, it can escape 

to the side, but there is still some pressure causing it to lift). We can also see this by 

noting that the initial “forced” angle of attack (2h/L; where h is the average gap between 

the sheet and the ground, and L is the sheet’s length) is greater than that predicted  



 
  Page 82 

 
 

Figure 7.5 Plot of velocity versus time for two passive test samples sliding down an 11° 

ramp. The sample with 0 to 2 mm supports shows signs of its back end lifting, while the 

sample with 0.5 mm supports shows signs of its front end lifting, as described in the text. 

The front and back ends of the 0 to 2 mm sample begin moving at different speeds, while 

for the 0.5 mm sample, the back and front ends move at the same speed.  

 

theoretically (h/L) for steady-state, and the beads prevent the front end from falling down. 

However, the back end of the sample is now experiencing greater acceleration than the 

front end, due to the lack of ground contact friction at the back. Therefore, if the sheet is 

not moving perfectly straight, it begins to rotate, with the back end reaching considerably 

higher speeds (up to ~1 m/s in this case). This does not last long, however, as once the 

sheet is moving at an angle, the air is no longer forced under it as effectively, and the 

back end will no longer lift. Since the back end of this sample rests directly on the ground 

when no lift is occurring, it then experiences higher friction than the front end (2-mm 

glass beads), and slows down again. 

Ramp 

Front end 

Back end 

Sheet motion 
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For the other sample, the supports are all ~500 um glass beads, as might be used for the 

actual sheet. The measurements in Figure 7.5 (See Video 7.2b of the online supplemental 

material) show that after an initial acceleration, the speed begins to level off at ~25 cm/s, 

but then accelerates again to a new speed of ~60 cm/s. This is consistent with the idea 

that the sample initially approaches a steady-state speed due to the increasing friction 

(same as for the other sample), but just barely reaches a high enough speed to cause the 

front end to lift, reducing the friction so the sample can accelerate further. For this 

sample, the front end is expected to lift before the back end, because the sheet initially 

has a smaller angle of attack than the predicted steady-state value (i.e. approximately 

level; but if any vibration causes the sheet to be even slightly higher in the front, it will 

tend to tilt more, as described in Chapter 2). And in this case, the beads prevent the back 

end from dropping. Note that, since the front end is lifting, the instability observed in the 

other sample does not occur, and the sample’s motion is very straight. 

Further experiments are needed to fully explore these lift phenomena, such as 

dependence on the size of the beads and the angle of the ramp (which changes the 

forward force on the sample), which should also verify that no other effects are occurring. 

For example, if the angle of the ramp were increased, we would expect the lift transition 

to occur sooner in time, but at roughly the same speed. Returning to the actual “carpet”, 

the maximum velocity observed so far is ~2.5 cm/s, which, as we have seen, is not 

sufficient to produce lift. It is expected that this could increase to the necessary values if 

friction and static electricity are reduced sufficiently; alternatively, if the sheet is moving 

down an incline, as in the test setup described above, we would expect to observe the 

beginning of lift sooner due to the greater forward force on the sheet. 
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7.3 Power on Cart 

As a potential method to demonstrate lift, a cart was constructed that could be 

connected to the power supply while following the sheet (Figure 7.6a and Video 7.3 of 

the online supplemental material). This allows the sheet to move freely without requiring 

on-board power. To ensure that the electrical connections (conductive threads) from the 

sheet to the cart provide negligible force on the sheet, the cart must deviate no more than 

~1 cm from the sheet’s motion. A simple LED –photodiode circuit, along with a graded 

transparency filter affixed to the sheet, was used to control the motor driving the cart 

(Figure 7.6b). The opacity of the filter is graded to soften the transition between the on 

and off states of the motor.  This cart is able to move up to ~20-30 cm/s, which should be 

sufficient to observe lift.  
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Figure 7.6 (a) Photo of a motorized cart that can follow the sheet to provide power. (b) 

Schematic of cart-following arrangement. 

 

 

(a) 

(b) 
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Chapter 8 

 

Printing of Silicon 

 

Our attempt at on-board power (Section 6.3) for the “flying carpet” involved adding 

commercially available chips onto the PVDF. It would be desirable to form the 

electronics directly on the PVDF, which could perhaps be done using a-Si. However, 

PVDF can only tolerate temperatures below ~60° C, and polycrystalline silicon would be 

preferable for higher performance. Thus, in this chapter, we discuss the formation of 

silicon thin-films from silicon-nanoparticle suspensions, as preliminary work towards 

room-temperature fabrication of electronics. A brief overview is provided in Section 8.1, 

and Section 8.2 introduces the topic by discussing previous related work. In Section 8.3, 

we explain our experimental methods and results, from considerations guiding our choice 

of method (8.3.1) to porous silicon formation (8.3.2), silicon nanoparticles (8.3.3), and 

finally, silicon thin-films (8.3.4). Section 8.4 summarizes our results and discusses 

several future research directions. 

 

8.1 Abstract 

We report the room-temperature formation of smooth and processable silicon thin-films 

from single-crystal silicon-nanoparticle suspensions [17]. Single-crystal Si-nanoparticles 

(1 – 4 nm) are produced and suspended in various solvents. Films deposited from the 
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suspension are mechanically stable and can be patterned and processed upon deposition. 

Physical compression of the films is presented as a mechanism to reduce porosity and 

global roughness. These thin-films, ~100 nm thick and deposited from a single droplet, 

contain significant levels of hydrogen, carbon, and oxygen. Resistivities of the as-

deposited films are ~7·107 !·cm – comparable to intrinsic nanocrystalline-Si. 

 

8.2 Introduction 

8.2.1 Background/Prior Work  

Additive patterned processes, such as ink-jet printing, are very attractive because they 

avoid the need for photolithography and etching of blanket layers, waste less material, 

and have the ability to cover large, flexible substrates. However, wet printing of 

semiconductors is currently limited primarily to solution-processable organic/polymer 

semiconductors, which have low mobility (typically up to ~0.1 cm2/V·s [36], with some 

reports of ~1 cm2/V·s [26]). For comparison, the mobility of amorphous silicon used 

currently in AMLCD displays is ~1 cm2/V·s, and that of crystalline silicon as used for 

VLSI is ~1000 cm2/V·s. 

Recent work on printing silicon from nanoparticles has shown much promise [2], [14]. 

Harting et al. [14] report screen-printed films from relatively large nanoparticles (~70nm 

diameter), and show mobilities up to ~0.5 cm2/V·s in as-deposited films. The 

nanoparticles have an internal grain structure and are produced by mechanical milling of 

0.01-0.03 $-cm n-type wafers. However, such large particles would lead to rough films 

and could preclude thin gate dielectrics. This prior work used gate dielectrics of 5-50 !m. 

The work of Antoniadis et al. [2], on the other hand, still requires heating in the 300-900° 
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C range. Other methods for printing silicon [35], [13] involve producing printable liquid 

polysilanes (compounds of Si and H). However, this approach includes the necessity for 

annealing up to 540° C to produce an a-Si film [35] (with mobilities of only ~10-3 

cm2/V·s), and the need for further laser-crystallization to achieve mobilities of ~100 

cm2/V·s. 

 

8.2.2 This Work 

In this work we seek an approach similar to that of Reference [14], depositing droplets 

of a suspension of Si-nanoparticles with no post-processing heating steps, but with a goal 

of smooth and processable thin-films (<200nm) through the use of much smaller (1-4 

nm), single crystal Si-nanoparticles. We desire single-crystal particles in order to 

maximize the grain size for a given nanoparticle size – this could thus lead to films with 

properties similar to nc-Si (i.e. the potential for higher mobility than amorphous silicon). 

In addition, we present post-deposition compression as a potential room-temperature 

alternative to standard annealing. 

 

8.3 Experimental Methods & Results 

8.3.1 Choice of Silicon-Nanoparticle Production Method 

Before beginning experiments, we must choose a method for producing the silicon 

nanoparticles. This choice depends on our requirements: As mentioned earlier, we are 

aiming to form very small (i.e. several nm) particles, to enable production of thin-films 

(<200 nm). In addition, in order to have any hope of achieving electronic properties better 

than amorphous silicon, we need the nanoparticles to be single-crystal. Several other 
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conditions are ease of use, rate of nanoparticle production, and ability to produce “ink” 

for printing. These requirements together make electrochemical-etching to produce 

porous silicon, followed by sonication of the porous silicon to create nanoparticles, look 

like an attractive route. Because such methods involve mechanically crumbling part of a 

single-crystal wafer, they result in single-crystal particles, and production of nm-scale 

nanoparticles of silicon has been previously demonstrated [1]. In addition, because the 

sonication step occurs separately from the etching step, it provides great flexibility in the 

suspension liquid’s composition and surface tension. Running the sonication step 

repeatedly in the same suspension vial should easily increase the concentration of 

nanoparticles (at least until aggregation of the particles begins).  

 

8.3.2 Porous Silicon 

We began by forming porous silicon through an electrochemical etching procedure [44] 

(Figure 8.1). A silicon wafer (p-type, 1-10 $-cm) is suspended in a beaker of HF49% 

(49% in H2O), and a voltage is applied between the wafer (the anode) and a platinum 

cathode. Because the reaction is dependent on the presence of holes (in the p-type Si 

wafer), the etching will be faster in regions of higher hole concentration (and the current 

density is thus also greater in these regions). This leads to etching in a semi-random 

manner (depending on the overall current density, small variations in doping, HF 

concentration, crystal orientation, etc.), resulting in porous silicon. Previous work [44] 

used a mixture of HF49% and H2O2 (30% in H2O), with H2O2: HF49% > 2:1, as this had 

produced the ‘best’ results (smallest particles, narrowest size distribution, lowest 

percentage of oxygen-terminated Si-bonds). Adding H2O2 has the effect of oxidizing the  
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Figure 8.1 Diagram showing experimental arrangement for electrochemical etching of 

silicon, with relevant reactions. An example of a resultant porous silicon surface from the 

literature [44] is shown in an SEM image. 

 

silicon, while the HF dissolves this oxide, thus increasing the etching rate. It has been 

shown that current densities of ~5 mA/cm2 result in etched silicon structures with a 

characteristic length scale of a few nanometers [44], so we used similar densities in this 

work. The etching lasted for ~1.5 hours, and went to a depth of ~5-15 µm (as determined 

from mass lost after etching and ultrasound). To make good electrical contact to the 

silicon wafer during etching, and improve the reproducibility of results, flat ‘clips’ of 

area ~4 cm2 were used to contact the wafer. The silicon wafer was placed perpendicular 

to the acid surface, with electrical contact made at the exposed end. Because of a resistive 

voltage drop moving away from the contact, porous silicon with features at the desired 

scale occurred only in a narrow region (~1-5 mm) of the wafer near the acid surface due 

to the higher current density there. In previous work [1], the area of silicon exposed to the  
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Figure 8.2 (a) Concept for a device that lowers the wafer at a rate of ~1.2 mm/hour 

(which keeps fresh silicon exposed to the acid). (b) Realization of this device using an 

electric clock, and electrical contact to the wafer via alligator clips. (c) Multi-wafer 

parallel etching apparatus. 

 

acid was increased by lowering the wafer slowly at a rate of ~1 mm/hour. In our initial 

experiments, we followed this same idea, constructing a simple device to achieve such 

lowering using an electric clock (Figure 8.2a and 8.2b). However, as this only increased 

the exposed area by a factor of ~2 over the course of the etching, a different apparatus 

was constructed for high throughput, in which ~10 wafers were contacted and etched at 

once (Figure 8.2c). The photoluminescence (PL) spectra of the porous silicon produced 

were measured under various production conditions (current: ~0.04 – 4 mA/cm2, voltage: 

~0 V – 17 V, and HF49% to H2O2 ratio: 1:1 – 1:3). The incident light was 254 nm UV. All 

spectra showed similar forms, with peaks at ~650-750 nm, and FWHM of ~150 nm  

 (a)  (b) 

 (c) 
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Figure 8.3 Luminescence spectra of porous silicon samples producing under various 

conditions (current: ~0.04 – 4 mA/cm2, voltage: ~0 – 17 V, and HF49% to H2O2 ratio: 1:1 

– 1:3), and luminescence of a vial of nanoparticles suspended in acetone (current: ~5 

mA/cm2, voltage: ~15 – 25 V, and HF49% to H2O2 ratio: 1:3). Lines indicate several 

particles sizes corresponding to previous PL measurements (solid and dashed lines are 

from References [5] and [20], respectively). 

 

(Figure 8.3). These results are broadly consistent with past measurements of porous 

silicon luminescence [6] (peaks in the 500-1000 nm range and FWHM of ~150 nm). 

Previous measurements [5], [24], [20] predict ~2-5 nm features for the observed emission 

wavelengths, which is in reasonable agreement with the TEM images of the nanoparticles 

we produced from these structures (Figure 8.4). For reference, we indicate with lines in 

Figure 8.3 several particles sizes corresponding to measured PL [5], [24], [20] (solid lines 

are from Reference [5]; dashed lines from [20]). 
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8.3.3 Silicon Nanoparticles 

Single-crystal silicon nanoparticles ranging from 1 nm to 4 nm in diameter were 

produced as a suspension in acetone or other solvents (such as water) by ultrasonic 

agitation of the porous silicon wafer in the chosen solvent for ~60 min. Physical vibration 

crumbles the porous silicon film into nanoparticles [1], which then disperse into the 

solvent. Acetone was primarily used because it evaporates quickly during the later 

printing step. Production of nanoparticles is maximal for etching current densities of 2 to 

10 mA/cm2, and using only HF49%. Under these conditions (and for ~50 cm2 of etched 

wafer), the total mass of silicon consumed by the production process is ~30-70 mg per 

hour of processing (etching and ultrasound), as determined by weighing the silicon wafer 

before etching and after the ultrasound. The total mass of nanoparticles produced is ~5-11 

mg/h, as determined by weighing printed films. Hence, ~20% of the consumed silicon is 

retained as nanoparticles. Assuming an average particle diameter of ~2 nm, the 

nanoparticle production rate is ~5·1017 particles per hour.  

Luminescence measurements and direct TEM imaging were used to determine the size 

distribution and verify the crystallinity of the particles. A copper grid with carbon film 

(for TEM) was dipped into a vial of solution, and allowed to dry. TEM images of the 

nanoparticles show that they are single-crystal, through the presence of lattice fringes 

[29], and range from 1-4 nm in diameter (Figure 8.4a). The diameters of the particles 

were measured directly from TEM images (Figure 8.4b) by drawing two circles on each 

particle – the largest circle that fit inside, and the smallest circle that contained the 

particle – and taking the average, leading to the size distribution plot shown in Figure 

8.4c. Two different TEM grids for the same solution (etching conditions: current ~ 3 – 10  
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Figure 8.4 (a) High-resolution TEM images of several nanoparticles in the 1-4 nm range. 

The presence of lattice fringes indicates crystallinity. (b) TEM image showing a large 

number of Si-nanoparticles on a carbon film. (c) Size distribution plot of the 

nanoparticles. The two plots are for two different TEM grids, but from the same vial of 

nanoparticles. 

 

mA/cm2, voltage: ~30 – 70 V, and HF49% only) were analyzed. The distributions showed 

prominent peaks, some which (e.g. 1.7 and 2.1 nm) were observed on both grids. Discrete 

peaks in nanoparticle size were observed in a similar work [5] - the vertical lines in 

Figure 8.4c indicate the sizes (1, 1.7, 2.15, 2.9, and 3.7 nm) they measured. There is 

qualitative agreement between these sizes and the peaks in our data, but we did not 

perform any rigorous statistical analysis. Under 302 nm excitation, luminescence was 

observed for some of the vials of nanoparticles (when the etching current was ~3-

10mA/cm2), with a spectrum quite similar to that observed for the initial porous silicon 

(c) 

(b) (a) 
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(Figure 8.3). The expected particle sizes (~2-5 nm) for this spectrum are thus similar to 

those observed with TEM. 

 

8.3.4 Silicon Thin-Films 

Si-nanoparticle thin-films were printed using a syringe to deposit droplets of the 

nanoparticle suspension onto the desired substrate. For thin film creation, using only 

HF49% in the porous-silicon etching step gives ‘better’ results (smooth, continuous films), 

perhaps due to a greater volume of nanoparticles produced. Each drop is ~ 3.3 !L in 

volume, and once evaporated, the resultant film is ~ 4 mm in diameter. It is desirable to 

deposit the entire film from only one drop of the suspension – we have produced 

sufficient quantities of the particles to enable such deposition of thin-films on the order of 

100 nm thick. The volume concentration of the nanoparticles in the suspension (Cv) is a 

critical factor in film production (this is estimated by weighing films printed from a 

known volume of the suspension). Our experiments indicate that if the concentration is 

too low (<1/10000 by volume), only scattered particles or conglomerates of particles will 

deposit on the substrate (Figure 8.5a), and a continuous film will not form. On the other 

hand, if the concentration is too high (>1/2000), the film will be greater than ~300 nm 

thick, and cracking or peeling will result (Figure 8.5b). Thus far, only films less than 

~200-300 nm thick have been produced without cracks. Continuous films have 

successfully been produced for volume fraction concentrations, Cv, of ~1.6·10-4 to   

3.8·10-4. These films are continuous over the entire area of the deposited droplet (~0.25 

cm2), with little variation in the thickness. Figures 8.5c and d show such a film ~150 nm 

thick produced from a suspension with Cv ~ 1.8·10-4. 
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Figure 8.5 (a) SEM image showing result of deposition when the nanoparticle 

concentration (Cv) is less than ~1/10000 – no continuous film is formed. (b) When the 

concentration is greater than ~1/2000, the resultant film is too thick, and cracking occurs. 

(c), (d) A continuous film ~150 nm thick produced from a suspension with Cv ~ 1/5600. 

 

The films (etching conditions: current ~ 3 – 10 mA/cm2, voltage: ~30 – 70 V, and 

HF49% only) were characterized by scanning electron microscopy (SEM) and atomic 

force microscopy (AFM) to determine thickness and surface roughness, SEM and 

weighing to determine porosity, and energy dispersive X-ray spectroscopy (EDX) and 

secondary ion mass spectroscopy (SIMS) to determine composition. Films were 

deposited on germanium substrates to allow compositional analysis. AFM analysis of the 

as-deposited films indicate a global roughness of ~160 nm RMS (Figure 8.6a), which at  

(a) (b) 

(c) (d) 
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Figure 8.6 AFM images showing (a) global roughness (dominated by surface particles), 

and (b) local roughness (intrinsic film).  

 

this scale is dominated by anomalous contamination of large particles on the surface. 

There was no sign of such clusters or large particles in the TEM data, even at low 

magnification, so we can conclude that their presence in the printed films is due either to 

clustering of smaller particles that occurred only when sufficient numbers of the 

nanoparticles were deposited (the TEM grid was just briefly dipped in the solution), or to 

larger particles or clusters in solution which did not stick to the TEM grid. In any case, 

the local roughness, between the large particles, of ~3 nm RMS (Figure 8.6b) is 

indicative of the intrinsic film property. SEM images show pores on the scale of ~10-50 

nm (Figure 8.7), which is much larger than the nanoparticle sizes (1-4 nm). By depositing 

a large number (~100) of drops on a substrate, a thick enough film (~10 !m) was formed 

to measure a difference in the weight of the sample due to the deposited film. This, along 

with a measurement of the volume of the film, allows the porosity to be estimated at ~ 

50% to 90%. As a comparison, the porosity that we would obtain if the film were simply 

composed of touching spheres would range from 26% for an fcc structure to 48% for a 

cubic structure.  

We demonstrate that this high porosity of the film can be reduced by mechanical 

compression. Using a hard stamp formed from a silicon wafer, with pressures of ~20-50  

(a) (b) 
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Figure 8.7 SEM image showing large surface particles, and also pores in film, as seen by 

indentations in the surface. Arrows indicate one such pore. 

 

psi, we have achieved ~50% reduction in the thickness of the film, compared to the as-

deposited film (Figure 8.8). In addition, this compression resulted in a reduction of the 

global surface roughness (Figure 8.8). The inset in Figure 8.8 shows that ‘pores’ seen in 

the uncompressed region (and in Figure 8.7) are no longer visible in the compressed 

region. Further, the large particles seen in the as-deposited films were no longer present. 

After stamping, the stamp was inspected in the SEM, and no transfer of material or 

particles to the stamp was observed. Hence, we conclude that the larger surface 

particles/clusters have been compressed into the film or broken up by the compression 

process.  

SIMS (Secondary Ion Mass Spectroscopy) analysis of a ~150-nm film deposited on a 

germanium substrate (without compression), using acetone as a solvent, confirmed that 

the deposited film was mostly silicon (Figure 8.9). The carbon concentration was ~10  
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Figure 8.8 SEM image of film compression (~20-50 psi). Inset shows absence of ‘pores’ 

in compressed area. 

 

atomic % throughout the film, while the oxygen level was ~1 at.% in the bulk of the film. 

Using water instead of acetone as the solvent did reduce the carbon content to <1 at.%, 

but detrimentally increased the oxygen content to over 30 at.%. We conclude that the  

500 nm 
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Figure 8.9 SIMS analysis of the film. Si-film is on the left side, germanium substrate on 

the right. 

 

high carbon content in the acetone-suspension films is due to residual acetone on or 

between the nanoparticles. The number of hydrogen atoms was nearly the same as that of 

silicon, which is consistent with the idea that the silicon bonds on the nanoparticles’ 

surfaces are primarily hydrogen-terminated: a 2 nm diameter silicon nanoparticle can be 

estimated from standard computations to consist of ~300 silicon atoms. About ~170 of 

these would be surface atoms, each able to bond ~2 hydrogen atoms, on average. For the 

acetone-prepared films, the number of oxygen atoms in the bulk of the film corresponded 

to a maximum of 3-6 oxygen atoms per Si-nanoparticle. For the water-prepared films, the 

30 at.% oxygen, along with only ~3 at.% hydrogen, indicated that the nanoparticles were 

primarily oxygen-terminated. 

To demonstrate chemical and physical stability, films deposited on SiO2 from the 

acetone suspensions, even without compression, have been shown to withstand common 

solvents, photoresist developer, chrome etch, etc. They can be patterned (Figure 8.10) 

using a typical dry (plasma) silicon etch (SF6/CCl2F2: 60/20, 100mT, 100W). The etch  
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Figure 8.10 SEM image of the film after pattering to demonstrate its chemical and 

physical stability. Substrate is SiO2 on Si. 

 

rate was much slower (~10-20 nm/min) than the ~50-100 nm/min expected for nc-Si. 

Possible causes of the slower etch rate include surface oxide (extends ~10 nm into the 

film; Figure 8.9) and relatively high oxygen or carbon content within the bulk of the film. 

Films formed from the water-suspensions were highly non-uniform in thickness and did 

not continuously cover the substrate. No process patterning or electrical measurements 

were thus carried out on these samples. Two terminal electrical measurements indicate 

that the as-deposited acetone-prepared films have dark resistivities of ~7·107 !·cm, 

comparable to that of intrinsic nanocrystalline silicon [34] produced by thermal 

decomposition of silane onto SiO2. 
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8.4 Summary & Future Directions 

8.4.1 Summary 

Single-crystal silicon nanoparticles (1 to 4 nm in diameter) have successfully been 

produced and suspended in various solvents by the sonication of porous crystalline 

silicon. We have demonstrated a process for creating thin films of these silicon 

nanoparticles by wet printing. The films are mechanically stable and can be patterned and 

processed, without any temperature treatment after deposition. Thin films ~100 nm thick 

have been deposited from a single droplet. They are locally smooth, but highly porous. 

The porosity and global surface roughness can be significantly reduced by mechanical 

compression. The measured resistivity of the as-deposited films are ~7·107 !·cm, which 

is comparable to intrinsic nanocrystalline-Si. 

 

8.4.2 Future Work 

One of next important steps is determine whether the physical compression improves 

the electrical properties of the film, as well as having reduced the porosity. Since we have 

halved the thickness of the film through compression, we would expect the resistivity to 

at least be halved. However, it remains to be seen whether there is any additional 

improvement, for example, due to improved connectivity between the silicon 

nanoparticles. 

 Another area of investigation is to compare electronic properties of films produced 

from different suspension liquids (for example, acetone versus water). To test this for the 

water-suspensions, the surface tension will need to be tuned to allow more uniform film 

deposition (which has thus far precluded electrical measurements on these films). Other 
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Figure 8.11 TFT test structure. 

 

possibilities include using a liquid polysilane (such as in References [35] and [13]) as the 

suspension liquid. 

 Finally, the main goal of the work presented in this chapter is to print thin-film 

transistors (TFTs), however no gate-modulation has been measured to date (bottom-gate 

structure; see Figure 8.11). There are several explanations for this, which need to be 

investigated. One possibility is the composition of the films – the acetone-deposited films 

contain a significant percentage of carbon, while the water-deposited films contain a 

great deal of oxygen. Comparisons between these films, and films deposited from yet 

other suspensions, should shed light on this idea. Another possibility is the roughness of 

the film, particularly near the gate contact. Physical compression of the film has reduced 

large-scale roughness, but further investigation is needed to determine if it can enable 

gate modulation by also reducing local roughness and/or improve connectivity between 

the nanoparticles. 
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Chapter 9 

 

PZT Nano-thick Ribbons / Energy Harvesting 

 

In this chapter, we discuss PZT ribbons that can be transferred onto plastic, potentially 

leading to a more efficient material than the PVDF currently used for the “flying carpet”. 

We will see that the necessary voltages could theoretically be greatly reduced, which 

would simplify the power supply circuit design, and larger amplitudes could be possible, 

which should increase the propulsive forces we can achieve. Section 9.1 gives a brief 

overview of the process. In Section 9.2, we explain the potential actuation benefits of this 

material and discuss the structure used in this work. Section 9.3 describes how we 

characterize the material and present results. Finally, in Section 9.4, we describe future 

work that is needed to produce a structure capable of achieving the desired actuation 

improvement. 

 

9.1 Abstract 

 When annealed at high temperatures, PZT forms the perovskite crystal structure and 

has much higher piezo-coefficients. However, these temperatures are incompatible with 

most flexible/stretchable substrates. Hence, this work seeks to combine the beneficial 

properties of these two regimes by first forming high-quality PZT ribbons (with 

micrometer scale widths and nanometer scale thicknesses) on MgO wafers, and then 
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transferring these ribbons onto a flexible substrate. This transferring is achieved by 

etching the MgO under the ribbons by just the right amount so that the ribbons can be 

pulled off of the MgO with a sheet of PDMS rubber (via van der Waals forces) [28]. For 

transfer to other substrates, a thin adhesive layer is used. 

 

9.2 Introduction 

9.2.1 Benefits for Actuation  

 This process has the potential to lead to more efficient actuation than the PVDF used in 

the “flying carpet”, and to operate at much lower voltages. Part of this advantage is a 

result of PZT’s higher piezoelectric coefficients (typically, d31 " 100-200 pm/V for PZT, 

compared with 23 pm/V for PVDF), and the other part is due to its much greater stiffness  

(YPZT ~100 GPa, compared with ~2 GPa for PVDF). To illustrate this advantage, Figure 

9.1a compares the predicted curvature of the PVDF bimorph (at 100 V) used for the 

“flying carpet” with that of a PZT unimorph (at 1/10 the voltage, or 10 V) using a 

substrate with Young’s modulus equal to that of PVDF (Ys = 2 GPa; the PZT parameters 

used are d31, PZT = 150 pm/V and YPZT = 100 GPa). The inactive layer is assumed to be 30 

!m thick. Observe that, for active layer thicknesses above ~10 !m, the PZT unimorph is 

expected to bend as much as the PVDF bimorph, even at one tenth of the voltage. For 

thinner active layers, the improvement should be even more pronounced. Of course, the 

thinness of the active layer is limited by the electric field that would cause breakdown (or 

depolarization, if a bipolar ac voltage is applied) – for PZT, this is in the 100 kV/cm to 1 

MV/cm range, limiting the PZT to be thicker than ~1 !m when 10 V is applied. For 

PVDF, the limit is ~0.5 to 2 MV/cm, or ~2 !m for 100 V. For the PZT, the actual  
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Figure 9.1 Comparison of (a) curvature, and (b) blocking force, between a PVDF 

bimorph at 100 V, and a PZT unimorph at 10 V. 

 

curvature is also limited by the yield strength: ~0.3% strain for PZT, or 1/R < ~200 m-1 

(this assumes a 30 !m inactive layer). PVDF can achieve ~3% strain, so that is not a 

limiting factor for this structure. In Figure 9.1b, we see that the predicted blocking force 

also sees a large improvement for the PZT unimorph. 

 

9.2.2 This Work 

The structure used in this work does not use metal contacts covering the entire surface 

area of the PZT, as would be needed to take full advantage of the actuation potential as 

described above, but rather uses an interdigitated structure (Figure 9.2) for energy 

harvesting applications, due in part to technical challenges in producing metal contacts 

covering the bottom and top surfaces of the ribbons (see Section 9.4). Such a structure 

can produce higher voltages when used for energy harvesting, due to the greater distance 

between electrodes (~10-100 !m, versus the ~1 !m PZT thickness), but correspondingly 

requires greater voltages for actuation. Also, while the process used to fabricate the PZT 

in this work would result in d31 = d32, the ribbon structure could allow tuning of the d31 /  

(a) (b) 
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Figure 9.2 Interdigitated structure. (a) End view. (b) Side view. (c) Top view. 

 

d32 ratio. This is because the PZT is much stiffer then the substrate it can be transferred 

to, so the bending parallel to the ribbons would not be affected much by increasing the 

gap between adjacent ribbons, while the bending perpendicular to the ribbons would drop 

rapidly. 

 

9.3 Experimental Arrangement & Results 

First, the large-scale (> 1 mm2) piezoelectric properties of the PZT film were 

characterized while it was still on the MgO substrate (and before etching the ribbons). 

The following setup was used to measure d31, one of the piezoelectric coefficients (Figure 

9.3, Reference [28]): The MgO wafer is used as the top surface of a small pressure 

chamber, so that when the pressure in the chamber is increased the wafer will bow 

outward, and the resulting strain in the PZT film will produce a charge density that is 

measured to determine d31. A metal layer deposited between the MgO and the PZT film is 

used as a common back contact, while an array of ~3 mm2 metal squares are patterned on  

(a) (b) 

(c) 
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Figure 9.3 Diagram of d31 measurement setup: varying the pressure results in a varying 

charge density. 

 

the top surface of the PZT for the other contact. Platinum was used as the back contact, as 

its lattice constant is similar to that of MgO, and thus high quality PZT can still be 

formed on it. The size of the top contacts was chosen to minimize the effect of leakage 

through the PZT, which became significant for larger contact areas. In addition, the 

thickness of the PZT was made to be ~3 !m for this test structure. The cause of the 

leakage may be due to pinholes in the PZT film. A charge integrator and amplifier circuit 

was used to measure d31. This is the same circuit that was used to measure the sensor 

signals for the “flying carpet”, and was shown in Figure 3.5. The only differences were 

the different capacitance of PZT versus PVDF and a different gain factor, G, was used, as 

follows: The measuring circuit results in a signal Vm = Vint (CPZT/C1) (R2/R1). When Vm is 

multiplied by an appropriately chosen software gain of 
    

! 

G =
1

A
sensor

"
R

1
C

1

R
2

# 2.5 "10
$4

F / m
2  

(for this measurement setup, C1 = 50 nF, R1 = 10 k!, and R2 = 660 k!, and the sensor 

area is ~3 mm2), the result, &q = Vm'G, is numerically equal to the local charge density. 

Since this measuring circuit contains a DC filter (to remove drift from the op-amp), we 

measured d31 by repeatedly squeezing and releasing a small “balloon” to oscillate the  
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Figure 9.4 Example of d31 characterization, showing charge density, &q, resulting from a 

time-varying pressure, P. 

 

pressure in the chamber (Figure 9.3). Figure 9.4 shows an example of such a 

measurement, plotting the pressure (as determined from a pressure sensor within the 

chamber) and charge density (calculated from the measuring circuit as described above) 

versus time. d31 is then extracted using the standard equations for charge density, &q = 

d31YPZT#, and strain (for the setup shown in Figure 9.3, near the center of the wafer), # " 

((1-v
2

MgO)/(1-vPZT))*(3P r
2
/4YMgOt

2
), where Y is Young’s modulus (YMgO " 250 GPa, YPZT 

" 100 GPa), " is Poisson’s ratio ("MgO = 0.18, "PZT = 0.3), P is the air pressure inside the 

chamber, t = 0.5 mm is the thickness of the wafer, and r = 19 mm is the inner radius of 

the pressure chamber. This results in d31 # (&q/P)*(YMgO/YPZT)*((1-vPZT)/(1-

v
2

MgO))*(4t
2
/3r

2
) # 0.0017*(&q/P) # 34 pm/V for the measurement shown in Figure 9.2. 

In addition, polling the sample with an electric field of 100 kV/cm increased d31 to ~75 
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pm/V after ~5 hours (after which not much change was observed). A plot showing this 

increase with poling time can be found in Reference [28]. 

The next step was to etch the PZT film into ribbons and transfer them to PDMS. The 

transferring was achieved by etching the MgO under the ribbons by just the right amount 

so that the ribbons could be pulled off of the MgO with a sheet of PDMS rubber, via van 

der Waals forces. After this process, measurements of the piezoelectric coefficients found 

them to be similar to the measurements before etching & transfer [28]. The initial 

objective of this collaboration was for energy harvesting, so an important measurement 

was the power generated when the material was strained. For these measurements, the 

PZT ribbons were transferred to Kapton (using a thin layer of adhesive, ~2 !m thick), 

followed by deposition of the interdigitated metal lines (Figure 9.2).  

 

9.4 Summary & Future Directions 

In summary, PZT ribbons ~5 !m wide and ~0.3 to 1 !m thick have been transferred 

onto plastic (over regions exceeding 1 cm2), while retaining relatively high piezoelectric 

coefficients. These piezoelectric properties, combined with the expected stiffness of PZT, 

should enable more efficient actuation than PVDF. 

As mentioned in Section 9.2.2, in order for this material to result in superior actuation 

compared with the PVDF bimorph, we need to apply higher electric fields than the 

interdigitated structure can easily allow. To address this, we would like to have a metal 

contact covering the entire top and bottom sides of the PZT ribbons. The advantage of 

such a structure is indicated in Figure 9.5, which plots the expected curvature for the two 

structures (for the interdigitated structure, the predicted curvatures for several metal  
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Figure 9.5 Comparison of curvature between a PZT unimorph and interdigitated 

structures. 

 

line spacings are plotted). For both structures, the PZT ribbons are assumed to have d31 of 

75 pm/V, are 3 !m thick and occupy 20% of the area they cover (to create unilateral 

bending, as mentioned in Section 9.2.2. For the interdigitated structures, the effect of the 

width of the metal lines has been ignored – this would make these structures somewhat 

worse, as the curvature under the metal lines would be zero. The substrate is assumed to 

be 30 !m thick and have a Young’s modulus of 2 GPa. As can be seen in Figure 9.5, the 

standard unimorph structure results in considerably greater curvatures assuming that the 

electrode spacing is greater than the PZT thickness. With the current process, reducing 

this spacing below even ~20 !m is more challenging (due to shorts) than producing PZT 

ribbons a few microns thick. Currently, to avoid leakage, the PZT needed to be ~3 !m 

thick for a 3 mm2 area, but with somewhat thicker films this area could be increased. The 

PVDF bimorph used currently for the “flying carpet” can achieve ~2 m-1 at 100 V DC 
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(see Figure 9.1; the PVDF is 28 !m thick), whereas a PZT unimorph structure should 

achieve this curvature at only 10 V even with ~15 !m thick PZT. 

Besides avoiding leakage in thin PZT layers, there is another challenge for producing a 

standard bimorph structure with the PZT ribbons – coating metal on both the top and 

bottom surfaces of the ribbons, and making contact to each side. If the ribbons are 

transferred with metal only on their top surface, transferring onto a pre-metallized 

substrate could form the bottom contact. However, this may not make a good contact, 

especially since some form of adhesive is needed. A conductive adhesive is one way to 

surmount this, provided it is sufficiently thin and flexible. On the other hand, assuming 

that the MgO can be etched under the ribbons without etching the metal layer between 

the MgO and the PZT, then the process shown in Figure 9.6 could be used to make 

contacts to the bottom and top metal layers after transfer, as follows: First, deposit metal 

(probably platinum, due to its lattice matching with MgO) over most of the MgO wafer, 

but blocking one end (Figure 9.6a). Then grow the PZT layer over the entire wafer and 

deposit the top metal (more freedom to choose this metal; gold is given as an example) 

over most of the wafer, except the end opposite to that blocked previously (Figure 9.6b). 

Next, pattern the ribbons by etching the top metal, PZT, and bottom metal using the same 

mask. If the ribbons are aligned properly, one end should now have no metal on top, 

while the other end will have no metal on the bottom (Figure 9.6c). Then proceed as in 

the standard process [28] – i.e. etching the MgO slightly under the ribbons until they can 

be removed with either a piece of PDMS or an adhesive-coated plastic. Once the ribbons 

are transferred to plastic, contact could be made, with conductive paint, to the ends of the 

ribbons that have metal on the top surface (Figure 9.6d). That might work for contact to  
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Figure 9.6 Proposed process for contacting PZT ribbons. (a) Place a glass slide on one 

end of an MgO wafer, deposit platinum, and remove slide. (b) After PZT growth, place a 

glass slide on the other end of the wafer, deposit gold, and remove slide. (c) Pattern the 

gold, PZT, and platinum, with the same mask. (d) After over-etching of the MgO, 

transfer ribbons to adhesive-coated Kapton. Separate regions of conductive paint contact 

the platinum and the gold. 

 

the bottom metal as well, if the paint can penetrate under the ribbons to contact the metal 

there. Otherwise, a conductive adhesive could be used in that area. This is still potentially 

preferable to using conductive epoxy over the entire area of ribbons, as it allows greater 

freedom in choice of adhesive (i.e. it could be stiffer, for example). Additionally, the 

patterned metal may form a superior bond to the PZT compared with conductive epoxy. 

 

(a) (b) 

(c) (d) 
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Chapter 10 

 

Summary & Future Directions for the “Flying Carpet” 

 

In this chapter we provide a summary of our work on the “flying carpet” in Section 

10.1, and discuss three possible areas for future work – lift in Section 10.2, propulsion in 

two dimensions in Section 10.3, and removal of the near-ground limitation for traveling-

wave based propulsion in Section 10.4.  

 

10.1 Summary 

In summary, we have identified theoretical and practical considerations that are used to 

guide our choice of parameters for the investigation of propulsive forces produced by 

traveling waves in thin sheets of material and chose the materials and structure necessary 

to meet these criteria. We then showed how integrated sensors are used to adjust the 

actuator signals using linear control matrices and feedback, which resulted in near-ideal 

traveling wave shapes. These traveling waves have been produced with amplitudes up to 

~500 µm, and at 100 Hz we have measured forces exceeding 100 µN (resulting in 

velocities over 1 cm/sec) when the sheet is suspended ~1 mm above the ground. The 

velocity is limited by the tethers that support the sheet and provide power. The 

aerodynamic propulsive force that we have demonstrated is theoretically sufficient to 

achieve “flying” of the sheet, provided that it can be freed from its tethers (see Section 
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5.3). The sheet can propel itself uphill (up to a few degrees), but no lift has been observed 

so far. Measurements with passive test samples indicate that at least partial lift can begin 

at ~20-30 cm/s. A free sheet needs to start moving from a position resting on the ground, 

so practical issues such as friction and static electricity have been addressed. This work 

also demonstrates the advantages, in general, of using integrated sensors to control the 

dynamic shape of thin plastic sheets deformed by piezoelectric elements. This could be 

useful for other applications, such as adaptive optics. 

Preliminary work has indicated the feasibility of providing on-board power for the 

sheet, at least for a brief period. In addition, preliminary work was presented on room-

temperature “printed” silicon, which would be useful for thin-film electronics on PVDF, 

due to the low temperature (~60 C) at which PVDF begins to lose its piezoelectric 

properties. Finally, more efficient materials, PZT nanoribbons that can be transferred 

onto flexible substrates, are being developed, which would allow the applied voltages to 

be considerably reduced. 

 

10.2 Lift 

 The next major development needed is the demonstration of lift. As discussed 

theoretically in Section 5.3, and from the measurements with passive test samples in 

Section 7.2, we need the sheet to reach speeds of ~20-30 cm/s before we would expect to 

see lift. The main limitation currently is overcoming friction – various methods to address 

this have been discussed in Chapter 7. Another direction would be to increase the 

propulsive force by developing a more efficient material that could provide larger 

amplitude vibration, as discussed in Chapter 9. In addition, the present system bends ~3 
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times less than expected (Section 3.2), so if this could be addressed, perhaps by using a 

different adhesive, we would also expect to be able to achieve greater propulsive forces.  

For purely demonstration purposes, having a cart that follows the sheet, as discussed in 

Section 7.3, should be sufficient. However, for an actual device, on-board power is 

needed to allow the sheet to move freely. Preliminary work on this area was discussed in 

Section 6.3. 

 

10.3 2-D Propulsion 

An important step needed in the development of an autonomous or remote-controlled 

“flying carpet” is the ability to move in two dimensions, rather than just forward and 

backward. This can be achieved by creating an array of actuators, say 4 by 4 at minimum, 

rather than the linear array of 4 by 1 currently used. If it is possible to control the 

orientation of bending in each actuator, it is clear that traveling waves, and thus 

propulsion, could then be generated in two dimensions. However, even if the bending 

remains unilateral, it should still be possible to produce waves in different directions. For 

example, if a traveling wave is produced in each 4 by 1 array, in the same direction, but 

shifted by a quarter wavelength from one 4 by 1 array to the one next to it, the result 

could be a wave traveling at a 45-degree angle (Figure 10.1). Currently, the ability to add 

additional actuators, as would be needed for 2-D propulsion, is limited by the number of 

external connections that can be managed, practically. Once on-board power is achieved, 

it will become more straightforward to add additional actuators. However, note that if 

each actuator has its own voltage signal applied to it, the weight of the necessary circuitry 

will increase with the number of actuators.  
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Figure 10.1 Illustration of a 45-degree wave produced from unilateral actuation. (a) 

Bending if the four strips of the sheet, each bent in a shifted sine wave, are not connected. 

(b) The idealized result for a continuous sheet (the more actuators there are, the closer 

this would be to reality). 

 

10.4 Overcoming Near-Ground Limitations 

As a practical device, the current rendition is limited by its need to remain very close to 

the ground. This is for two reasons: (1) The propulsive force increases rapidly as the gap 

between the sheet and the ground is decreased. (2) The lift effect is result of the 

aerodynamics near a boundary, which induces a slight tilt in the sheet. To address the 

first reason, it has been suggested (e-mail communication on September 30, 2011 from 

Matthew Riley) that a small gap could be created between two sheets, allowing the air to 

be pumped effectively between the sheets even when the sheet is not near the ground 

(Figure 10.2). This would require attaching the two sheets together with some kind of 

elastics, so they would still be free to vibrate as needed.  This should result in propulsion 

not near the ground, but still no lift. However, it might be feasible to achieve lift by 

having some portion of the sheet bent upwards to provide an angle of attack, like an 

airplane wing. Alternatively, one of the sheets could be an inactive, rigid, sheet, which  

(a) (b) 
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Figure 10.2 Schematic of proposed propulsion mechanism away from the ground. 

 

could be shaped like a wing to induce lift. This could also allow placement of the 

necessary electronic on this inactive sheet, rather than directly on the PVDF one. 
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Appendix A 

 

Publications and Presentations Resulting From This 

Thesis 

 

A.1 Peer-reviewed Publications 

 

• “Fundamental and Experimental Conditions for the Realization of Traveling-

Wave Induced Aerodynamic Propulsive Forces by Piezoelectrically-Deformed 

Plastic Substrates”. Noah T. Jafferis and James C. Sturm. Submitted – under 

consideration. 

 

• “Formation and Post-Deposition Compression of Smooth and Processable 

Silicon Thin Films from Nanoparticle Suspensions”. Noah T. Jafferis and James C. 

Sturm. Journal of Applied Physics 111, 064316 (2012). 

 

• “Traveling Wave-Induced Aerodynamic Propulsive Forces using 

Piezoelectrically Deformed Substrates”. Noah T. Jafferis, Howard A. Stone, and 

James C. Sturm. Applied Physics Letters 99, 114102 (2011). 

  

• “Piezoelectric Ribbons Printed onto Rubber for Flexible Energy Conversion”. Yi 

Qi, Noah T. Jafferis, Kenneth Lyons, Jr., Christine M. Lee, Habib Ahmad, and 

Michael C. McAlpine. Nano Letters 10, 524-528 (2010). 

 

A.2 Conference Presentations 
 

• “Power Analysis and Fundamental and Experimental Conditions for 

Piezoelectrically-Deformed Plastic Substrates for “Flying Carpet” Propulsion” – 

Poster. Materials Research Society (MRS) Spring Meeting, April 2012. San 

Francisco, CA, USA. 



 
  Page 120 

 

• “Traveling Wave Induced Aerodynamic Propulsive Force using Active Control of the 

Dynamic Shape of Piezoelectrically Deformed Plastic Substrates” – Poster. 

European Congress and Exhibition on Advanced Materials and Processes 

(EUROMAT), September 2011. Montpellier, France. 

 

• “Traveling Wave-Induced Aerodynamic Propulsive Force using Active Control of the 

Dynamic Shape of Piezoelectrically-Deformed Plastic Substrates” – Talk. 

International Symposium on Integrated Ferroelectrics (ISIF), August 2011. 

Cambridge University, England. 

 

• “Traveling Wave-Induced Aerodynamic Propulsive Force using Active Control of the 

Dynamic Shape of Piezoelectrically-Deformed Plastic Substrates” – Talk. Materials 

Research Society (MRS) Fall Meeting, December 2010. Boston, MA, USA. 

 

• “Active Control of the Dynamic Shape of Deformable Plastic Substrates” – Poster. 

Flexible Electronics & Displays Conference (FlexTech), February 2010. Phoenix, 

AZ, USA. 

 

• “Printing Silicon from Nanoparticle Suspensions” – Talk. Electronic Materials 

Conference (EMC), June 2009. Penn State, University Park, PA, USA. 

 

• “Printing Silicon from Nanoparticle Suspensions” – Poster. Flexible Electronics & 

Displays Conference (FlexTech), February 2009. Phoenix, AZ, USA. 
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