WHO PROFITS FROM PATENTS? RENT-SHARING AT INNOVATIVE FIRMS

PATRICK KLINE
NEVIANA PETKOVA
HEIDI WILLIAMS
OWEN ZIDAR

This article analyzes how patent-induced shocks to labor productivity propagate into worker compensation using a new linkage of U.S. patent applications to U.S. business and worker tax records. We infer the causal effects of patent allowances by comparing firms whose patent applications were initially allowed to those whose patent applications were initially rejected. To identify patents that are ex ante valuable, we extrapolate the excess stock return estimates of Kogan et al. (2017) to the full set of accepted and rejected patent applications based on predetermined firm and patent application characteristics. An initial allowance of an ex ante valuable patent generates substantial increases in firm productivity and worker compensation. By contrast, initial allowances of lower ex ante value patents yield no detectable effects on firm outcomes. Patent allowances lead firms to increase employment, but entry wages and workforce composition are insensitive to patent decisions. On average, workers capture roughly 30 cents of every dollar of patent-induced surplus in higher earnings. This share is roughly twice as

*We are very grateful to Joey Anderson, Ivan Badinski, Jeremy Brown, Alex Fahey, Sam Grondahl, Stephanie Kestelman, Tamri Matiashvili, Mahnum Shahzad, Karthik Srinivasan, and John Wieselthier for excellent research assistance and to Daron Acemoglu, Lawrence Katz, Bentley MacLeod, John Van Reenen, four anonymous referees, and seminar participants at Brown, Dartmouth, the LSE/IFS/STICERD seminar, Michigan, Michigan State, MIT, NBER Labor Studies, NBER Productivity, Northwestern, NYU, Princeton, Stanford, Stanford GSB, the Toulouse Network for Information Technology, UC-Berkeley, UC-Irvine, UIUC, Chicago Booth, and the Washington Center for Equitable Growth for helpful comments. The construction of some of the data analyzed in this article was supported by the National Institute on Aging and the NIH Common Fund, Office of the NIH Director, through Grant U01-AG046708 to the National Bureau of Economic Research (NBER); the content is solely the responsibility of the authors and does not necessarily represent the official views of the NIH or NBER. This work/research was also funded by the Ewing Marion Kauffman Foundation; the contents of this publication are solely the responsibility of the grantee. Financial support from the Alfred P. Sloan Foundation, NSF Grant nos. 1151497 and 1752431, the Washington Center for Equitable Growth, the Kathryn and Grant Swick Faculty Research Fund, and the Booth School of Business at the University of Chicago are also gratefully acknowledged. Opinions expressed in the article do not necessarily represent the views and policies of the U.S. Department of the Treasury.

© The Author(s) 2019. Published by Oxford University Press on behalf of President and Fellows of Harvard College. All rights reserved. For Permissions, please email: journals.permissions@oup.com

Advance Access publication on March 27, 2019.

1343
high among workers present since the year of application. These earnings effects are concentrated among men and workers in the top half of the earnings distribution and are paired with corresponding improvements in worker retention among these groups. We interpret these earnings responses as reflecting the capture of economic rents by senior workers, who are most costly for innovative firms to replace. JEL Codes: J01, O3, O34.

I. INTRODUCTION

Competitive models of labor markets are predicated on the notion that firms have no power to set wages. However, there is mounting empirical evidence that firms contribute substantially to wage inequality among identically skilled workers (Card, Heining, and Kline 2013; Barth et al. 2016; Jäger 2015; Card, Cardoso, and Kline 2016; Goldschmidt and Schmieder 2017; Helpman et al. 2017; Abowd, McKinney, and Zhao 2018; Sorkin 2018; Song et al. 2019). This emerging evidence has renewed interest in mechanisms through which variation in firm productivity can influence worker pay (see Lentz and Mortensen 2010; Manning 2011 for reviews).

While a sizable empirical literature has documented that fluctuations in firm performance and worker compensation are strongly related (Card et al. 2018), these correlations are open to widely varying interpretations. Early studies (e.g., Christofides and Oswald 1992; Blanchflower, Oswald, and Sanfey 1996) estimated industry-level relationships that could simply reflect competitive market dynamics. A second generation of studies (Van Reenen 1996; Hildreth 1998; Abowd, Kramarz, and Margolis 1999) used firm-level data to study how shocks to firm performance translate into worker pay but was unable to adjust for potential changes in worker composition. More recent work (Guiso, Pistaferri, and Schivardi 2005; Card, Devicienti, and Maida 2014; Lamadon 2014; Card, Cardoso, and Kline 2016; Carlsson, Messina, and Skans 2016; Mogstad, Setzler, and Lamadon 2017; Friedrich et al. 2019) adjusts for composition biases by examining the comovement between changes in firm productivity and the wage growth of incumbent workers. However, observational fluctuations in standard labor productivity measures are likely to reflect a number of factors (e.g., market-wide fluctuations in product demand, changes in nonpecuniary firm amenities, drift in labor market institutions) that can influence wages without necessarily signaling a violation of price-taking behavior by firms.
In this article, we analyze how patent-induced shocks to firm performance propagate into worker compensation. Patent allowances offer a useful source of variation because they provide firms with well-defined monopoly rights that can yield a prolonged stream of potentially substantial economic rents. Standard models of frictional labor markets (e.g., Pissarides 2000, 2009; Hall and Milgrom 2008) suggest that these product market rents will be shared with workers whenever the employment relationship is (re)negotiated, yet surprisingly little is known about how broadly patent-generated rents are shared in practice.

Our analysis relies on a new linkage of two data sets: (i) the census of published patent applications submitted to the U.S. Patent and Trademark Office (USPTO) between roughly 2001 and 2011 and (ii) the universe of U.S. Treasury business tax filings and worker earnings histories drawn from W2 and 1099 tax filings. The business tax filings data offers a high-quality set of firm-level variables, from which we are able to construct multiple measures of firm performance. Likewise, the business and worker tax filings provide a window into compensation outcomes for many different types of workers, including firm officers and owners, who prevail at the top of the income distribution (Smith et al. 2019).

We infer the causal effect of patent allowances by comparing firms whose applications were initially allowed to those whose applications were initially rejected. Within so-called art units (technological areas designated by the USPTO), firms with initially allowed and initially rejected applications submitted in the same year are found to exhibit similar levels and trends in outcomes prior to their initial patent decision. We also document that initial patent decisions are difficult to predict based on firm characteristics or geography, corroborating the view that these decisions constitute truly idiosyncratic (as opposed to market-level) shocks.

It is well known that most patents generate little ex post value to the firm (Pakes 1986; Hall, Jaffe, and Trajtenberg 2001). We build on insights from two recent studies to identify a subsample of valuable patents that induce meaningful shifts in firm outcomes at the time the patents are allowed. First, following the work of Farre-Mensa, Hegde, and Ljungqvist (2017), we restrict our analysis to firms applying for a patent for the first time, for which patent decisions are likely to be more consequential. Second, among this sample of first-time applicants, we build on the analysis of Kogan et al. (2017) who use event studies to estimate the excess stock market return realized on the grant date of U.S.
patents assigned to publicly traded firms. Specifically, we develop a methodology for extrapolating Kogan et al.’s patent value estimates to the nonpublicly traded firms in our sample, and to firms whose patent applications are never granted. We use characteristics of firms and their patent applications that are fixed at the time of application as the basis for extrapolating patent values and show that these value estimates are strong predictors of treatment effect heterogeneity in our sample. These value estimates also provide us with an additional validation of our research design: patents with low predicted value are found to have economically small and statistically insignificant effects on firm performance and worker compensation.

Using these data, we investigate the consequences of obtaining an ex ante valuable patent allowance for firm performance and worker compensation, and relate our findings to different explanations for the propagation of firm-specific shocks into worker wages. Corroborating recent research based on U.S. Census data (Balasubramanian and Sivadasan 2011), we find that firm size and average labor productivity rise rapidly in response to initial allowances of ex ante valuable patents. The average wage and salary income of workers at these firms rises in tandem with measures of average labor productivity. An allowance of a patent application in the top quintile of ex ante predicted value raises firm-level surplus—defined as the sum of W2 earnings and business earnings before interest, taxes, and depreciation—by roughly $12,400 per W2 employee per year, while W2 earnings at the firm rise by approximately $3,700 per worker per year.

Patent allowances not only raise average earnings at assignee firms but also exacerbate within-firm inequality on a variety of margins. Earnings impacts are heavily concentrated among employees in the top quartile of the within-firm earnings distribution and among employees listed on firm tax returns as firm officers. Likewise, we find that the earnings of owner-operators rise more than those of other employees. Earnings of male employees rise strongly in response to a patent allowance, and the earnings of female employees are less responsive to patent decisions.

A handful of previous studies have investigated how inventor wages change in response to patent applications or patent grants (Toivanen and Väänänen 2012; Depalo and Di Addario 2014; Aghion et al. 2018; Bell et al. 2019). Consistent with these results, we find that the earnings of “inventors”—defined as
employees ever listed as inventors on a patent application as in Bell et al. (2019)—respond to patent allowance decisions. Inventor earnings are more responsive to patent allowance decisions than are the earnings of noninventors, similar to the findings presented in contemporaneous work by Aghion et al. (2018), which analyzes how inventor and noninventor earnings in Finnish firms evolve before and after patent applications are filed.

Although these impacts on firm aggregates could, in principle, be confounded by compositional changes, we find no evidence that innovative firms upgrade the quality of their workforce in response to patent allowances. Although patent allowances lead firms to expand by hiring slightly younger workers, the average prior earnings of both new hires and firm separators is unaffected by patent decisions, suggesting that there are no major changes in the skill composition of worker inflows to or outflows from the firm on a year-to-year basis.

Different theoretical frameworks offer divergent predictions about how firm-specific shocks will affect the wages of new and incumbent workers. Empirically, the earnings of workers who were employed by the firm in the year of application respond very strongly to patent decisions. Having a valuable patent allowed raises the average earnings of these “firm stayers” by roughly $7,800 (approximately 11%) a year. These gains appear to be concentrated among firm stayers who, in the year of application, were located in the top half of the firm’s earnings distribution. We also find that the earnings of male firm stayers respond more strongly to patent allowances than those of female firm stayers, which are estimated to be positive, albeit somewhat imprecise. By contrast, we are unable to detect any response of entry wages to patent allowances, which is inconsistent with the predictions of both static wage-posting models and traditional bargaining models involving Nash-style surplus splitting at the time of hiring (Pissarides 2000, 2009; Hall and Milgrom 2008). While some dynamic wage-posting models (e.g., Postel-Vinay and Robin 2002) can generate drops in entry wages in response to a productivity increase, these models predict greater wage growth for new hires, a phenomenon for which we also find no evidence. A candidate explanation for such “insider/outsider” distinctions in earnings impacts is that the wage fluctuations of incumbent workers represent changes in market perceptions of a worker’s underlying ability (Gibbons and Murphy 1992; Holmström 1999). However, we find much smaller and statistically insignificant earnings effects for workers who
leave the firm, suggesting that our results are unlikely to be driven by public learning about worker quality.

To interpret our findings, we sketch a simple model in which incumbent workers are imperfectly substitutable with new hires. As in Becker (1964), Stevens (1994), and Manning (2006), this mechanism provides an avenue for incumbents to extract rents from the firm in the form of wage premia. Motivated by this framework, we fit a series of “rent-sharing” specifications analogous to standard cost-price pass-through specifications used to study imperfect competition in product markets (Goldberg and Hellerstein 2013; Weyl and Fabinger 2013; Gorodnichenko and Talavera 2017). Using patent decisions as an instrument for firm surplus, we find that worker earnings rise by roughly 29 cents of every dollar of patent allowance-induced surplus, with an approximate elasticity of 0.35, which is comparable to the earlier estimates of Abowd and Lemieux (1993) and Van Reenen (1996) that were based on firm-level aggregates. Importantly, failing to instrument for surplus yields smaller elasticities, closer to those in the recent studies reviewed by Card et al. (2018) that assume statistical innovations to average labor productivity constitute structural productivity shocks. Consistent with our model, rent-sharing with firm stayers is more pronounced than it is with average workers: stayers capture roughly 61 cents of every dollar of surplus for an approximate elasticity of 0.56. When we exclude employees ever listed as inventors on a patent, pass-through to firm stayers falls to roughly 48 cents with a corresponding elasticity of 0.5. Though this elasticity estimate is larger than what has been found by most previous studies, its 90% confidence interval encompasses many estimates in the literature.

In our model, firms share rents with incumbent workers to increase the odds of retaining them. We provide event study evidence that retention rises in response to patent allowances, with larger responses among workers in the top half of the earnings distribution. The fact that groups experiencing the largest earnings responses exhibit the largest retention responses strongly suggests that the earnings fluctuations we measure constitute rents, rather than, say, risk-sharing arrangements that hold workers to a participation constraint (Holmström 1979, 1989). Using the patent decision as an instrument for wages, we estimate a retention-wage elasticity of roughly 1.2, with a 90% confidence interval ranging from 0.46 to 3.08. When converted to a separation-wage elasticity, our point estimate lies near the
Viewed through the lens of our model, our point estimates imply that incumbent workers capture roughly 73% of their replacement costs in wage premia. We estimate that the marginal replacement cost of an incumbent worker at a firm receiving a patent allowance is roughly equal to a new hire’s annual earnings. These findings suggest that separations of key personnel can be extremely costly to innovative firms, even when these employees are not themselves inventors. More broadly, our results suggest that the influence of firm conditions on worker wages depends critically on their degree of replaceability, which may be influenced by the duration of the relationship between the worker and firm and a worker’s position within the firm hierarchy, issues emphasized in recent empirical studies of wage setting at European firms by Buhai et al. (2014), Jäger (2015), and Garin and Silvério (2017). In contrast with European settings, the legal barriers to hiring and firing workers are comparatively minimal for the set of newly innovative U.S. firms that are the focus of our analysis. The fact that seniority appears to mediate the propagation of firm shocks into worker earnings even in this sample of firms strongly suggests an important role for relationship-specific investments in the generation of labor market rents.

II. INTERPRETING WAGE FLUCTUATIONS

In this section, we sketch a simple model of wage determination designed to interpret the propagation of firm-specific productivity shocks into wages. Our model is tailored to the newly innovative firms that are the focus of our empirical analysis. For the purposes of motivating our model, two features of these firms are notable. First, these firms are relatively small: the median firm in our estimation sample employs 17 workers in the year of its first patent application.1 Such firms seem unlikely to possess significant market power over new hires or have reputations that allow them to credibly commit to backloaded compensation schemes. Second, the innovative work conducted at these firms is

1. Although the firms in our sample are small relative to, say, firms included in the Compustat data, they should not be thought of as anomalously small in size. Axtell (2001) finds using economic census data that the modal U.S. firm size is one employee, and the median is three (four if size-zero firms are not counted).
necessarily specialized and proprietary in nature, likely making it costly to replace incumbent employees with new hires. As in Becker (1964), Stevens (1994), and Manning (2006), the imperfect substitutability of incumbent workers with new hires provides an avenue for incumbent workers to extract rents from the firm in the form of wage premia.

Our model yields a linear wage-setting rule similar to those found in many search models with multilateral bargaining (Pissarides 2000; Cahuc and Wasmer 2001; Acemoglu and Hawkins 2014), as well as in much of the classic literature on union wage bargaining (Brown and Ashenfelter 1986). We use this framework to motivate standard empirical “rent-sharing” specifications and clarify the endogeneity problems that arise when estimating the transmission of firm-specific shocks to wages. We then discuss the assumptions under which patent allowance decisions can facilitate the identification of economic parameters of interest.

II.A. Preliminaries

We work with a one-period model. Each firm $j \in \{1, \ldots, J\}$ begins the period with $I_j$ incumbent workers and a nonwage amenity value $A_j$ capturing factors such as geographic location and work environment. The firm can hire as many new workers as desired at competitive market wage $w^m_j = w^m(A_j)$. As in classic hedonic models (e.g., Rosen 1986), the wage demanded by new hires will tend to be decreasing in the value of these amenities (i.e., $\frac{\partial}{\partial A_j} w^m(A_j) \leq 0$), which leads entry wages to vary by firm despite the perfectly competitive nature of this market.

Hiring $N_j$ new workers requires paying a training and recruiting cost $c(N_j, I_j)$. The function $c(\cdot, \cdot)$ exhibits constant returns to scale, which implies

$$c(N_j, I_j) = c\left(\frac{N_j}{I_j}\right) I_j.$$ 

We assume $c(\cdot)$ is twice differentiable and convex.

The firm chooses a wage $w^I_j \geq w^m_j$ for incumbent workers at the beginning of the period. After the wage is posted, incumbent workers receive outside job offers. These offers are nonverifiable, in part because they may involve nonwage amenities and therefore cannot be matched. However, the firm knows the offers have wage-equivalent values drawn from the following translated beta
distribution

\[ G_j(\omega) = \left( \frac{\omega - w^m_j}{\bar{w}_j - w^m_j} \right)^\eta \text{ for } \omega \in [w^m_j, \bar{w}_j], \]

where \( \bar{w}_j > w^m_j \) is the maximum value of an outside offer. As \( \eta \) grows, offers become concentrated around \( \bar{w}_j \), while as \( \eta \) tends toward 0, offers become concentrated around \( w^m_j \).

Workers receiving outside offers with value greater than the incumbent wage separate from the firm. Consequently, \( G_j(w^I_j)I_j \) incumbent workers are retained for production activities. Note that \( \eta \) can therefore be interpreted as the elasticity of worker retention with respect to the incumbent wage premium \( w^I_j - w^m_j \).

At the end of the period, the firm produces \( Q_j = T_jL_j \) units of output where \( L_j = N_j + G_j(w^I_j)I_j \) gives the number of retained workers and \( T_j \) gives the firm’s “physical” productivity. Output is sold on a monopolistically competitive product market with inverse product demand \( P_j(Q_j) = P^*_j Q_j^{-\frac{1}{\varepsilon}} \), where \( P^*_j > 0 \) is a firm-specific constant capturing the firm’s product market power and \( \varepsilon > 1 \) gives the elasticity of demand. After selling its output and paying the retained workers, the firm shuts down.

II.B. The Firm’s Problem

The firm chooses the number of new hires \( N_j \) and an incumbent wage \( w^I_j \) to maximize profits. Formally, its problem is to:

\[
\max_{w^I_j, N_j} P^*_j \left[ T_j (G_j(w^I_j)I_j + N_j) \right]^{1-\frac{1}{\varepsilon}} - c \left( \frac{N_j}{I_j} \right) I_j - w^m_j N_j - w^I_j G(w^I_j)I_j.
\]

At an optimum, the firm equates the marginal cost of a new hire to her marginal revenue product (MRP):

\[
(1) \quad w^m_j + c' \left( \frac{N_j}{I_j} \right) = \left( 1 - \frac{1}{\varepsilon} \right) \frac{P(Q_j) Q_j}{L_j} \equiv MRP_j.
\]
Note that the marginal cost of a hire exceeds the market wage by the amount of the training/recruiting cost $c' \left( \frac{N_j}{I_j} \right)$, which is increasing in the gross hiring rate $\frac{N_j}{I_j}$.

For incumbent wages, the first-order condition can be written:

\[
(2) \quad MRP_j = w^I_j + \frac{w^I_j - w^m_j}{\eta} \text{ infrahngural wage cost}
\]

As in monopsony models, the firm equates the marginal revenue product of an incumbent worker to her marginal factor cost, which consists of her wage $w^I_j$ plus a term capturing the costs of raising wages for inframarginal incumbents. As the retention elasticity $\eta$ approaches infinity, this term collapses to the standard neoclassical requirement that the marginal revenue product of an incumbent worker equal her wage.

**II.C. Rent Sharing**

Subtracting equations (1) and (2), we arrive at the following expression for the incumbent wage premium:

\[
(3) \quad w^I_j - w^m_j = \frac{\eta}{1 + \eta} c' \left( \frac{N_j}{I_j} \right).
\]

Incumbents are paid a premium over new hires in proportion to their marginal training/recruiting costs $c' \left( \frac{N_j}{I_j} \right)$. When $c' \left( \frac{N_j}{I_j} \right) = 0$, incumbent workers are replaceable. In this case, the firm views new hires and incumbents as perfect substitutes and pays them equivalently. The fraction $\frac{\eta}{1 + \eta} \in [0, 1]$ plays the role of the exploitation index in classic monopsony models (Manning 2011) where $\eta$ would correspond to a firm-specific labor supply elasticity. As the retention elasticity $\eta$ approaches infinity, incumbents capture their full (marginal) replacement cost in the form of elevated wages. As $\eta$ tends toward 0, the outside options of incumbents deteriorate, allowing the firm to retain them at the market wage $w^m_j$ and capture the rents in the employment relationship.

Plugging equation (3) into equation (1) yields an expression for the incumbent wage that is useful for motivating our empirical
rent-sharing specifications:

\[ w^I_j = \frac{1}{1 + \eta} w^m_j + \frac{\eta}{1 + \eta} MRP_j \]

\[ = (1 - \theta) w^m_j + \theta MRP_j, \]

where \( \theta = \frac{\eta}{1 + \eta} \). Workers are paid a \( \theta \)-weighted average of their marginal productivity and the market wage \( w^m_j \). Rewriting \( \theta = \frac{w^I_j - w^m_j}{MRP_j - w^m_j} \) illustrates the link to models with Nash wage bargaining in which \( \theta \) gives the fraction of marginal match surplus paid out in wage premia.\(^2\) As the retention elasticity \( \eta \) increases, \( \theta \) rises and workers capture more of the surplus.

The parameter \( \theta \) has a clear causal interpretation: a dollar increase in marginal productivity yields a \( \theta \)-cent pay increase for incumbents. It is useful to review briefly why marginal products can vary in this model. In the special case where incumbents are replaceable (\( c' \left( \frac{N_j}{I_j} \right) = 0 \)), equation (1) implies the marginal revenue product would be pinned to the market wage \( w^m_j \). Hence, there would be no scope for fluctuations in \( MRP_j \) other than due to shifts in the amenity vector \( A_j \). But when incumbents are not replaceable, \( MRP_j \) will also respond to fluctuations in “revenue productivity” \( P^0_j T_j \). As described below, our empirical approach uses variation in patent allowances to isolate the variation in \( MRP_j \) that arises due to exogenous fluctuations in revenue productivity.

II.D. Estimating Pass-Through

We can operationalize equation (4) by plugging in the definition of \( MRP_j \) to get:

\[ w^I_j = (1 - \theta) w^m_j + \theta \left( 1 - \frac{1}{\varepsilon} \right) \frac{P_j Q_j}{L_j} \]

\[ = (1 - \theta) w^m_j + \pi S_j. \]

2. Stole and Zwiebel (1996) propose a multilateral bargaining framework where workers and firms also bargain over inframarginal products. This bargaining concept is embedded in a search and matching framework by Acemoglu and Hawkins (2014). Given our assumption of a constant product demand elasticity, the wage rule that results from the Stole-Zwiebel approach is analogous to equation (4) with the modification that the weights on the reservation wage and marginal revenue product need not sum to 1.
The last line of this expression is a standard empirical rent-sharing specification relating incumbent wages at the firm to a measure of average labor productivity $S_j = \frac{P_j Q_j}{L_j}$, which we refer to as gross surplus per worker.

The parameter $\pi = \theta (1 - \frac{1}{\epsilon})$ governs pass-through of gross surplus to wages and can be thought of as the labor market analog of cost-price pass-through coefficients often used to study imperfect competition in product markets (Goldberg and Hellerstein 2013; Weyl and Fabinger 2013; Gorodnichenko and Talavera 2017). The term $(1 - \frac{1}{\epsilon})$ is an adjustment factor that converts average labor productivity to marginal labor productivity. While $\pi$ is our primary parameter of interest, we also explore calibrations of $\epsilon$ and consider the implied values of the structural rent-sharing coefficient $\theta$.

Card et al. (2018) review several studies that use panel methods to assess the relation between the wage growth of incumbent workers and fluctuations in various measures of firm surplus. Equation (5) suggests that such specifications will suffer from omitted variables bias whenever surplus fluctuations are correlated with changes in the market wage $w^m_j$. For example, shocks to firm productivity may contain a market-wide component. If all firms in a market become more productive, market wages will rise. This possibility would lead to a misattribution of market-level wage adjustments to rent-sharing and a corresponding upward bias in OLS estimates of $\pi$.

A different class of potential biases arises from unobserved shocks to the amenity value of a firm. Suppose the work environment at a firm improves and leads to a decrease in $w^m_j$. This improvement will lead, ceteris paribus, to an increase in firm scale, which will tend to depress average labor productivity through drops in the product price $P_j(Q_j)$. Consequently, such shocks will induce a positive covariance between $w^m_j$ and $S_j = P_0 T_j^{1-\frac{1}{\epsilon}} L_j^{-\frac{1}{\epsilon}}$ and hence lead to an overstatement of the degree of rent-sharing. However, unobserved amenity shocks could also exert a direct effect on productivity. For example, recent empirical literature finds that variation in management practices affects worker morale and productivity (Bloom and Van Reenen 2007; Bender et al. 2018). A new manager who motivates workers could plausibly raise total factor productivity $T_j$ while lowering the market wage $w^m_j$ via increases in the amenity value $A_j$ of the firm. This possibility would lead to an underestimate of rent-sharing as the
productivity shock is accompanied by an unobserved amenity shock.

II.E. Instrumenting with Patent Decisions

To circumvent these endogeneity problems, we use the initial decision of the USPTO on a firm’s first patent application as an instrument for the firm’s surplus. Patents could influence average labor productivity through two channels, both of which provide valid identifying variation. First, a patent grant could raise a firm’s product price intercept \( P^0_j \) by creating a barrier to competition by rival firms. Second, a patent grant could raise a firm’s TFP \( T_j \) by making it profitable for the firm to implement the patented technology.

We document below that within observable strata, the USPTO’s initial decision on a given patent application is unrelated to trends in firm performance, suggesting that initial patent decisions are as good as randomly assigned with respect to counterfactual changes in firm outcomes. Consistent with this evidence, we also document below that it is hard to predict initial decisions using firm characteristics in the year of application. Finally, we assume that patent decisions are uncorrelated with fluctuations in the market wage \( w^m_j \). In the model above, this condition is sufficient to ensure that instrumenting \( S_j \) with the patent allowance isolates exogenous variation in revenue productivity \( P^0_jT_j \) and identifies the pass-through parameter \( \pi \).

The assumption that patent decisions are uncorrelated with fluctuations in \( w^m_j \) merits further discussion in our setting because several violations of this condition are conceivable, most of which are not explicitly modeled in the above framework. A first concern

3. Van Reenen (1996) also investigated patents as a source of variation, but found them to be a relatively weak predictor of firm profits in his sample of firms (see his note 11). This finding is in keeping with the notion that most patents generate little ex post value to the firm (Pakes 1986), motivating our focus on ex ante valuable patent applications as described in Section V. A natural alternative empirical strategy in our setting would be to use the leniency of the patent examiner assigned to review the patent application as an instrument, as in Sampat and Williams (forthcoming). Unfortunately, this strategy reduces the precision of our estimates to the point of being uninformative.

4. Perhaps the classic example is patents on branded small-molecule pharmaceuticals. In the absence of patents, many branded pharmaceuticals would experience near-immediate entry of generic versions, which compete with branded pharmaceuticals at close to marginal cost prices.
is that patent allowances might lead the firm to demand more hours from workers, in which case $w^m_j$ would rise. However, we would expect this to be a short-run phenomenon that dissipates as the firm expands toward its new target size, and we find no evidence of such wage dynamics in the data. A different sort of violation would occur if patents shift expectations about firm growth and therefore about the future earnings growth of workers. This sort of mechanism arises in dynamic wage-posting models with offer matching (Postel-Vinay and Robin 2002) and would imply that $w^m_j$ falls in response to an allowance. However, such a violation would also imply that initial allowances should raise the wage growth of new hires, an assertion for which we find no empirical support.

A second concern is that initial allowance decisions might be geographically correlated, in which case instrumenting with initial allowances might pick up market-wide fluctuations in $w^m_j$. We show that the intraclass correlation of initial patent allowances within geography and sector is indistinguishable from 0, which suggests that allowances are best thought of as truly firm-specific shocks. We find no impact of patent allowances on the earnings of workers in their first year of employment with a firm, which should provide a reasonable proxy of the market wage $w^m_j$. Because all of the above concerns involve correlations between patent allowances and fluctuations in the market wage $w^m_j$, this provides a strong corroboration of the exogeneity of the patent allowance instrument.

A final concern is that firms may respond to patent decisions by changing the composition of their workforce. By leveraging the panel structure of our data, we can directly investigate whether firms change their composition of new hires (or separations) in response to patent allowances. We also address this concern by analyzing the wage growth of incumbent workers, which by construction differences out any selection on time-invariant characteristics. In practice, we find that such adjustments have little effect on our estimates of the pass-through parameter $\pi$.

III. Data and Descriptive Statistics

To conduct our empirical analysis, we construct a novel linkage of several administrative databases, which provides us with panel data on the patent filings, patent allowance decisions, and outcomes of U.S. firms and workers.
III.A. USPTO Patent Applications

We begin with public-use administrative data on the universe of patent applications submitted to the USPTO since late 2000.\(^5\) We link these published U.S. patent applications with several USPTO administrative data sets. Because published patent applications are not required to list the assignee (owner) of the patent, approximately 50% of published patent applications were originally missing assignee names. We worked with the USPTO to gain access to a separate public-use administrative data file that allows us to fill in assignee names for most of these applications. The public-use USPTO PAIR (Patent Application Information Retrieval) administrative data records the full correspondence between the applicant and the USPTO, allowing us to infer the timing and content of the USPTO’s initial decision on each patent application and other measures of USPTO and applicant behavior. Details on these and the other patent-related data files that we use are included in Online Appendix A.\(^6\)

Table I, Panel A describes the construction of our patent application sample. Our full sample consists of the roughly 3.6 million patent applications filed on or after November 29, 2000, that were published by December 31, 2013; we restrict attention to applications filed on or before December 31, 2010, to limit the impact of censoring. We drop around 400,000 applications that are missing assignee names and therefore cannot be matched to business tax records. We also limit our sample to standard (so-called utility) patents.\(^7\)

To focus on a subset of firms for which patent allowances are most likely to induce a meaningful shift in firm outcomes, we make several restrictions that aim to limit our sample to first-time patent applicants. First, we drop so-called child applications that are derived from previous patent applications. Second, we retain the earliest published patent application observed for each

5. The start date of our sample is determined by the American Inventors Protection Act of 1999, which required publication of nearly the full set of U.S. patent applications filed on or after November 29, 2000. We say “nearly” because our sample misses patent applications that opt out of publication; Graham and Hegde (2014) use internal USPTO records to estimate that around 8% of USPTO applications opt out of publication.

6. Please refer to the Online Appendix for all appendix materials.

7. Utility patents, also known as “patents for invention,” comprise approximately 90% of USPTO-issued patent documents in recent years; see https://www.uspto.gov/web/offices/ac/ido/oeip/taf/patdesc.htm for details.
### TABLE I
SAMPLE CONSTRUCTION

<table>
<thead>
<tr>
<th></th>
<th>Application-assignee pairs</th>
<th>Applications</th>
<th>Assignees</th>
<th>EINs</th>
</tr>
</thead>
<tbody>
<tr>
<td><strong>Panel A: USPTO sample</strong></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Full sample</td>
<td>3,737,351</td>
<td>3,601,913</td>
<td>317,370</td>
<td>—</td>
</tr>
<tr>
<td>Filed between 2000 and 2010</td>
<td>3,063,980</td>
<td>2,954,507</td>
<td>279,936</td>
<td>—</td>
</tr>
<tr>
<td>Nonmissing assignees</td>
<td>2,708,829</td>
<td>2,599,373</td>
<td>279,935</td>
<td>—</td>
</tr>
<tr>
<td>Nonchild applications</td>
<td>1,341,843</td>
<td>1,295,649</td>
<td>130,619</td>
<td>—</td>
</tr>
<tr>
<td>Utility applications</td>
<td>1,339,146</td>
<td>1,293,054</td>
<td>130,113</td>
<td>—</td>
</tr>
<tr>
<td>First application by assignee</td>
<td>130,113</td>
<td>125,613</td>
<td>130,113</td>
<td></td>
</tr>
<tr>
<td>No prior grant to assignee</td>
<td>99,871</td>
<td>95,767</td>
<td>99,871</td>
<td></td>
</tr>
<tr>
<td><strong>Panel B: USPTO-tax merge</strong></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>First application by EIN</td>
<td>—</td>
<td>39,452</td>
<td>39,814</td>
<td>81,934</td>
</tr>
<tr>
<td>No prior grant to EIN</td>
<td>—</td>
<td>37,714</td>
<td>—</td>
<td>81,877</td>
</tr>
<tr>
<td>EIN with largest revenue</td>
<td>—</td>
<td>35,643</td>
<td>—</td>
<td>78,291</td>
</tr>
<tr>
<td>Active firms</td>
<td>—</td>
<td>9,732</td>
<td>—</td>
<td>9,732</td>
</tr>
</tbody>
</table>

**Notes.** This table describes the construction of our analysis sample. When selecting the first application by each assignee by date of filing (“First application by assignee”), ties are broken by taking the smallest application number. When selecting the first application for each EIN (“First application by EIN”), we drop EINs with more than one first application. When removing assignees (“No prior grant to assignee”) and EINs (“No prior grant to EIN”) with prior grants, we do so by checking against the assignees and EINs for the census of patents granted since 1976 and filed before November 29, 2000. When selecting the EIN with the largest revenue (“EIN with largest revenue”), we compare based on the revenue in the year of the application. Active firms are defined as EINs with nonzero/nonmissing total income or total deductions in the application year and in the three previous years, a positive number of employees in the application year, and revenue less than $100 million in 2014 dollars.

assignee in our sample. Finally, we exclude assignees which we observe to have had patent grants prior to the start of our published patent application sample. Ideally, we would exclude assignees that had patent applications (not just patent grants) prior to the start of our published patent application sample, but unsuccessful patent applications filed before November 29, 2000, are not publicly available. These restrictions leave a sample of around 96,000 patent applications, which we then attempt to match to our U.S. Treasury business tax files.

8. Because USPTO procedure assigns application numbers sequentially, we break ties in the cases in which a given assignee submits multiple applications on the same day by taking the smallest application number.

9. We search for such patent grants going back to 1976, the date after which electronic patent grant records are most easily available. Given the firms in our sample, the likelihood that a firm had a patent granted prior to 1976 seemed sufficiently small not to warrant a more extensive attempt to match to earlier patent grants.
We link Treasury business tax filings with worker-level filings. Annual business tax returns record firm outcomes from Form 1120 (C-corporations), 1120S (S-corporations), and 1065 (partnership) forms and cover the years 1997–2014. The key variables that we draw from the business tax return filings are revenue, value added, EBITD (earnings before interest, taxes, and deductions), and labor compensation; these are defined in more detail in Online Appendix A.

We link these business tax returns to worker-level W2 and 1099 filings to measure employment and compensation for employees (e.g., wage bill) and independent contractors, respectively, at the firm-year level. The relevant variables are defined in more detail in Online Appendix A. We winsorize all monetary values in the tax files from above and below at the 5% level, which is standard when working with the population of U.S. Treasury business tax files (see, for example, Yagan 2015; DeBacker et al. 2016). Since our analysis focuses on per-worker outcomes, we winsorize outcomes on a per-worker basis.

To distinguish employment and compensation for inventors and noninventors, we use Bell et al.’s (2019) merge of inventors listed in patent applications to W2 filings. Inventors are defined as individuals ever appearing in the Bell et al. (2019) patent application–W2 linkage, rather than individuals listed as inventors on the specific patent application relevant to a given firm in our sample.

We build on the name standardization routine used by the NBER’s Patent Data Project (https://sites.google.com/site/patentdataproject/) to implement a novel firm name–based merge of patent assignees to firm names in the U.S. Treasury business tax files. Specifically, we standardize the firm names in both the patent data and (separately) the Treasury business tax files to infer that, for example, “ALCATEL-LUCENT U.S.A., INC.,” “ALCATEL-LUCENT USA, INCORPORATED,” and “ALCATEL-LUCENT USA INC” are all the same firm. We then conduct a fuzzy merge of standardized assignee names to standardized firm names in the business tax files using the SoftTFIDF algorithm based on a Jaro-Winkler distance measure. This merge is described in more detail in Online Appendix A.
To assess the quality of our merge, we conduct two quality checks: first, we validate against a hand-coded sample; second, we validate against the inventor-based linkage of Bell et al. (2019). As described in Online Appendix A, the results of these validation exercises suggest that our merge is of relatively high quality, with type I and II error rates on the order of 5%.

Table I, Panel B describes our linkage between the USPTO patent applications data and the U.S. Treasury business tax files. Of the \( \sim 96,000 \) patent applications we attempt to match to the U.S. Treasury business tax files, we match around 40,000 patent applications. The USPTO estimates that in 2015 approximately 49.6% of patent grants were filed by U.S.-based assignees, which implies our match rate to U.S.-tax-paying entities is on the order of 83%.\(^{10}\) These 40,000 patent applications are matched to \( \sim 40,000 \) standardized firm names in the Treasury business tax files, which correspond to 82,000 firms (employer identification numbers, or EINs).

We build the analysis sample from these 82,000 EINs in four steps. Our goal here is to construct a unique and well-defined match between patent applications and firms in a subset of firms for which patent allowances are most likely to induce a meaningful shift in firm outcomes.\(^{11}\) First, we attempt to restrict our postmerge tax analysis sample to first-time patent applicants by retaining the earliest published patent application observed for each EIN, and by excluding EINs which we observe to have had patent grants prior to the start of our published patent application sample. Second, in cases where there are multiple EINs for a standardized name in the tax files, we keep the EIN with the largest revenue in the year that the patent application was filed. Third, we restrict attention to “active” firms, defined as EINs with a positive number of employees in the year of application and nonzero, nonmissing total income or total deductions in the year the patent application was filed and in the three previous years. This restriction allows us to investigate pretrends in our outcome variables among economically relevant firms. Fourth, we limit attention to EINs with less than US \$100 million in revenue in 2014 dollars in the year of patent application. This step, which eliminates firms

---

10. These USPTO estimates, which are based on the reported location of patent assignees, are available at [https://www.uspto.gov/web/offices/ac/ido/oeip/taf/own_cst_utl.htm](https://www.uspto.gov/web/offices/ac/ido/oeip/taf/own_cst_utl.htm).

11. In Online Appendix B, we describe these sample restrictions in more detail.
in the top centile of the firm size distribution, allows us to avoid complexities related to the largest multinational companies and focus on firms for whom patent allowance decisions are more likely to be consequential. These restrictions leave us with a sample of 9,732 patent applications, each uniquely matched to one EIN in the U.S. Treasury business tax files. It is worth noting that focusing on such a small subset of firms is common in analyses such as ours. For example, Kogan et al. (2017) start with data on 7.8 million granted patents, which they winnow down to a final sample of 5,801 firms with at least one patent.

III.D. Measuring Surplus

As described in Card et al. (2018), empirical rent-sharing estimates are often sensitive to a number of measurement issues, the most prominent of which is the choice of rent measure. In keeping with equation (5), we rely on a gross surplus measure of rent that differs from “match surplus” due to the absence of data on workers’ reservation wages. Letting $\Pi_j$ denote the firm’s economic profits, the model of Section II implies the firm’s total gross surplus can be written:

$$S_j L_j = \underbrace{w^m_j N_j + w^{I}_j G \left( w^{I}_j \right) I_j}_{\text{wage bill}} + \underbrace{\Pi_j}_{\text{profits}} + \underbrace{c \left( \frac{N_j}{I_j} \right) I_j}_{\text{training/recruiting costs}}.$$

To measure this theoretical concept in the tax data, we use the sum of the firm’s W2 earnings in a year and its EBITD. Though firms sometimes report negative EBITD, this surplus measure is usually positive and provides a plausible upper bound on the flow of resources capable of being captured by workers. Note that this measure is theoretically justified by the presumption that firms do not claim deductions on training costs; that is, that EBITD captures the sum $\Pi_j + c \left( \frac{N_j}{I_j} \right) I_j$.13

12. Statistics for firm size distribution are from Smith et al. (2019). Specifically, in the full population of C-corporations, S-corporations, and partnerships with positive sales and positive W2 wage bills, $100 million in revenue in 2014 dollars falls in the top 1% of firms.

13. Unlike some other capital expenses and costs related to intangibles, which can be amortized, firms typically cannot amortize and deduct costs related to training. Specifically, section 197 on intangibles includes workforce in place (e.g., “experience, education, or training”) and business books and
For comparison with past work, we also report results that use a value-added measure of surplus. Our approximation to value added comes from line 3 of Form 1120, which deducts both returns and allowances and the cost of goods sold from gross sales. This measure suffers from the disadvantage that it may include a number of additional unobserved firm costs, including rents, advertising, and financing fees, that are likely unavailable for capture by workers.

III.E. Summary Statistics

Table II tabulates summary statistics on our firm and worker outcomes in each of two samples: our analysis sample of matched patent applications/firms \((N = 9,732)\), and our subsample of matched patent applications/firms for which the patent applications are in the top quintile of predicted value \((N = 1,946)\), which will be defined in the next section. All summary statistics are as of the year the patent application was filed.

Table II, Panel A documents summary statistics on firm-level outcomes. In our analysis sample, the median firm generated around $3 million in revenue, employed 17 workers, and reported roughly $7,000 in EBITD per worker. Approximately 8% of patent applications were initially allowed. Panel B documents summary statistics on worker-level outcomes. The median firm in our analysis sample paid $48,000 in annual earnings per W2 employee, employed a workforce that was approximately 75% male, and issued 2.5% of its W2s to individuals listed as inventors on at least one patent application. Contract work turns out to be relatively uncommon in this sample, with 1099s constituting only about 10% of the sum of W2 and 1099 employment for the median firm.

IV. INSTITUTIONAL CONTEXT: INITIAL PATENT DECISIONS

The USPTO is responsible for determining which (if any) inventions claimed in patent applications should be granted a patent. Patentable inventions must be patent-eligible (35 U.S.C. §101), novel (35 U.S.C. §102), nonobvious (35 U.S.C. §103), and useful (35 U.S.C. §101), and the text of the application must satisfy the disclosure requirement (35 U.S.C. §112). When patent records (e.g., “intangible value of technical manuals, training manuals, or programs”) in the list of assets that cannot be amortized for most firms. See https://www.irs.gov/pub/irs-pdf/p535.pdf for additional details.
## TABLE II: SUMMARY STATISTICS

<table>
<thead>
<tr>
<th></th>
<th>Analysis sample</th>
<th>Top quintile dosage sample</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>Mean</td>
<td>p10</td>
</tr>
<tr>
<td><strong>Panel A: Firm outcomes</strong></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Revenue</td>
<td>9,841</td>
<td>226.35</td>
</tr>
<tr>
<td>Value added</td>
<td>3,952</td>
<td>117.63</td>
</tr>
<tr>
<td>EBITD</td>
<td>104.05</td>
<td>-916.47</td>
</tr>
<tr>
<td>Employment</td>
<td>45.65</td>
<td>2</td>
</tr>
<tr>
<td>Value added per worker</td>
<td>116.39</td>
<td>15.66</td>
</tr>
<tr>
<td>EBITD per worker</td>
<td>0.82</td>
<td>-70.88</td>
</tr>
<tr>
<td>Predicted patent value</td>
<td>4,921</td>
<td>219</td>
</tr>
<tr>
<td>% patents initially allowed</td>
<td>8.4</td>
<td>—</td>
</tr>
<tr>
<td><strong>Panel B: Worker outcomes</strong></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Labor compensation</td>
<td>2,132</td>
<td>67.88</td>
</tr>
<tr>
<td>Wage bill</td>
<td>2,412</td>
<td>71.4</td>
</tr>
<tr>
<td>Labor compensation per worker</td>
<td>57.22</td>
<td>10.6</td>
</tr>
<tr>
<td>Wage bill per worker</td>
<td>54.98</td>
<td>17.94</td>
</tr>
<tr>
<td>Average W2 earnings (&lt;4 yrs at firm)</td>
<td>43.55</td>
<td>12.39</td>
</tr>
<tr>
<td>Average W2 earnings (4+ yrs at firm)</td>
<td>78.98</td>
<td>29.66</td>
</tr>
<tr>
<td>% female employment</td>
<td>30.2</td>
<td>0</td>
</tr>
<tr>
<td>% contractors</td>
<td>18.4</td>
<td>0</td>
</tr>
<tr>
<td>% entrants</td>
<td>28.8</td>
<td>0</td>
</tr>
<tr>
<td>% inventors</td>
<td>11.4</td>
<td>0</td>
</tr>
<tr>
<td><strong>Firm observations</strong></td>
<td>9,732</td>
<td>1,946</td>
</tr>
</tbody>
</table>

Notes: This table tabulates summary statistics on firm (Panel A) and worker (Panel B) outcomes for each of two samples: our analysis sample of matched patent application-firm pairs, and our subsample of patent application-firm pairs in the analysis sample for which the patent applications are in the top quintile of predicted value ("dosage"). All summary statistics are measured in the year in which the patent application was filed. For each variable in each panel for each sample, we tabulate the mean, 10th percentile, median, and 90th percentile; to protect taxpayer anonymity, p10, p50, and p90 refer to centile means. Entrants are defined as those employees who were not employed at the firm in the previous year. EBITD is earnings before interest, taxes, and deductions. Revenue, value added, EBITD, labor compensation, wage bill, entrant wages, and incumbent wages are reported in thousands of 2014 dollars. Predicted patent value is reported in thousands of 1982 dollars. All percent or "per worker" outcomes in Panel B are per W2 employee except for "% contractors," which is per W2 employee + 1099 independent contractor. For all other variable definitions, please see the main text and Online Appendix A.
applications are submitted to the USPTO, they are routed to a central office, which directs the application to an appropriate art unit that specializes in the technological area of that application. For example, art unit 1671 reviews applications related to the chemistry of carbon compounds, whereas art unit 3744 reviews applications related to refrigeration. The manager of the relevant art unit assigns the application to a patent examiner for review. If the examiner issues an initial allowance, the inventor can be granted a patent. If the examiner issues an initial rejection, the applicant has the opportunity to revise and resubmit the application, and the applicant and examiner may engage in many subsequent rounds of revision (see Williams 2017 for more details).

Our empirical strategy focuses on contrasting firms that receive an initial allowance to other firms that applied for a patent but received an initial rejection. Empirically, most patent applications receive an initial decision within three years of being filed (see Online Appendix Figure D.1). While some applications that are initially rejected receive a patent grant relatively quickly, the modal application that is initially rejected is never granted a patent (see Online Appendix Figure D.2).

Because our empirical strategy will contrast firms whose applications are initially allowed with those whose applications are initially rejected, having some sense of what predicts initial allowance decisions is useful. Table III reports least squares estimates of the probability of an initial allowance as a function of firm characteristics in the year of application. Column (1) shows that predicting initial allowances is surprisingly difficult. Applications from firms with more W2 employees are somewhat less likely to be initially allowed, as are those from firms with higher value added per worker. Jointly, the covariates are statistically significant. Column (2) adds art unit by application year fixed effects that control for technology-specific changes over time. This simple addition renders all baseline covariates statistically insignificant both individually and jointly, which provides some assurance that initial patent decisions are not strongly dependent on baseline firm performance. Given this empirical evidence, we proceed by assuming that any remaining selection is on time-invariant firm characteristics that can be captured by firm fixed effects.

A separate concern has to do with whether initial allowances are best thought of as idiosyncratic or market-level shocks.
### TABLE III

**Balance of Assignee Characteristics across Initially Allowed and Initially Rejected Patent Applications**

<table>
<thead>
<tr>
<th></th>
<th>Initially allowed</th>
<th></th>
<th></th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>Analysis sample</td>
<td>Top quintile</td>
<td></td>
</tr>
<tr>
<td></td>
<td>(1)</td>
<td>(2)</td>
<td>(3)</td>
</tr>
<tr>
<td>log (employees)</td>
<td>$-3.71$</td>
<td>$-2.06$</td>
<td>$-0.16$</td>
</tr>
<tr>
<td></td>
<td>(1.85)</td>
<td>(2.18)</td>
<td>(4.70)</td>
</tr>
<tr>
<td>Revenue per worker</td>
<td>$0.03$</td>
<td>$0.02$</td>
<td>$0.01$</td>
</tr>
<tr>
<td></td>
<td>(0.01)</td>
<td>(0.02)</td>
<td>(0.02)</td>
</tr>
<tr>
<td>Value added per worker</td>
<td>$-0.14$</td>
<td>$-0.07$</td>
<td>$-0.07$</td>
</tr>
<tr>
<td></td>
<td>(0.05)</td>
<td>(0.06)</td>
<td>(0.08)</td>
</tr>
<tr>
<td>Wage bill per worker</td>
<td>$0.14$</td>
<td>$0.14$</td>
<td>$0.08$</td>
</tr>
<tr>
<td></td>
<td>(0.10)</td>
<td>(0.13)</td>
<td>(0.21)</td>
</tr>
<tr>
<td>EBITD per worker</td>
<td>$0.11$</td>
<td>$0.06$</td>
<td>$0.17$</td>
</tr>
<tr>
<td></td>
<td>(0.05)</td>
<td>(0.07)</td>
<td>(0.10)</td>
</tr>
<tr>
<td>Observations</td>
<td>9,732</td>
<td>8,647</td>
<td>1,946</td>
</tr>
<tr>
<td>AU-AY FEs</td>
<td>√</td>
<td></td>
<td></td>
</tr>
<tr>
<td>p-value</td>
<td>.005</td>
<td>.494</td>
<td>.518</td>
</tr>
</tbody>
</table>

**Notes.** This table reports covariate balance tests for initial patent allowances. Specifically, the coefficients report linear probability model estimates of the marginal effect of the included covariate on the probability that a patent application receives an initial allowance; all coefficients have been multiplied by 1,000 for ease of interpretation. AU-AY FEs denotes the inclusion of art unit (AU) by application year (AY) fixed effects. Covariates are measured as of the year of application. Columns (1) and (2) report the results for observations in the analysis sample. Columns (3) and (4) report the results for observations in the top-quintile predicted patent value. Singleton observations are dropped in the fixed effects specifications, which accounts for the smaller number of observations in column (2) relative to column (1) and in column (4) relative to column (3). Standard errors (reported in parentheses) are two-way clustered by art unit and application year by decision year except in column (4) which clusters by art unit (because the estimated two-way variance covariance matrix was singular). The p-value reports the probability that the covariates measured in the year of application do not influence the probability of an initial allowance. EBITD is earnings before interest, taxes, and deductions. Revenue, value added, wage bill, and EBITD are measured in thousands of 2014 dollars.

Seminal work by Jaffe, Trajtenberg, and Henderson (1993) demonstrated that patent citations are highly localized geographically. To test whether initial allowances are also geographically clustered, we fit linear random effects models to the initial allowance decision. Online Appendix Table D.1 reports intraclass correlations at various levels of geography before and after subtracting off art unit by application year mean allowance rates. In either case, the within-state correlation is estimated to be 0, while the correlation within five-digit ZIP codes is quite low (0.06–0.07) and statistically indistinguishable from 0. These findings indicate that initial allowances are best thought of as truly idiosyncratic.
firm-specific shocks that are unlikely to elicit market-wide wage responses.

V. DETECTING VALUABLE PATENTS

The value distribution of granted patents is heavily skewed (Pakes 1986), which suggests that low-value patent applications—if granted—are unlikely to generate meaningful shifts in firm outcomes. Constructing a measure of the ex ante value of patent applications enables us to focus our analysis on patent applications that are likely to induce changes in firm behavior.

A variety of metrics have been proposed as measures of the value of granted patents, including forward patent citations (Trajtenberg 1990), patent renewal behavior (Pakes 1986; Schankerman and Pakes 1986; Bessen 2008), patent ownership reassignments (Serrano 2010), patent litigation (Harhoff, Scherer, and Vopel 2003), and excess stock market returns (Kogan et al. 2017). These value measures encounter three challenges in our empirical context. First, these measures are only defined for granted patents, whereas we would like to take advantage of data on patent applications, including those that are ultimately unsuccessful. Second, most of these measures arguably correspond to a measure of social value—or social spillovers, in the sense of social value minus private value—whereas we are more interested in measuring firms’ private value of a patent. This issue arises most sharply with forward patent citations, which are typically used as a measure of spillovers (e.g., Bloom, Schankerman, and Van Reenen 2013). Third, all of these measures are defined ex post: citations, renewals, reassignments, and litigation are often measured many years after the initial patent award. But in our context (as in Kogan et al. 2017) what is arguably more relevant is the expected private value of the patent at the time of the patent application or patent grant.

To this end, we build on the recent analysis of Kogan et al. (2017) (henceforth KPSS), who measure the high-frequency response of stock prices around the date of patent grant announcements to estimate the value of patent grants awarded to publicly traded companies. We estimate a simple statistical model designed to extrapolate their estimates to nonpublicly traded companies and to nongranted patent applications in our analysis sample.

We model the KPSS patent value $\xi_j$ for each firm-patent application $j$ in our data as obeying the following conditional mean
restriction:

\[ E[\xi_j | X_j, A_j] = \exp(X_j^\delta + v_{A_j}), \]

where \( X_j \) denotes a vector of baseline firm and patent application covariates, and \( A_j \) denotes the art unit to which the application was assigned. The exponential functional form underlying this specification is designed to accommodate the fact that the KPSS values are nonnegative and heavily skewed. Because we have, on average, only 2.3 applications with nonmissing \( \xi_j \) per art unit, some penalization is required to avoid overfitting. Accordingly, we treat the art unit effects \( \{v_a\} \) as i.i.d. draws from a normal distribution with unknown variance \( \sigma^2 \) rather than fixed parameters to be estimated. The model is fit via a random effects Poisson maximum likelihood procedure. As described in Online Appendix C, this procedure exploits the conditional mean restriction

\[ E[\xi_a | X_a] = \int \exp(X_a^\delta + v) \omega_a(v) dv \]

where \( \xi_a \) is the vector of KPSS values in an art unit \( a \), \( X_a \) is the corresponding vector of baseline application and firm predictors, and \( \omega_a(v) \) is the posterior distribution of \( v_a \) given the observed data \((\xi_a, X_a)\).

To maximize statistical power, we relax the sample restriction that focused our main analysis on “active” firms, defined as EINs that have a positive number of employees in the year of application and nonzero, nonmissing total income or total deductions in the year the patent application was filed and in the three previous years. In our main analysis, that restriction allowed us to investigate pretrends in our outcome variables. By relaxing that restriction here and including those firms in our Poisson estimation, we gain precision and further reduce the potential for overfitting problems to arise. In practice, the full sample size for our Poisson estimation is 596, of which 159 observations satisfy the active firm sample restriction.14

Table IV reports the Poisson parameter estimates. Applications submitted to more countries (“patent family size”) tend to be of higher value, as do applications with more claims and

14. Recall that active firms are defined as EINs with nonzero/nonmissing total income or total deductions in the application year and in the three previous years, a positive number of employees in the application year, and revenue less than $100 million in 2014 dollars.
TABLE IV
PREDICTION OF KPSS PATENT VALUE BASED ON PATENT APPLICATION AND ASSIGNEE
CHARACTERISTICS

<table>
<thead>
<tr>
<th>Term</th>
<th>KPSS Value (ξ)</th>
</tr>
</thead>
<tbody>
<tr>
<td>I (patent family size = 1)</td>
<td>0.28 (0.06)</td>
</tr>
<tr>
<td>log (patent family size)</td>
<td>0.23 (0.04)</td>
</tr>
<tr>
<td>I (number of claims = 1)</td>
<td>0.68 (0.19)</td>
</tr>
<tr>
<td>log (number of claims)</td>
<td>0.30 (0.03)</td>
</tr>
<tr>
<td>I (revenue = 0)</td>
<td>1.42 (0.14)</td>
</tr>
<tr>
<td>log (revenue)</td>
<td>0.14 (0.02)</td>
</tr>
<tr>
<td>I (employees = 0)</td>
<td>0.45 (0.07)</td>
</tr>
<tr>
<td>log (employees)</td>
<td>−0.01 (0.02)</td>
</tr>
<tr>
<td>Application year</td>
<td>−0.03 (0.05)</td>
</tr>
<tr>
<td>(Application year)²</td>
<td>−0.01 (0.01)</td>
</tr>
<tr>
<td>Decision year</td>
<td>0.30 (0.06)</td>
</tr>
<tr>
<td>(Decision year)²</td>
<td>−0.03 (0.01)</td>
</tr>
<tr>
<td>Constant</td>
<td>−1.40 (0.21)</td>
</tr>
<tr>
<td>log (σν)</td>
<td>0.24 (0.05)</td>
</tr>
</tbody>
</table>

| Observations                   | 596            |
| Art units                     | 260            |
| χ²                            | 10,353         |

Notes. This table reports the relationship between KPSS ξ patent value, and patent application and firm-level covariates. Coefficient estimates are from a Poisson model with art unit random effects. The sample is the subsample of granted patents for which the Kogan et al. (2017) measure of patent value is available in our analysis sample, except we retain firms with more than $100 million in 2014 revenue (unlike in our analysis sample) to maximize sample size (N = 596). The dependent variable is the KPSS measure of patent value ξ in millions of 1982 dollars. Standard errors are reported in parentheses. Patent family size measures the number of countries in which the patent application was submitted. Number of claims measures the number of claims in the published U.S. patent application. Revenue (in thousands of 2014 dollars) and number of employees are measured as of the year the patent application was filed. log (σν) reports the log of the estimated standard deviation of the art unit random effects. χ² reports the results of a likelihood ratio test statistic against a restricted Poisson model without art unit random effects; this test has 1 degree of freedom.

Applications submitted by firms with larger revenues.\(^{15}\) We also document substantial variability of patent value across art units: a standard deviation increase in the art unit random effect is estimated to raise mean patent values by \(e^{0.24} \times 100 = 127\) log points. This variability finding is of interest in its own right because it

\(^{15}\) The number of countries to which an application was submitted, often referred to as patent “family size,” is defined as a set of patent applications filed with different patenting authorities (e.g., the United States, Europe, Japan) that refer to the same invention; work starting with Putnam (1996) has argued that firms should be willing to file more privately valuable patents in a larger number of countries. Patents list “claims” over specific pieces of intellectual property, and work starting with Lanjouw and Schankerman (2001) has argued that patents with a larger number of claims may be more privately valuable. See Online Appendix A for details on both these measures.
FIGURE I
KPSS Value ($\xi$): Predicted versus Actual

This figure is a binned scatterplot of actual versus predicted values of the KPSS measure of patent value $\xi$ in millions of 1982 dollars. The sample is the subset of patent applications with nonmissing values for the KPSS measure of patent value $\xi$. Predictions are formed based on estimates from the random effects Poisson model described in Section V. The data in this figure have been grouped into 20 equal-sized bins. In the microdata, the slope is 1.12, as reported in the text. Here, the coefficient $\beta$ instead reports the 2SLS slope using 20 bin dummies as instruments for predicted values and “se” reports the associated standard error.

suggests that patent decisions involve much higher stakes in some USPTO art units than others.

We use our estimates of the parameters ($\delta, \sigma_\nu$) to compute empirical Bayes predictions $\hat{\xi}_j$ of $\xi_j$ for every patent application in our analysis sample, including those that lack a KPSS value either because the application is assigned to a privately held firm or because the application is never granted a patent. Empirically, these predictions are highly accurate: a least squares fit of $\xi_j$ to $\hat{\xi}_j$ yields a slope of 1.12 and an $R^2$ of 68%. Figure I shows that binned average KPSS values track the empirical Bayes predictions very closely. Online Appendix Table D.2 lists mean predicted values by subject matter area.

16. In cases where no valid KPSS values are present in the entire art unit, we form our prediction by imputing an art unit random effect of 0.
The ultimate test of $\hat{\xi}_j$ is whether it predicts treatment effect heterogeneity: that is, do allowances of patent applications of higher predicted value result in larger shifts in firm outcomes? To investigate this question, we fit a series of interacted difference-in-differences models of the following form:

$$Y_{jt} = \alpha_j + \kappa_{t,k(j)} + \text{Post}_{jt} \cdot \left[ \sum_{b=1}^{5} s_b (\hat{\xi}_j) \cdot (\tilde{\psi}_b + \tilde{\tau}_b \cdot IA_j) \right] + r_{jt},$$

where $Y_{jt}$ is an outcome for firm (EIN) $j$ in year $t$, $\alpha_j$ are firm fixed effects, and $\kappa_{t,k(j)}$ are calendar year fixed effects that vary by art unit/application year cell $k(j)$. The variable $\text{Post}_{jt}$ is an indicator for having received an initial patent decision, $IA_j$ is an indicator for whether the patent application is initially allowed, and $\{s_b(.)\}_{b=1}^{5}$ is a set of basis functions defining a natural cubic spline with five knots. Intuitively, this specification compares initially allowed and initially rejected applications in the same art unit by application year cell, before and after the date of the initial decision. The spline interactions allow the effects of an initial allowance to vary flexibly with the predicted patent value $\hat{\xi}_j$.

Of primary interest is the “dose-response” function $d(x; \tilde{\tau}) \equiv \sum_{b=1}^{5} s_b (x) \tilde{\tau}_b$, which gives the effect of an initial allowance for a patent with predicted value $x$. Figure II plots our estimates of this function for a grid of values $x$ when $Y_{jt}$ is either surplus per worker or wage bill per worker. In these cases, we find evidence of an S-shaped response: impacts of initial allowances on both wages and surplus are small and statistically insignificant at low predicted value levels, corroborating both the exclusion and random assignment assumptions underlying our research design. Patents with ex ante predicted patent values above $5$ million in 1982 dollars—roughly the 80th percentile of the predicted value distribution—have larger, statistically significant treatment

17. The natural cubic spline is a cubic b-spline that imposes continuous second derivatives everywhere but allows the third derivative to jump at the knots (see Hastie, Tibshirani, and Friedman 2016 for discussion). Following Harrell (2001), we space knots equally at the 5th, 27.5th, 50th, 72.5th, and 95th percentiles of the distribution of patent values, which correspond to dollar values of roughly $0.1M, 0.7M, 1.7M, 4.1M,$ and $19.0M 1982 dollars, respectively. The spline is constrained to be linear below the 5th and above the 95th percentiles.
This figure shows the impact of an initial patent allowance on surplus per worker and wage bill per worker as a function of predicted patent value in our analysis sample. The vertical red line (color version online) is the cut-off value for the top-quintile predicted patent value subsample and is equal to $5.3 million in 1982 dollars. Values along the x-axis for the surplus series are offset from their integer value to improve readability. Surplus is EBITD (earnings before interest, tax, and depreciation) + W2 wage bill. 95% confidence intervals shown are based on standard errors two-way clustered by (i) art unit and (ii) application year by decision year.

Effects that increase rapidly before stabilizing at values near $12 million in 1982 dollars.\footnote{We reference 1982 dollars because those are the units used by KPSS.}

Given the S-shaped pattern of treatment effect heterogeneity documented in Figure II, our empirical analysis pools the bottom four quintiles together and focuses on estimating the impacts of patents in the top quintile of ex ante predicted patent value. Reassuringly, Table III, columns (3) and (4) show that initial allowances are equally difficult to predict with baseline characteristics within the top quintile of predicted value, especially after art unit by application year fixed effects have been included. Likewise, columns (3a)–(4b) of Online Appendix Table D.1 show that among top-quintile applications, initial allowances continue not to exhibit spatial correlation.

\text{FIGURE II}

Impacts by Predicted Patent Value: Surplus and Wage Bill

Who profits from patents?
VI. REDUCED-FORM ESTIMATES

The treatment effect heterogeneity documented in Figure II demonstrates that firms experience economically and statistically significant increases in profitability and wages when valuable patent applications are allowed. However, a natural concern is that these findings could reflect preexisting trends rather than causal effects of the patent decisions. To investigate this concern, we estimate a series of “event study” specifications of the following form:

\[
Y_{jt} = \alpha_j + \kappa_t + Q5_j \cdot \left[ \sum_{m \in M} D^m_{jt} \cdot (\psi_{5,m} + \tau_{5,m} \cdot IA_j) \right] + (1 - Q5_j) \cdot \left[ \sum_{m \in M} D^m_{jt} \cdot (\psi_{5,m} + \tau_{5,m} \cdot IA_j) \right] + r_{jt},
\]

where \(Q5_j\) is an indicator for the firm’s patent application being in the top quintile of predicted ex ante value, \(D^m_{jt}\) is an indicator for firm \(j\)’s decision having occurred \(m\) years ago, and the set \(M = \{-5, -4, -3, -2, -1, 0, 1, 2, 3, 4, 5\}\) defines the five-year horizon over which we study dynamics.\(^{19}\) The coefficients \(\{\psi_{5,m}, \psi_{5,m}\}_{m \in M}\) summarize trends in mean outcomes relative to the date of an initial decision, which may differ by the firm’s ex ante patent value quintile. Of primary interest are the coefficients \(\{\tau_{5,m}, \tau_{5,m}\}_{m \in M}\), which summarize the differential trajectory of mean outcomes for initially allowed and initially rejected firms by time relative to the initial decision for top-quintile and lower-quintile value observations, respectively.

Figure III plots the coefficients \(\{\tau_{5,m}, \tau_{5,m}\}_{m \in M}\) from equation (7) for our main firm outcome variable, surplus. The estimated coefficients illustrate that, among firms with patent applications in the top quintile of the predicted value distribution, firms whose applications are initially allowed exhibit trends in surplus per worker similar to those whose applications are initially rejected in the years prior to the initial decision. However, surplus per worker rises differentially for allowed firms in the wake of an

\(^{19}\) We “bin” the endpoint dummies so that \(D^5_{jt}\) is an indicator for the decision having occurred five or more years ago and \(D^{-5}_{jt}\) is an indicator for the decision being five or more years in the future.
Who Profits from Patents?

This figure plots the response of surplus per worker following an initial patent allowance, separately for high and low ex ante valuable patent applications, in our analysis sample. Regressions include art unit by application year by calendar year fixed effects and firm fixed effects, as in equation (7). 95% confidence intervals were constructed from standard errors two-way clustered by (i) art unit and (ii) application year by decision year. The horizontal short-dashed red line (color version online) is the pooled difference-in-differences estimate of the impact of winning a valuable patent on surplus per worker from Table V. Surplus is EBITD (earnings before interest, tax, and depreciation) + wage bill. Q5 is quintile five of predicted patent value; <Q5 are the remaining four quintiles. Q5 coefficients are offset from their integer x-axis value to improve readability.

Initial allowance and remains elevated afterward. Firms with lower predicted value applications, by contrast, exhibit no detectable response of surplus per worker to an initial allowance. Figure IV documents similar patterns in our main worker outcome variable, wage bill per worker. As expected, the wage response to an initial allowance is muted relative to the surplus response; the ratio of these two impacts provides a crude estimate of the pass-through coefficient $\pi$ of roughly one-third.

20. In the presence of employee turnover, the total number of W2 and 1099 filings over the course of a year is likely to overstate employment at any point in time. This could lead to a (small) downward bias in our estimates of employment effects of patent allowances since retention rates increase (separation rates decline), thus also affecting “per W2 worker” outcomes. These effects are likely quite small, so in practice we are not concerned about this as a source of bias.
Event Study Estimates: Wage Bill per Worker

This figure plots the response of wage bill per worker following an initial patent allowance, separately for high and low ex ante valuable patent applications, in our analysis sample. Regressions include art unit by application year by calendar year fixed effects and firm fixed effects, as in equation (7). 95% confidence intervals were constructed from standard errors two-way clustered by (i) art unit and (ii) application year by decision year. The horizontal short-dashed red line (color version online) is the pooled difference-in-differences estimate of the impact of winning a valuable patent on wage bill per worker from Table V. Q5 is quintile five of predicted patent value; <Q5 are the remaining four quintiles. Q5 coefficients are offset from their integer x-axis value to improve readability.

While wages and surplus respond rather immediately to top-quintile initial allowances, Figure V reveals that firm size (as measured by the log number of employees) responds more slowly, taking roughly three years to scale to its new level. The fact that earnings impacts remain stable over this horizon casts doubt on the possibility that the impacts in Figure III are driven primarily by an increase in hours worked (which we cannot observe in tax data) rather than an increase in hourly wages. The nearly immediate response of surplus and wages to initial allowances may signal that our panel of relatively small innovative firms was initially credit constrained. Evidence from Farre-Mensa, Hegde, and Ljungqvist (2017), who document that patent grants are strongly predictive of access to venture capital financing, corroborates this view. Access to venture capital and other forms of financing is
WHO PROFITS FROM PATENTS?

This figure plots the response of the logarithm of employees per worker following an initial patent allowance, separately for high and low ex ante valuable patent applications, in our analysis sample. Regressions include art unit by application year by calendar year fixed effects and firm fixed effects, as in equation (7). 95% confidence intervals were constructed from standard errors two-way clustered by (i) art unit and (ii) application year by decision year. The horizontal short-dashed red line (color version online) is the pooled difference-in-differences estimate of the impact of winning a valuable patent on the logarithm of the number of employees at the firm in thousands of people. Q5 is quintile five of predicted patent value; <Q5 are the remaining four quintiles. Q5 coefficients are offset from their integer x-axis value to improve readability.

![Figure V](image)

**Figure V**

Event Study Estimates: log (employees)

As background for interpreting the magnitude of these results, Figure VI documents that an initial allowance raises the probability of having the patent application granted by roughly 50% in the year after the decision, with gradual declines afterward. The probability of receiving a patent grant jumps by less

a plausible additional channel through which patent decisions could quickly affect the marginal revenue product of labor and consequently worker wages.21

As background for interpreting the magnitude of these results, Figure VI documents that an initial allowance raises the probability of having the patent application granted by roughly 50% in the year after the decision, with gradual declines afterward. The probability of receiving a patent grant jumps by less

21. As a robustness check we fit a version of equation (7) allowing linear interactions of $D_{jt}^0$ and $IA_j \cdot D_{jt}^0$ with the week of the patent decision. We find that the contemporaneous surplus impacts we observe are increasing in the number of days that have elapsed since the initial decision. We find no contemporaneous effect of initial patent allowances decided in late December on either surplus or wages, which reassures us that the effect is not abnormally immediate.
This figure plots the response of the probability of patent grant following an initial patent allowance, separately for high and low ex ante valuable patent applications, in our analysis sample. Regressions include art unit by application year by calendar year fixed effects and firm fixed effects, as in equation (7). 95% confidence intervals were constructed from standard errors two-way clustered by (i) art unit and (ii) application year by decision year. The horizontal short-dashed red line is (color version online) the pooled difference-in-differences estimate of the impact of winning a valuable patent on the probability of the patent having been granted. \( Q_5 \) is quintile five of predicted patent value; \(<Q_5 \) are the remaining four quintiles. \( Q_5 \) coefficients are offset from their integer x-axis value to improve readability.

than 100% for two reasons. First, some initially allowed applications are not pursued by applicants, possibly because the assignee went out of business while awaiting the initial decision, or because the applicant learned new information since filing which led them to believe that the patent was not commercially valuable. Second, as described in Section IV, many initially denied applications reapply and eventually have their applications allowed. Our estimates in Figure VI suggest that the impact of initial allowances on patent grants is somewhat smaller for higher-value patents, perhaps because they are more likely to be approved shortly after a rejection; a pooled difference-in-differences estimate of the impact on the grant probability of high-value patents is approximately one-third. Hence, the impact of high-value patent grants on firm outcomes is likely to be roughly three times the impact of
an initial allowance on firm outcomes, though it is possible that allowances influence firm outcomes independent of grant status if allowances relieve credit constraints before a patent has actually been granted. In what follows, we continue to report the reduced-form impacts of allowances as our ultimate goal is to instrument for surplus rather than for patent grants.

VI.A. Impacts on Firm Averages

Table V pools pre- and post application years and quantifies the average effects displayed in the event study figures by fitting simplified difference-in-differences models of the following form:

\[ Y_{jt} = \alpha_j + \kappa_{t,k(j)} + Q5_j \cdot Post_{jt} \cdot (\psi_5 + \tau_5 \cdot IA_j) \\
+ (1 - Q5_j) \cdot Post_{jt} \cdot (\psi_{<5} + \tau_{<5} \cdot IA_j) + r_{jt}. \]

The parameters reported in Table V are \( \tau_5 \) and \( \tau_{<5} \), which respectively govern the effects of top-quintile and lower-quintile value patents being initially allowed.

Table V, column (1) documents that initial allowances have no effect on the probability of firm survival, as proxied by the presence of at least one W2 employee. Given this result, the remainder of the columns focus on outcomes conditional on firm survival as measured by the presence of at least one W2 employee (hence the smaller sample sizes in subsequent columns). Column (2) reports the impact of an initial allowance on the log of firm size, as measured by the number of W2 employees at the firm.\(^{22}\) Having a top-quintile patent allowed leads the firm to expand by roughly 22%. Notably, initial allowances of patents with lower predicted value have no detectable impact on firm survival, firm size, or any other outcome that we examine; these results suggest that differential trends for initially allowed and initially rejected patents are unlikely to confound our analysis.

An allowance of a high-value patent application is associated with roughly $37,000 in additional revenue per worker (column (3)) and roughly $16,000 in value added per worker (column (4)). EBITD per worker rises by roughly $9,100 (column (5)), which we interpret as income to firm owners, while wage bill per employee rises by roughly $3,700 (column (6)). Our surplus measure,\(^{22}\) We work with logarithms for firm size because this variable is not winsorized and is very heavily skewed.
TABLE V  
IMPACTS ON FIRM AGGREGATES

<table>
<thead>
<tr>
<th></th>
<th>Positive employment</th>
<th>Log firm size</th>
<th>Revenue per worker</th>
<th>Value added per worker</th>
<th>EBITD per worker</th>
<th>Wage bill per worker</th>
<th>Surplus per worker</th>
<th>Labor comp per worker</th>
<th>W2 + 1099 per worker</th>
<th>Income tax per worker</th>
</tr>
</thead>
<tbody>
<tr>
<td>High value (Q5)</td>
<td>0.00</td>
<td>0.22</td>
<td>36.75</td>
<td>15.74</td>
<td>9.10</td>
<td>3.65</td>
<td>12.41</td>
<td>3.94</td>
<td>2.80</td>
<td>0.77</td>
</tr>
<tr>
<td></td>
<td>(0.04)</td>
<td>(0.09)</td>
<td>(14.92)</td>
<td>(5.25)</td>
<td>(3.83)</td>
<td>(1.55)</td>
<td>(3.56)</td>
<td>(2.79)</td>
<td>(1.53)</td>
<td>(0.68)</td>
</tr>
<tr>
<td>Mean of outcome (Q5)</td>
<td>0.70</td>
<td>3.14</td>
<td>300.50</td>
<td>116.20</td>
<td>9.07</td>
<td>57.00</td>
<td>67.00</td>
<td>55.27</td>
<td>49.89</td>
<td>17.85</td>
</tr>
<tr>
<td>% impact (Q5)</td>
<td>−0.6</td>
<td>3.14</td>
<td>300.50</td>
<td>116.20</td>
<td>9.07</td>
<td>57.00</td>
<td>67.00</td>
<td>55.27</td>
<td>49.89</td>
<td>17.85</td>
</tr>
<tr>
<td>Lower value (&lt;Q5)</td>
<td>0.00</td>
<td>0.03</td>
<td>−9.68</td>
<td>0.84</td>
<td>−1.42</td>
<td>0.80</td>
<td>−0.26</td>
<td>1.32</td>
<td>0.52</td>
<td>0.74</td>
</tr>
<tr>
<td></td>
<td>(0.01)</td>
<td>(0.04)</td>
<td>(8.40)</td>
<td>(3.82)</td>
<td>(1.77)</td>
<td>(0.90)</td>
<td>(2.05)</td>
<td>(1.65)</td>
<td>(0.86)</td>
<td>(0.56)</td>
</tr>
<tr>
<td>Observations</td>
<td>155,646</td>
<td>103,437</td>
<td>103,437</td>
<td>103,437</td>
<td>103,437</td>
<td>103,437</td>
<td>103,437</td>
<td>103,437</td>
<td>107,789</td>
<td>103,159</td>
</tr>
</tbody>
</table>

Notes. This table reports difference-in-differences estimates of the effect of initial patent allowances on firm and worker outcomes, separately for high and low ex ante valuable patent applications, in our analysis sample. Estimates correspond to coefficients on interactions of the designated value category with a postdecision indicator and an indicator for the application being initially allowed. Controls include main effect of value category interacted with a postdecision indicator, firm fixed effects, and art unit by application year by calendar year fixed effects, as in equation (8). Standard errors (reported in parentheses) are two-way clustered by (i) art unit and (ii) application year by decision year. EBITD is earnings before interest, taxes, and deductions. Surplus is EBITD + wage bill. Labor compensation measures total deductions for labor expenses claimed by the firm. "W2 + 1099" measures the sum of W2 and 1099 earnings divided by the sum of the number of W2s and 1099s filed. "Income tax per worker" is the average worker’s individual income tax liability. Revenue, value added, EBITD, wage bill, surplus, labor compensation, and W2 + 1099 pay are reported in thousands of 2014 dollars.
which sums EBITD and wage bill, rises by $12,400 per worker (column (7)). As described in Section III, we interpret our estimated effects on surplus as the impact on total operating cash flow at the firm. In this article, our central interest is in estimating how this surplus measure is divided between workers and firm owners.

Table V also reports impacts on various measures of labor compensation. A successful top-quintile patent application is associated with an increase in firm-level deductions for labor-related expenses of around $3,900 (Table V, column (8)), which is roughly comparable to what we found for wage and salary compensation based on W2 wage bills. On the other hand, pooling W2 earnings with 1099 earnings yields an impact of only $2,800 per worker (column (9)). In percentage terms, these impacts are fairly close: labor compensation per W2 rises by roughly 7.1%, while W2 + 1099 earnings per W2 rise by 5.6%. However, these results suggest that 1099 compensation is, if anything, less responsive to shocks than W2 wages and salaries.

Finally, the last column of Table V reports impacts on a measure of the average individual income tax burden per worker. An initial allowance of a high-value patent is estimated to yield $770 of additional tax revenue per worker. Although this figure is statistically indistinguishable from 0, the point estimate implies an effective marginal tax rate of 21% on the $3,700 of extra W2 earnings reported in Table V, column (6), which is roughly the average U.S. marginal tax rate found in TAXSIM (see Feenberg and Coutts 1993) over our sample period. In percentage terms, an initial allowance of a high-value patent raises tax revenue per worker by 4.3%—slightly below the proportional impact on W2 earnings per worker. This finding suggests the

23. The sum of the per worker impacts on EBITD and wage bill does not exactly match the impact on surplus per worker because the variables are winsorized separately.

24. Our measure, which is the main tax variable in the databank (the main panel data set used by researchers using the U.S. Treasury tax files), captures “tentative” tax burden before accounting for the alternative minimum tax. It is not available in a small number of cases, which is why column (10) has slightly fewer observations than the per W2 worker columns.

presence of an important fiscal externality between corporate tax treatment of innovation and income tax revenue.26

Online Appendix Table D.3 repeats the impact analysis on the subset of “closely held” firms registered as partnerships or S-corporations. Because these businesses rarely offer stock compensation, wage responses are likely to provide a more comprehensive measure of rent sharing in this subsample (see Smith et al. 2019). Among closely held firms we find somewhat larger effects on revenue, value added, and EBITD per worker accompanied by commensurately large impacts on average wages and labor compensation. In our pooled sample, the ratio of the impact on wage bill per worker to the impact on surplus per worker is 29 cents, whereas the ratio at closely held firms is 27 cents; the close similarity of these two estimates suggests that the inability to offer stock options does not dramatically alter the pass-through from firm-specific shocks to worker wages. Online Appendix Table D.4 shows that patent allowances also have similar effects on firms in the top and bottom half of the distribution of initial firm sizes.

VI.B. Impacts on Workforce Composition

A difficulty with interpreting impacts on firm-level aggregates is that firms may alter the skill mix of their employees in response to shocks, in which case impacts on average wages could simply reflect compositional changes rather than changes in the compensation of similar employees. Van Reenen (1996, 216–217) provided a back-of-the-envelope calculation suggesting that compositional changes were unlikely to be a major concern in his sample. In Table VI we directly investigate the possibility of such compositional changes using our link of W2’s to EINs.

Table VI, columns (1) and (2) reveal that neither the share of employees who are women nor the share of employees who are inventors changes appreciably in response to an allowance. We also find little evidence that the quality of new hires (“entrants”), as proxied by their earnings in the year prior

26. One specific implication of this finding is that patents influence the revenue raised from both business and individual income taxes. Consequently, so-called patent box proposals, which are designed to exempt the rents associated with patent grants from business taxes, are likely also to impact the revenue collected from individual income taxes.
### TABLE VI

**WORKFORCE COMPOSITION**

<table>
<thead>
<tr>
<th>Share</th>
<th>Share</th>
<th>Avg entrant earnings</th>
<th>Avg separator earnings</th>
<th>Avg stayer earnings</th>
<th>Avg age</th>
<th>Log quality</th>
<th>Log quality (expanded)</th>
</tr>
</thead>
<tbody>
<tr>
<td>female inventors</td>
<td></td>
<td>(yr bef ent)</td>
<td>(yr bef sep)</td>
<td>(in app yr)</td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>(1)</td>
<td>(2)</td>
<td>(3)</td>
<td>(4)</td>
<td>(5)</td>
<td>(6)</td>
<td>(7)</td>
<td>(8)</td>
</tr>
<tr>
<td>High value (Q5)</td>
<td>-0.01</td>
<td>-0.84</td>
<td>0.72</td>
<td>1.29</td>
<td>-1.10</td>
<td>-0.02</td>
<td>-0.01</td>
</tr>
<tr>
<td></td>
<td>(0.01)</td>
<td>(2.05)</td>
<td>(1.11)</td>
<td>(1.58)</td>
<td>(0.56)</td>
<td>(0.03)</td>
<td>(0.03)</td>
</tr>
<tr>
<td>Mean of outcome (Q5)</td>
<td>0.31</td>
<td>27.32</td>
<td>31.45</td>
<td>71.38</td>
<td>41.72</td>
<td>10.43</td>
<td>10.56</td>
</tr>
<tr>
<td>% impact (Q5)</td>
<td>-1.8</td>
<td>-13.1</td>
<td>-3.1</td>
<td>2.3</td>
<td>1.8</td>
<td>-2.6</td>
<td></td>
</tr>
<tr>
<td>Lower value (&lt;Q5)</td>
<td>-0.01</td>
<td>0.49</td>
<td>0.00</td>
<td>1.01</td>
<td>0.08</td>
<td>0.00</td>
<td>-0.01</td>
</tr>
<tr>
<td></td>
<td>(0.01)</td>
<td>(0.70)</td>
<td>(0.53)</td>
<td>(1.19)</td>
<td>(0.22)</td>
<td>(0.01)</td>
<td>(0.01)</td>
</tr>
<tr>
<td>Observations</td>
<td>103,437</td>
<td>70,079</td>
<td>75,524</td>
<td>99,558</td>
<td>103,434</td>
<td>103,437</td>
<td>97,786</td>
</tr>
</tbody>
</table>

*Notes.* This table reports difference-in-differences estimates of the effect of initial patent allowances on within-firm workforce composition measures, separately for high and low ex ante valuable patent applications, in our analysis sample. Estimates correspond to coefficients on interactions of the designated value category with a postdecision indicator and an indicator for the application initially allowed. Controls include main effect of value category interacted with a postdecision indicator, firm fixed effects, and art unit by application year by calendar year fixed effects, as in equation (8). Standard errors (reported in parentheses) are two-way clustered by (i) art unit and (ii) application year by decision year. "Avg entrant earnings (yr bef ent)" measures the earnings of entrants in the year before they joined the firm. "Avg separator earnings (yr bef sep)" measures the earnings of separators in the year before they leave the firm. Stayers are defined as those who were employed by the same firm in the year of application. Entrants are defined as those employees who were not employed at the firm in the previous year. "Avg age" measures the average age of all employees at the firm. Earnings are measured in thousands of 2014 dollars. "Log quality" gives predicted log wage based on worker demographics and inventor status. "Log quality (expanded)" includes wage on previous job in predictive model. See text for details.
to hiring (column (3)), rises in response to an initial patent allowance. Likewise, the earnings of those workers who choose to separate from the firm appear to be unaffected by the allowance (column (4)).

Examining “firm stayers” who were present in the year of application and continued to be employed by the firm provides a different window into potential changes in workforce composition. We find no appreciable effect on the application year earnings of stayers (Table VI, column (5)), suggesting little change in the quality of retained workers. Finally, the average age of W2 employees drops by roughly a year in response to a valuable patent allowance (column (6)), which is in keeping with our finding that firms grow in response to valuable allowances and the fact that job mobility declines with age (Farber 1994).

Columns (7) and (8) report impacts on a pair of indices of worker “quality.” Each index gives the firm’s average in that year of the predicted log earnings of its employees. The first index forms predictions from a regression of individual log W2 earnings on a quartic in age fully interacted with gender and inventor status plus controls for tax year fixed effects (which are not used to form the prediction). The second index adds a polynomial in workers’ earnings on the previous job as a predictor along with an indicator for whether this is the worker’s first job. Effects on both quality measures are statistically indistinguishable from 0. Taken together, these results provide no evidence of skill-upgrading responses and hint that mild skill downgrading (primarily through age declines) is a more likely possibility.

VI.C. Impacts on Within-Firm Inequality

Figure VII analyzes the impact of initial allowances on various measures of within-firm inequality. The underlying estimates used to construct these figures are reported in Online Appendix Tables D.5 and D.6. Consistent with the literature on gender differences in rent-sharing (e.g., Black and Strahan 2001; Card, Cardoso, and Kline 2016), we find that initial allowances exacerbate the gender earnings gap. While male earnings rise by roughly $5,900 (or roughly 9%; Online Appendix Table D.5, column (1)) in response to a valuable patent allowance, female earnings appear unresponsive to initial allowances (Online Appendix Table D.5, column (2)). Among firms that employ both genders, the gender earnings gap increases by roughly $6,900 in response to a valuable initial allowance, or roughly 25% (Online Appendix Table D.5, column (3)).
WHO PROFITS FROM PATENTS?  

This figure reports difference-in-differences coefficient and percent impact estimates of the effect of initial patent allowances on within-firm inequality measures, for high ex ante valuable patent applications in our analysis sample. Point estimates in the "Coefficients" panel correspond to coefficients on interactions of the designated value category with a postdecision indicator and an indicator for the application being initially allowed. Controls include main effect of value category interacted with a postdecision indicator, firm fixed effects, and art unit by application year by calendar year fixed effects, as in equation (8). 95% confidence intervals were constructed from standard errors two-way clustered by (i) art unit and (ii) application year by decision year. "Percent Impacts" point estimates correspond to the percent change in the outcome variable at the outcome variable’s mean for winning a patent allowance for a high ex ante valuable patent application. Some confidence intervals were truncated to ease visualization. Officers’ earnings are derived from each firm’s tax filings, where firms are required to list officer and nonofficer pay. Quartiles refer to within-firm wage quartiles (e.g., “Q1 earnings” measures the average wage bill in within-firm wage quartile one). Earnings are measured in thousands of 2014 dollars.
The earnings gap between inventors and noninventors also widens in response to an initial allowance. Online Appendix Table D.5, column (4) shows that the earnings of inventors rise by roughly $16,900 in response to an initial allowance. The earnings of noninventors rise by only around $2,200. Focusing on firms that employ both inventors and noninventors, we find that the inventor-noninventor earnings gap increases by roughly $14,900 in response to a valuable initial allowance, or roughly 17% (Online Appendix Table D.5, column (6)). The gender and inventor gaps are overlapping, but not identical phenomena. Figure VII shows that the earnings of noninventor males rise by roughly $4,000—less than all men, but more than all noninventors.

Another important within-firm contrast is between firm officers and other workers. All U.S. businesses are required to list officer pay separately from the pay of nonofficers when filing taxes. Officers are employees who have the authority to delegate tasks and to hire employees for the jobs that need performing, and typically correspond to high-level management executives. We find that an initial allowance raises average officer earnings per W2 employee by roughly $3,700, enough to explain the entire W2 earnings response reported in Table V. By contrast, nonofficer earnings exhibit no appreciable response to initial allowances, though we cannot rule out small increases. As shown in Online Appendix Table D.8, the components of labor compensation other than officer earnings also fail to respond to patent allowances, suggesting that profit-sharing and employee benefit programs do not respond strongly to patents.

Finally, to provide a composite measure of within-firm earnings inequality, we break workers in each firm-year with at least four W2s into quartiles based on their annual earnings. We find no effect of an initial allowance on the average earnings of workers in the bottom three quartiles of the firm-specific earnings distribution, but the mean earnings of top-quartile workers rises by roughly $8,100 per worker. The pay gap between top and bottom quartile workers rises by roughly the same amount (Online Appendix Table D.5, column (9)).

VI.D. Impacts on Earnings by Timing of Worker Entry and Exit

Our results in Section VI.B suggested that initial allowances are not associated with major changes in workforce composition. However, an alternative way to hold constant the quality of the
workforce is to study the impact of a patent allowance on the earnings of a fixed cohort of workers.

Table VII, column (1) documents that the average earnings of the cohort of workers present in the year of the patent application rise by roughly $4,000 or about 7% in response to an initial allowance. These effects are concentrated in the subset of the cohort that remains with the applicant firm (“stayyers”), whose earnings are estimated to rise by $7,800 (around 11%) a year in response to an initial allowance (column (2)). Members of the application cohort who leave the firm, by contrast, have earnings that fall statistically insignificantly in response to an initial allowance (column (3)). The concentration of earnings effects on stayyers casts some doubt on reputational (or “career concerns”) explanations for firm-specific wage fluctuations (Harris and Holmström 1982; Gibbons and Murphy 1992; Holmström 1999), as firm leavers appear to be unable to transport their patent-induced wage gains to new employers.

The model of Section II interpreted wage fluctuations as rent sharing with incumbent workers. Consistent with that model, we find an economically small and statistically insignificant effect of initial allowances on the average earnings of entrants (Table VII, column (4)). Given our finding in Section VI.B that the composition of entrants does not seem to have changed in response to initial allowances, the discrepancy between our measured impacts of initial allowances on the earnings of entrants and on the earnings of firm stayyers suggests that the order in which workers are hired plays an independent role in the transmission of firm shocks to wages.27 Online Appendix Table D.4, column (10) shows that the differential earnings response of firm stayyers to patent allowances is not confined to small firms.

As mentioned in Section II, some dynamic models (e.g., Postel-Vinay and Robin 2002) can generate a drop in entry wages in response to a firm productivity increase because wage growth rates increase. Such an elevation of wage growth rates should eventually affect earnings levels. However, Table VII, column (5) reveals a negative (“wrong-signed”) and statistically insignificant impact of initial allowances on the earnings of workers hired within the past three years. A shift in growth rates, in conjunction with stable entry wages, should also lead to an escalating pattern.

27. Related work by Buhai et al. (2014) shows that worker seniority exerts an independent effect on wages even after netting out firm-wide shocks.
## TABLE VII

### EARNINGS IMPACTS BY YEAR OF ENTRY/EXIT

<table>
<thead>
<tr>
<th>Change since application year</th>
<th>Avg cohort earnings</th>
<th>Avg stayer earnings</th>
<th>Avg leaver earnings</th>
<th>Avg entrant earnings</th>
<th>Avg recent earnings</th>
</tr>
</thead>
<tbody>
<tr>
<td>High value (Q5)</td>
<td>3.96 (2.29)</td>
<td>7.78 (2.93)</td>
<td>−1.54 (1.94)</td>
<td>0.11 (1.64)</td>
<td>−2.71 (1.81)</td>
</tr>
<tr>
<td>Mean of outcome (Q5)</td>
<td>57.39</td>
<td>72.56</td>
<td>50.57</td>
<td>33.01</td>
<td>41.59</td>
</tr>
<tr>
<td>% impact (Q5)</td>
<td>6.9</td>
<td>10.7</td>
<td>−3.0</td>
<td>0.3</td>
<td>−6.5</td>
</tr>
<tr>
<td>Lower value (&lt;Q5)</td>
<td>0.34 (1.18)</td>
<td>2.48 (1.59)</td>
<td>0.90 (1.39)</td>
<td>0.31 (0.79)</td>
<td>0.78 (1.01)</td>
</tr>
<tr>
<td>Observations</td>
<td>151,892</td>
<td>99,558</td>
<td>109,169</td>
<td>70,079</td>
<td>68,691</td>
</tr>
</tbody>
</table>

Notes: This table reports difference-in-differences estimates of the effect of initial patent allowances on worker outcomes for employees who stay, enter, and exit, separately for high and low ex ante valuable patent applications. Estimates correspond to coefficients on interactions of the designated value category with a postdecision indicator and an indicator for the application being initially allowed. Controls include main effect of value category interacted with a postdecision indicator, firm fixed effects, and art unit by application year by calendar year fixed effects, as in equation (8). Standard errors (reported in parentheses) are two-way clustered by (i) art unit and (ii) application year by decision year. “Avg cohort earnings” measures the W2 earnings of workers employed by the firm in the year of application. “Avg stayer earnings” measures the W2 earnings of workers employed by the firm in the year of application who are also employed in the present year. “Avg leaver earnings” measures the W2 earnings of workers employed by the firm in the year of application who are not employed in the present year. “Avg entrant earnings” tracks the average earnings of employees hired by the firm within the past three years. “Change since application year” columns are earnings measures in the current year (columns (2), (3), and (4)) minus their respective values in the application year. Earnings are measured in thousands of 2014 dollars.
of pooled wage impacts. However, we saw in Figure IV that wage impacts are roughly stable after the initial decision. Hence, we conclude there is no evidence of a permanent impact on earnings growth rates.\footnote{We have also directly computed impacts on earnings growth rates for workers hired within the past three years, but this led to highly imprecise estimates. Specifically, we estimate an impact of \(-1\) percentage point on the three-year growth rate of the earnings of new hires, with a standard error of 7 percentage points.}

Table VII, columns (6)–(8) adjust for possible compositional changes by subtracting from the various earnings measures an average earnings level of the same group of workers in the year of application, which adjusts for any time-invariant heterogeneity in worker quality. Column (6) (which can be compared to column (2)) shows that subtracting the average application year earnings of the firm stayers has little effect on the estimates. The estimates in columns (7) and (8) (analogous to columns (3) and (4)) remain statistically equal to 0, suggesting that these other groups’ earnings are relatively insensitive to the patent decision.

Finally, Figure VIII reports impacts of high-value initial allowances on the average earnings of various groups of firm stayers. Initial allowances exacerbate the gender earnings gap among stayers, but the impacts on the earnings of female stayers are now estimated to be positive at around $2,700. \textit{Online Appendix Table D.7} shows that the impact of an initial allowance on the earnings gap between male and female firm stayers is roughly $8,900 (around 24\%) and statistically distinguishable from 0. As a point of comparison, we find that the earnings of male firm stayers respond roughly 2.9 times as much as their female colleagues, which is slightly below the corresponding ratio of 4 found by Black and Strahan (2001) in their study of banking deregulation using firm aggregates. Likewise, earnings of inventor-stayers are estimated to increase by far more than those of noninventors. However, the estimated impacts on noninventor stayers are clearly distinguishable from 0 and amount to a roughly 9\% increase. This responsiveness of noninventor earnings but larger response of inventor earnings echoes the findings presented in contemporaneous work by Aghion et al. (2018), which estimates that in Finnish firms inventor earnings are around twice as responsive to patent application filings as are noninventor earnings.
Within-Firm Inequality among Stayers

This figure reports difference-in-differences coefficient and percent impact estimates of the effect of initial patent allowances on within-firm stayer inequality measures, for high ex ante valuable patent applications, in our analysis sample. Stayers are defined as those who were employed by the same firm in the year of application. Point estimates in the “Coefficients” panel correspond to coefficients on interactions of the designated value category with a postdecision indicator and an indicator for the application being initially allowed. Controls include the main effect of value category interacted with a postdecision indicator, firm fixed effects, and art unit by application year by calendar year fixed effects, as in equation (8). 95% confidence intervals were constructed from standard errors two-way clustered by (i) art unit and (ii) application year by decision year. Some confidence intervals were truncated to ease visualization. Quartiles refer to within-firm wage quartiles (e.g., “Q1 earnings” measures the average wage bill in within-firm wage quartile one). Earnings are measured in thousands of 2014 dollars.
The bottom of Figure VIII reports impacts on average earnings by the worker’s position in the firm’s earnings distribution at the time of the patent application. Large earnings gains, amounting to roughly 6–8% increases, are present for firm stayers initially in the top half of the firm-specific earnings distribution. In our estimation sample, firms with high-value patents have, in an average year, roughly 10 stayers in the top initial earnings quartile and 9 in the third quartile. Because earnings impacts are clearly present among third-quartile workers, our pooled impacts on stayer earnings are unlikely to solely represent the capture of rents by CEOs or other top executives. By contrast, the earnings response of firm-stayers initially in the bottom half of the distribution exhibit relatively muted responses, that are statistically indistinguishable from 0.

VII. PASS-THROUGH ESTIMATES

Table VIII reports rent-sharing specifications based on equation (5) that relate earnings outcomes to surplus per worker. As discussed in Section III.D, our preferred approach uses the sum of wages and EBITD to measure surplus. However, for comparison with past literature, we also report specifications proxying surplus with our measure of value added.

Panel A, column (1) shows that regressing the average wage bill per worker on our preferred measure of surplus per worker, together with our standard set of (firm and art unit by application year by calendar year) fixed effects yields an estimated pass-through coefficient $\hat{\pi}$ of 0.16. Instrumenting surplus with the interaction of a postdecision indicator and an indicator for the application being initially allowed increases the estimated coefficient to 0.29, implying that workers capture 29 cents of each additional dollar of surplus. Because our first-stage $F$ statistic is near the benchmark of 10, we also provide a weak-identification robust confidence interval, which reveals that we can reject values of $\pi$ below 0.1 or above 0.57 at the 10% level.\footnote{These confidence intervals, which are two-way clustered on art unit and application year by decision year, employ the minimum distance variant of the Anderson-Rubin test statistic (Anderson and Rubin 1949) described in section 5.1 of Andrews, Stock, and Sun (2018). The endpoints of the confidence interval are defined by quadratic inequalities, which we solved analytically. We thank Liyang Sun for suggesting this approach.} For comparison
## TABLE VIII
### Pass-Through Estimates

<table>
<thead>
<tr>
<th></th>
<th>Wage bill per worker</th>
<th>Avg male earnings</th>
<th>Avg noninventor earnings</th>
<th>Avg stayer earnings</th>
<th>Avg stayer earnings minus earnings in app yr</th>
<th>Avg noninventor stayer earnings</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>OLS (1)</td>
<td>IV (2)</td>
<td>OLS (3)</td>
<td>IV (4)</td>
<td>OLS (5)</td>
<td>IV (6)</td>
</tr>
<tr>
<td>Panel A: Surplus/worker</td>
<td>Impact</td>
<td>0.16 (0.01)</td>
<td>0.18 (0.01)</td>
<td>0.13 (0.01)</td>
<td>0.20 (0.01)</td>
<td>0.19 (0.01)</td>
</tr>
<tr>
<td></td>
<td>Elasticity</td>
<td>0.19 (0.01)</td>
<td>0.19 (0.01)</td>
<td>0.17 (0.01)</td>
<td>0.19 (0.01)</td>
<td>0.18 (0.01)</td>
</tr>
<tr>
<td></td>
<td>Observations</td>
<td>103,437</td>
<td>95,004</td>
<td>100,901</td>
<td>99,558</td>
<td>94,909</td>
</tr>
<tr>
<td></td>
<td>First-stage F</td>
<td>12.12</td>
<td>10.60</td>
<td>9.34</td>
<td>13.38</td>
<td>8.93</td>
</tr>
<tr>
<td></td>
<td>Exogeneity</td>
<td>.29</td>
<td>.08</td>
<td>.60</td>
<td>.14</td>
<td>.22</td>
</tr>
<tr>
<td></td>
<td>Anderson-Rubin 90% CI</td>
<td>(0.10,0.57)</td>
<td>(0.27,0.98)</td>
<td>(−0.01,0.43)</td>
<td>(0.21,1.36)</td>
<td>(0.11,1.14)</td>
</tr>
<tr>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Panel B: Value added/worker</td>
<td>Impact</td>
<td>0.07 (0.00)</td>
<td>0.08 (0.00)</td>
<td>0.06 (0.00)</td>
<td>0.08 (0.00)</td>
<td>0.06 (0.00)</td>
</tr>
<tr>
<td></td>
<td>Elasticity</td>
<td>0.15 (0.01)</td>
<td>0.14 (0.01)</td>
<td>0.13 (0.01)</td>
<td>0.13 (0.01)</td>
<td>0.10 (0.01)</td>
</tr>
<tr>
<td></td>
<td>Observations</td>
<td>103,437</td>
<td>95,004</td>
<td>100,901</td>
<td>99,558</td>
<td>94,909</td>
</tr>
<tr>
<td></td>
<td>First-stage F</td>
<td>8.99</td>
<td>8.27</td>
<td>8.79</td>
<td>9.39</td>
<td>6.86</td>
</tr>
<tr>
<td></td>
<td>Exogeneity</td>
<td>.17</td>
<td>.08</td>
<td>.35</td>
<td>.88</td>
<td>.11</td>
</tr>
<tr>
<td></td>
<td>Anderson-Rubin 90% CI</td>
<td>(0.07,0.61)</td>
<td>(0.15,1.03)</td>
<td>(−0.01,0.38)</td>
<td>(0.15,1.39)</td>
<td>(0.08,1.15)</td>
</tr>
</tbody>
</table>

**Notes.** This table reports OLS and IV estimates of the effect of increases in surplus per worker on selected earnings outcomes. The excluded instrument is the interaction of the top quintile of ex ante value $\xi$ category with a postdecision indicator and an indicator for the application being initially allowed. Controls include the main effect of value category interacted with postdecision indicator and interaction of lower quintile value category with a postdecision indicator interacted with an indicator for initially allowed, firm fixed effects, and art unit by application year by calendar year fixed effects. Standard errors (reported in parentheses) are two-way clustered by (i) art unit and (ii) application year by decision year. "Exogeneity" reports the $p$-value from a test of the null hypothesis that the IV and OLS estimators have the same probability limit. Stayers are defined as those who were employed by the same firm in the year of application. Surplus is EBITDA (earnings before interest, tax, and depreciation) + wage bill. Earnings, wage bill, and surplus are measured in thousands of 2014 dollars. Elasticity estimates in columns (9) and (10) are evaluated at mean unadjusted earnings of firm stayers with high ex ante value patents. For example, the elasticity reported in column (10) multiplies the pass-through coefficient of 0.51 by $0.61$, which is the ratio of the elasticity to impact estimate for unadjusted earnings in column (8).
with the prior literature, we convert our estimates of \( \pi \) to elasticities using the means of surplus and wages among firms with top quintile patent applications. While OLS estimation yields a pass-through elasticity of 0.19, IV yields an estimated elasticity of 0.35. A plausible candidate explanation for the larger IV estimates is that wages respond more strongly to lower frequency fluctuations in surplus (Guiso, Pistaferri, and Schivardi 2005); however, in Online Appendix Table D.9 we document that using three-year averages of surplus yields only modest increases in OLS estimates of \( \pi \), which continue to rise dramatically when instrumented.

Panel B, columns (1) and (2) show the corresponding results when value added per worker is treated as the endogenous variable. This yields lower pass-through coefficients, which is in keeping with the notion that value added includes a number of extraneous cost components that cannot be captured by workers. In elasticity terms, however, using value added yields larger elasticities because value added has a greater mean than our preferred surplus measure. A useful point of comparison comes from Van Reenen (1996), who reports an elasticity of average wages with respect to quasi-rents of 0.29 (Table III, second row). Card et al. (2018) suggest doubling quasi-rent elasticities to make them roughly comparable to a value-added elasticity. Applying this rule of thumb to Van Reenen’s study yields a value-added equivalent elasticity of 0.58, which is slightly above our instrumented value-added elasticity estimate of 0.47. On the other hand, our value-added pass-through coefficient of 0.23 is directly comparable to the firm-level pass-through estimates of Abowd and Lemieux (1993) who report an identical pass-through coefficient of 0.23 (Table III, column (8)).

Table VIII, Panel A, columns (3)–(6) change the dependent variable to be the earnings of various subgroups of workers employed by most firms.\(^{30}\) OLS estimates indicate that the earnings of men are slightly more sensitive to surplus fluctuations than the earnings of workers in general. However, instrumenting surplus with initial allowances dramatically raises this point estimate, indicating that men capture 53 cents of every dollar of surplus per worker, roughly 80% higher than was found for the pooled estimate. By contrast, noninventor earnings responses are relatively

\(^{30}\) Table VIII omits estimates for subgroups (e.g., female inventors) that have sample sizes too small to produce reliable estimates.
muted, indicating such workers capture only 19 cents of every dollar of surplus per worker.

Table VIII, Panel A, columns (7) and (8) restricts attention to firm stayers, who were present in the year of application. OLS estimates indicate that stayer earnings are more sensitive to surplus fluctuations in levels (relative to the sample of all workers), but the elasticity is the same as that found for the average earnings of all workers (0.19). Instrumenting the surplus changes this conclusion dramatically: stayers are estimated to capture 61 cents of every dollar of surplus, with a corresponding elasticity of 0.56. Remarkably, the 90% confidence interval for $\pi$ in this subgroup ranges from 0.21 to 1, indicating that we cannot reject that firm stayers capture the entirety of their replacement costs in higher earnings. Columns (9) and (10) adjust stayer earnings for potential changes in workforce composition by subtracting off their earnings in the application year, which should difference out any selection on time-invariant worker skills. As expected given our results in Section VI.B, this adjustment has minor effects on the results—lowering, for instance, the instrumented pass-through of surplus to earnings from 61 cents to 51 cents on the dollar.

Finally, columns (11) and (12) show that our pass-through results are not driven exclusively by workers listed as inventors on patent applications: the instrumented value of $\pi$ among non-inventor stayers is 0.48. Though the standard errors for column (12) are somewhat smaller than the estimates in column (8), the first stage is somewhat weaker, which leads the lower limit of the 90% confidence interval for $\pi$ among noninventor stayers to be nearly identical to that of all stayers. Because most previous studies of rent-sharing do not focus on innovative firms, this estimate is arguably most comparable to the work reviewed in Card et al. (2018).

In sum, we find that the earnings of workers, particularly those who were present in the year of application, are quite sensitive to fluctuations in surplus. On average, a $1 increase in surplus is estimated to yield a 29 cent increase in worker earnings and a 61 cent increase in the earnings of firm stayers. Using value added instead of our preferred surplus measure yields uniformly lower pass-through estimates but tends to raise elasticities substantially. In elasticity terms, our pooled estimates are larger than the bulk of recent studies reviewed by Card et al. (2018) but align closely with the estimates of Abowd and Lemieux (1993) and Van Reenen (1996) which exploit firm aggregates.
Our finding of larger elasticities may be partly attributable to our use of external instruments. Abowd and Lemieux (1993), Van Reenen (1996), and Garin and Silvério (2017) all find that instrumenting value added yields large increases in rent-sharing estimates. Garin and Silvério (2017) estimate a pooled elasticity of 0.15 (their table 6, column 4) in Portuguese data using exposure to exchange rate shocks as an instrument, and find a much larger elasticity of 0.28 (their table 9, column 2) in industries with low separation rates. Because measuring the level of surplus is particularly difficult at small firms, we are somewhat less confident in our elasticity estimates than we are in the more theoretically motivated pass-through coefficients, which are robust to mismeasurement of the level of surplus. Nevertheless, our 90% confidence interval for \( \pi \) permits corresponding surplus elasticities as low as 0.19 for firm stayers.\(^\text{31}\)

Another plausible explanation for finding strong earnings sensitivity to surplus shocks is our focus on innovative firms, which are likely to rely heavily on the specific human capital of their workforce. This interpretation is consistent with the findings of Van Reenen (1996), who also studied innovative firms. Our finding of very large wage pass-through to early cohorts of workers is consistent with the notion that early employees, some of whom may be founders, are particularly difficult for firms to replace.

VIII. Retention Estimates

The wage-posting model of Section II interpreted earnings responses to firm-specific shocks as attempts to retain incumbent workers. Figure IX provides event study estimates of the impact of patent allowances on the logarithm of the fraction of the application cohort working at the firm, split by whether the worker was in the top or bottom half of the firm-specific earnings distribution in the year of application. Recall from Figure VIII that the earnings responses to initial allowances were concentrated in the top half of the distribution of firm stayers. Consistent with the notion that these earnings movements capture rent sharing, the retention of “above median” firm stayers (right panel of

\(^{31}\) This figure comes from multiplying the lower limit of the confidence interval for \( \pi \), which is 0.21, by the ratio of elasticity to the pass-through coefficient for mean stayer wages among firms with high-value patent applications, which is \( \frac{0.56}{0.81} \approx 0.68 \) (see Table VIII, column (8)).
Event Study Estimates: Employee Retention Rate by Application Year Earnings

This figure plots the response of log retention rate following an initial allowance, separately for high and low ex ante valuable patent applications, in our analysis sample. Regressions include art unit by application year by calendar year fixed effects and firm fixed effects, as in equation (7). 95% confidence intervals were constructed from standard errors two-way clustered by (i) art unit and (ii) application year by decision year. “Below median wage workers” and “Above median wage workers” respectively refer to members of the application cohort who earned below and above that firm’s median in the application year. Q is quintile five of predicted patent value; <Q are the remaining four quintiles. Q coefficients are offset from their integer x-axis value to improve readability.

Figure IX) responds strongly to initial allowances while the retention of “below median” stayers (left panel of Figure IX) exhibits a very weak and statistically insignificant response to allowances. Interestingly, the retention response stabilizes by three years after the initial decision date. This pattern suggests the earnings response, which from Figure IV manifests rather quickly, serves to retain incumbent workers who would have otherwise separated over the first three years after an initial rejection.

Table IX scales the retention responses of various groups of workers present in the application year by the impact on their log earnings to obtain IV estimates of the incumbent retention-wage elasticity. Instrumenting stayer wages with the initial allowance decision yields an estimated retention-wage elasticity of 1.2, or equivalently, a separation-wage elasticity of −1.6. This estimate is well within the range of separation elasticities reported in Manning’s (2011) review of quasi-experimental studies but is somewhat larger in magnitude than the short-run elasticities.
### TABLE IX
**Retention of Application Cohort**

<table>
<thead>
<tr>
<th></th>
<th>All (1)</th>
<th>Above median (2)</th>
<th>Men (3)</th>
<th>Women (4)</th>
<th>Noninventors (5)</th>
</tr>
</thead>
<tbody>
<tr>
<td>Retention elasticity</td>
<td>1.22</td>
<td>1.41</td>
<td>0.80</td>
<td>1.17</td>
<td>1.31</td>
</tr>
<tr>
<td>(0.58)</td>
<td></td>
<td>(0.65)</td>
<td>(0.35)</td>
<td>(0.80)</td>
<td>(0.68)</td>
</tr>
<tr>
<td>Separation elasticity</td>
<td>−1.62</td>
<td>−2.76</td>
<td>−1.14</td>
<td>−1.73</td>
<td>−1.66</td>
</tr>
<tr>
<td>Observations</td>
<td>99,558</td>
<td>81,728</td>
<td>88,100</td>
<td>71,591</td>
<td>94,909</td>
</tr>
<tr>
<td>First-stage $F^2$</td>
<td>7.81</td>
<td>5.80</td>
<td>31.13</td>
<td>3.61</td>
<td>6.74</td>
</tr>
<tr>
<td>Exogeneity</td>
<td>.034</td>
<td>.029</td>
<td>.041</td>
<td>.060</td>
<td>.047</td>
</tr>
<tr>
<td>Anderson-Rubin 90% CI</td>
<td>(0.459, 3.080)</td>
<td>(0.597, 4.091)</td>
<td>(0.283, 1.524)</td>
<td>(0.233, 8.687)</td>
<td>(0.422, 3.655)</td>
</tr>
</tbody>
</table>

**Notes.** This table reports IV estimates of the effect of increases in selected earnings measures on the retention of employees. The excluded instrument is the interaction of the top quintile of ex ante value $\xi$ category with a postdecision indicator and an indicator for the application being initially allowed. Controls include the main effect of value category interacted with a postdecision indicator and interaction of lower quintile value category with a postdecision indicator interacted with an indicator for initially allowed, firm fixed effects, and art unit by application year by calendar year fixed effects. Standard errors (reported in parentheses) are two-way clustered by (i) art unit and (ii) application year by decision year. “Separation Elasticity” is computed from the retention elasticity via a Taylor approximation. Specifically, the separation elasticity estimate is $-\bar{R} \bar{e}$, where $\bar{e}$ is the IV estimate of the elasticity of retentions with respect to the wage and $\bar{R}$ is the mean retention rate among firms with high ex ante value patents. “Exogeneity” reports a $p$-value for the test of the null hypothesis that IV and OLS estimators have the same probability limit. “Above median” refers to members of the application cohort who earned above that firm’s median in the application year. Stayers are defined as those who were employed by the same firm in the year of application. Earnings are measured in thousands of 2014 dollars.
reported in Dube, Giuliano, and Leonard (2018). However, Dube, Giuliano, and Leonard (2018) report nine-month elasticities, whereas we interpret our estimates as representing three-year elasticities, which we would expect to be a bit larger. Despite a first-stage $F$ statistic below the benchmark of 10, our weak-identification robust confidence interval indicates that we can reject retention elasticities below 0.46 at the 10% level.

We find little evidence of heterogeneity in the retention elasticity, although our analysis is hampered by a weak first stage for some subgroups. Among “above median” stayers, the retention elasticity rises slightly to 1.4, but we cannot reject that the elasticity is the same as in the pooled sample, which is in keeping with the notion that the pooled results are driven primarily by the above-median stayers. We do not report estimates for below-median stayers because the first stage is extremely weak, which leads to erratic estimates. Male retention elasticities are estimated to be somewhat below female elasticities, but the female estimates are imprecise to the point of being indistinguishable from 0. Finally, noninventors are estimated to have a retention elasticity of 1.3, nearly identical to what we found in our pooled analysis. The finding of a stable retention elasticity across groups reinforces the evidence in Figure IX that the groups experiencing the largest earnings responses also exhibit the largest retention responses. This corroborates our model-based interpretation of the earnings impacts we measure as reflecting economic rents, a view we consider in more quantitative detail in Section IX.

IX. MODEL-BASED INTERPRETATION

In the model of Section II, the retention wage elasticity can be written:

$$\frac{d \ln G(w^I_j)}{d \ln \bar{w}^I_j} = \eta \frac{w^I_j}{\bar{w}^I_j - w^m_j} = \eta \frac{w^I_j}{\bar{w}^I_j - 1}. $$

Hence, we require a calibration of $\frac{w^I_j}{\bar{w}^I_j}$ to recover $\eta$ from the estimates in Table IX. From Table II, workers hired within the three years prior to the year of application earn on average roughly $43,500, which we take as a measure of the entry wage $w^m_j$. By contrast, workers who have been at the firm for four or more years...
earn roughly $79,000, which we take as a measure of \( w^I_j \). Hence, we calibrate \( \frac{w^I_j}{w^m_j} = \frac{79}{43.5} \approx 1.8 \).

In Table IX, we found a pooled retention elasticity of approximately 1.2. Hence, our estimate of \( \eta \) is \( 1.2 \times \frac{1.8}{0.8} \approx 2.7 \). Recall from equation (3) that in the model of section II workers are offered a fraction \( \theta = \frac{\eta}{1+\eta} \) of their marginal replacement costs as a wage premium. Our retention elasticity estimate therefore implies that incumbent workers capture roughly 73% of their replacement costs in wage premia.

We can also use our estimates to quantify these marginal replacement costs. Rearranging equation (3), we have

\[
\frac{c^I(N^I_j)}{w^m_j} = \left[ \frac{w^I_j}{w^m_j} - 1 \right] \theta = \frac{0.8}{0.73} \approx 1.1
\]

Hence, our calibration suggests that the marginal replacement cost of an incumbent worker is roughly equal to the annual earnings of a new hire. This replacement cost estimate is higher than is usually found in simple linear-quadratic models of employment adjustment (Hamermesh and Pfann 1996; Bloom 2009; Cooper and Willis 2009). However, we study fairly large shocks to small firms which, with convexity in hiring/training costs, should lead to correspondingly large replacement costs on the margin.

We can also use our estimates to compute an implied elasticity of product demand \( \varepsilon \). In Table VIII we found that incumbent workers captured 61 cents of every dollar of patent-induced surplus. Taking \( \pi = 0.61 = (\frac{\varepsilon - 1}{\varepsilon}) \theta \) and using our estimate of \( \theta = 0.73 \) implies that \( \varepsilon \approx 6.0 \), which corresponds to a 20% markup of product price over marginal cost. This finding is in line with recent work that has used values of \( \varepsilon \) ranging from 4.5 (Suárez Serrato and Zidar 2016) to 7 (Coibion, Gorodnichenko, and Wieland 2012).

Online Appendix Table D.10 reports some alternative calibrations of model inputs that set the pass-through and retention elasticities to different values along with the incumbent wage premium. Interestingly, some calibrations yield invalid values of the structural parameters, indicating that our model can be used to rule out some configurations of parameters falling within our confidence intervals. The general theme of this sensitivity exercise is that across a wide range of potential rationalizations of the data, workers capture a large fraction of their marginal replacement costs in wage premia and that those costs are substantial.
It is worth remarking briefly on how our model rationalizes the gender differences in earnings pass-through reported in Figure VIII. The model suggests two possible explanations for these differences. A first potential explanation is that men and women might face different distributions of outside offers, which would manifest in different retention elasticities and consequently different pass-through coefficients. However, the results of Table IX provide little support for this conjecture. If anything, women exhibit slightly higher retention elasticities than men, which should yield greater earnings pass-through for them.

A second potential explanation for gender differences in earnings pass-through is that the marginal replacement costs of men could—on average—exceed those of women. Concentration of women in occupations involving smaller training and recruiting costs, for example, could plausibly generate such differences. Recall that earnings impacts are concentrated among firm “officers” who are probably difficult to replace because of the specific capital embedded in their relationships with subordinate workers. Unfortunately, because of how officer earnings are reported (as aggregates in the firm-level data, rather than as a variable in our worker micro-data) we do not know what fraction of officers are women. However, for the average firm in our sample, the fraction of women in the top quartile of its earnings distribution in the year of initial patent application is only 11.5%, a fact that is consistent with a broad range of evidence suggesting that U.S. women tend to be employed in lower-paying occupations than men (Goldin 2014).

X. CONCLUSION

This article analyzes how patent-induced shocks to labor productivity propagate into worker earnings using a new linkage of U.S. patent applications to U.S. business and worker tax records. Our baseline estimates suggest that on average every patent-induced dollar of surplus yields roughly 30 cents of additional earnings; this share is roughly twice as high for incumbent workers present since the year of application. Among noninventors present since the year of application, who are arguably the group most comparable to the recent studies reviewed by Card et al. (2018), we find a both a pass-through rate and elasticity of roughly 0.5. These estimates provide some of the first evidence, along with Jäger (2015), that truly idiosyncratic variability in firm performance is an important causal determinant of worker pay. Given
that firm productivity is highly variable and persistent (Luttmer 2007; Foster, Haltiwanger, and Syverson 2008), it is plausible that firm-specific shocks contribute substantially to permanent earnings inequality among identically skilled workers.

We document several sources of heterogeneity in the pass-through of patent-induced shocks to workers. First, patent allowances have no effect on the earnings of new hires. This finding may be specific to the small firms we study, which are unlikely to exhibit market power over new hires. Nevertheless, this finding implies that patent shocks “stretch” the firm’s pay scale by increasing inequality between new hires and incumbent workers. Second, among incumbent workers, patent allowances exacerbate the within-firm gender earnings gap. The gender differences in earnings pass-through found here are larger than those estimated by Card, Cardoso, and Kline (2016) and Garin and Silvério (2017) in Portuguese data, but smaller than those reported by Black and Strahan (2001) in U.S. data. Third, while the earnings of both inventors and noninventors respond to patent decisions, the earnings of inventors are substantially more responsive, which is notable because previous studies of pass-through to inventors have studied settings where inventor compensation is mandated by law. Finally, earnings impacts are strongly concentrated among employees in the top quartile of the within-firm earnings distribution, among firm officers, and among firm stayers initially in the top half of the earnings distribution.

Two aspects of these heterogeneous earnings estimates are worth emphasizing. First, these effects appear to mirror heterogeneity in the costs of replacing different types of workers. Substituting new hires for high-skilled incumbents is particularly difficult. Our retention results corroborate this view: worker retention rises most strongly among groups of workers with the largest earnings increases. This pattern suggests, via revealed preference, that these earnings fluctuations constitute economic rents. A quantification of our model finds that incumbent workers capture the majority of their replacement costs in wage premia. The pairing of incumbent rents of this magnitude with stable

32. For example, Aghion et al. (2018) analyze how inventor and noninventor earnings change before and after patent applications among Finnish firms, but Finland, like many other European countries, has a law that requires firms to pay inventors for inventions produced while they are employed. See the discussion in Toivanen and Väänänen (2012).
new-hire earnings highlights the importance of seniority and specific investments in wage determination—themes emphasized by, among others, Becker (1964), Stevens (1994), and Manning (2006). Second, our findings strongly suggest that firm shocks play an important role in generating earnings inequality not only across but also within workplaces. Understanding the extent to which heterogeneity in pass-through across workers contributes to overall earnings inequality is an important topic for future research.

UNIVERSITY OF CALIFORNIA, BERKELEY
U.S. DEPARTMENT OF THE TREASURY
MASSACHUSETTS INSTITUTE OF TECHNOLOGY
PRINCETON UNIVERSITY

SUPPLEMENTARY MATERIAL

An Online Appendix for this article can be found at The Quarterly Journal of Economics online. Code replicating tables and figures in this article can be found in Kline et al. (2019), in the Harvard Dataverse, doi:10.7910/DVN/HMFYON.

REFERENCES

WHO PROFITS FROM PATENTS?


WHO PROFITS FROM PATENTS?


